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Abstract

Time series (TS) reasoning models (TSRMs) have shown promising
capabilities in general domains, yet they consistently fail on finan-
cial domain, which exhibit unique characteristics. We propose a
general 2 X 2 capability taxonomy for TSRMs by crossing 1) single-
entity vs. multi-entity analysis with 2) assessment of the current state
vs. prediction of future behavior. We instantiate this taxonomy in
the financial domain—where the distinction between deterministic
assessment and stochastic prediction is particularly critical—as ten
financial reasoning tasks, forming the FinTSR-Bench benchmark
based on S&P stocks. To this end, we propose FinSTaR (Financial
Time Series Thinking and Reasoning), trained on FinTSR-Bench
with distinct chain-of-thought (CoT) strategies tailored to each cat-
egory. For assessment, which is deterministic (i.e., computable from
observable data), we employ Compute-in-CoT, a programmatic CoT
that enables models to derive answers directly from raw prices. For
prediction, which is inherently stochastic (i.e., subject to unobserv-
able factors), we adopt Scenario-Aware CoT, which generates diverse
scenarios before making a judgment, mirroring how financial an-
alysts reason under uncertainty. The proposed method achieves
78.9% average accuracy on FinTSR-Bench, substantially outperform-
ing LLM and TSRM baselines. Furthermore, we show that the four
capability categories are complementary and mutually reinforcing
through joint training, and that Scenario-Aware CoT consistently
improves prediction accuracy over standard CoT. Code is available
at https://anonymous.4open.science/r/financial_tsrm-EE30.

1 Introduction

Time series (TS) reasoning models (TSRMs) have emerged as a
promising direction for enabling LLMs to understand and reason
over temporal data [10, 20, 35]. Unlike conventional forecasting,
TSRMs produce interpretable reasoning chains that explain why
a particular conclusion follows from the data. However, existing
TSRMs are primarily developed on general domains and perform
poorly on financial TS [18]. We find that existing models achieve
accuracy barely above chance level on financial reasoning tasks,
confirming that existing TSRMs lack financial reasoning capabilities.

Why do TSRMs fail on finance? Financial TS exhibit charac-
teristics that fundamentally differ from general domains, including
volatility clustering, momentum and mean-reversion dynamics,
support and resistance levels, and complex cross-asset dependen-
cies. More importantly, financial reasoning involves two distinct
modes that existing TSRMs fail to distinguish:

e [1] Assessment (“What is the current state?”): Deterministic
reasoning that can be resolved by computing observable quan-
tities from price data (e.g., measuring drawdown severity).

o [2] Prediction (“What will happen in the future?”): Probabilis-

tic reasoning under uncertainty, where outcomes depend on
unobservable external factors (e.g., earnings announcements

Multi

[ Assessment Prediction \I
| '
' |
Present Future
\ 1

[1]1 Can TSRM analyze single / multi stock(s)?
[2] Can TSRM assess / predict the values of stock?

Figure 1: Capability taxonomy for TSRM:s.

Table 1: Overview of FinTSR-Bench. The proposed ten finan-
cial reasoning tasks are organized along two axes: 1) Data
scope (single-stock vs. multi-stock) and 2) Temporal scope
(assessment vs. prediction).

‘ Single ‘ Multi
Drawdown,
Assessment Volatility, Correlation
Trend
Event Response,
.. Support/Resistance, | Relative Performance,
Prediction .
Drawdown Recovery, Pair Convergence
Volatility Forecast

or macroeconomic shifts), and even a perfect model cannot
achieve 100% accuracy.

However, no existing TSRM has been specifically designed for
the financial domain or distinguishes between these two reasoning
modes. We propose a general 2 X 2 capability taxonomy for TSRMs
along two orthogonal axes: (data scope) single-entity vs. multi-entity
and (temporal scope) assessment vs. prediction (Figure 1). While this
taxonomy is applicable to TSRMs in any domain, we instantiate it
in the financial domain, where the distinction between determin-
istic assessment and stochastic prediction is particularly critical,
as ten financial reasoning tasks (Table 1). To support training and
evaluation, we construct FinTSR-Bench from 250 S&P 500 stocks
spanning 2010-2025, with ~35K training samples and three out-of-
distribution (OOD) test splits for generalization evaluation.

To this end, we propose FinSTaR (Financial Time Series Thinking
and Reasoning), the first TSRM designed for the financial domain,
as shown in Table 2. Trained on FinTSR-Bench, FinSTaR employs
different chain-of-thought (CoT) strategies for assessment and pre-
diction. Specifically, since assessment is deterministic and predic-
tion is inherently stochastic, we use Compute-in-CoT for assess-
ment tasks to derive answers from observable prices. For prediction,
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Anon.

Table 2: Comparison with related works. We compare across 1) domain, 2) input modality, 3) task, 4) CoT, and 5) uncertainty
modeling. FinSTaR is the first TSRM designed for financial domain.

‘ ‘ Contribution H ‘ [2] Input ‘ ‘ ‘
Work Venue [1] Domain ———— [3] Task [4] CoT | [5] Uncertainty
‘ ‘ Benchmark Model H ‘ TS Text ‘ ‘ ‘
S2TS-LLM [5] NeurIPS’25 v v Analysis
Thoth [35] arXiv’'26 v v Understanding
PATRA [20] arXiv’'26 v General v QA v
SenTSR-Bench [3] | AISTATS’ 26 v v v Reasoning v
TimeOmni-1 [10] ICLR’26 v v v v Reasoning QA v
FinTSB [16] arXiv’'25 v v Forecasting
FinBen [30] NeurIPS’24 v v NLP tasks
CausalStock [24] NeurIPS’24 v Finance v v Forecasting
FinZero [27] arXiv’25 v v v Forecasting v
FinSTaR (Ours) ‘ v 4 H ‘ o/ ‘ Reasoning QA ‘ v ‘ 4
Stock Price of Capital One Financial (COF) (Single-Assessment) Volatility Regime: Classify recent vs. overall volatility ratio. GT: (C) High.
110 Qwen2.5-7B (A) X TimeOmni-1 (B) X FinSTaR (Ours) (C) v
105 Calculate the overall volatility Estimate recent SD ~ 2-3. Estimate Step 1: Compute daily returns.
100 [...] Calculate the recent overall SD ~ 2-3. Ratio ~ 1.0 = Step 2: Overall volatility = 4.51%.

Price

volatility [...] Compute the
ratio [...] Let’s perform these
calculations.

> No computation; directly outputs answer.

Event
Stock Price of Citigroup (C)  (+3.1%)

> Rough estimates; actual recent SD is

Step 3: Recent 20-day vol = 10.75%.
Step 4: Ratio = 10.75/4.51 = 2.38.
Recent vol well above long-term avg.
= (C) High volatility.

(Single-Prediction) Event Response: Predict mean-reversion or persistence after a shock. GT: (B) Persistence.

6 Qwen2.5-7B (A) X TimeOmni-1 (A) X FinSTaR (Ours) (B) v
60 The overall pattern suggests the The last value is 148.40, a Step 1: Event: Positive shock, z=4.52, +13.70%.
s8 stock tends to revert to a mean significant jump from the previous Step 2: Pre-event trend: downward.
6 after sharp moves. [...] the most day’s low. This 1is an outlier Step 3: Scenario analysis:
g likely outcome is that the price [...] mean reversion is the most - Base: Shock reflects genuine new info.

levels.

o 20 a0 60 80 100 120
Day

will move back toward pre-event plausible scenario.

- Adverse: Mean-reversion forces kick in.

- Favorable: Additional news amplifies move.
Step 4: 2/3 support Persistence.

Step 5: Judgment = (B).

Figure 2: Qualitative comparison. Two simplified examples where only FinSTaR answers correctly. Baselines either fail to
compute precise quantities (Volatility Regime) or default to heuristic reasoning (Event Response), while FinSTaR’s CoT produces
grounded, step-by-step reasoning. Gray italic comments (>) are editorial annotations, not model outputs.

Scenario-Aware CoT generates multiple scenarios before mak-
ing a probabilistic judgment. As illustrated in Figure 2, existing
models [10, 23] either fail to compute precise quantities or rely
on heuristic reasoning, while FinSTaR’s structured CoT produces
correct answers through grounded, step-by-step reasoning. Our
main contributions are summarized as follows:
e We propose a 2 X 2 capability taxonomy for TSRMs by cross-
ing assessment vs. prediction with single- vs. multi-entity analy-
sis, and instantiate it as ten financial reasoning tasks.

e We construct FinTSR-Bench from 250 S&P 500 stocks (2010-
2025) with 35K training samples and three OOD test sets for
generalization evaluation, each containing 10K samples.

e We propose FinSTaR, trained with different CoT strategies tai-
lored to each reasoning mode: Compute-in-CoT for assessment
tasks and Scenario-Aware CoT for prediction tasks.

e FinSTaR achieves 78.9% overall accuracy, outperforming 15+
baselines, including LLMs and TSRMs. Through systematic
ablation, we show that the four capability categories are com-
plementary and mutually reinforcing under joint training.

2 Related Work

Time series reasoning models (TSRMs). Recent work extends
LLMs beyond forecasting toward TS reasoning. TimeOmni-1 [10]
introduces TSR-Suite with human-annotated CoT but focuses on
non-financial domains. Thoth [35] proposes mid-training for TS
understanding, PATRA [20] addresses pattern-aware alignment,
and SenTSR-Bench [3] injects domain knowledge for TS reasoning.
Merrill et al. [18] formalize TS reasoning as QA over numerical se-
quences, while S2TS-LLM [5] uses spectral symbolization to bridge
TS and language representations. More recent work explores tool-
augmented TSRMs and RL-based reasoning [14, 34], as well as
cross-domain temporal reasoning benchmarks [28]. However, all
existing TSRMs target general domains and none has been designed
for financial TS, which require distinct reasoning about market-
specific phenomena.

LLMs in financial domain. FinTSB [16] benchmarks forecast-
ing on stocks but lacks reasoning tasks. FinBen [30] evaluates LLMs
across financial NLP datasets but targets text-based tasks rather
than raw price TS. News-to-Forecast [25] integrates event analysis
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Table 3: Task specifications of FinTSR-Bench. Ten tasks span four capability categories across two axes: (data) single-stock vs.

multi-stock and (temporal) assessment vs. prediction. Matching symbols (T, ¥, ) denote assessment-prediction pairs that share

the same underlying financial skill.

Task category ‘ ‘ ‘
Task Classes Description
Type ‘ # Stock ‘ ‘ ‘
Drawdown’ 4 Classify peak-to-trough decline severity
Single | Volatility Regime® 3 Classify recent vs. overall volatility ratio
Assessment Trend Direction 5 Classify 120-day cumulative return regime
Multi | Correlation® 3 Classify return correlation of two stocks
Event Response 2 Mean-reversion or persistence after extreme move
Sinele Support/Resistance 2 Breakout or bounce near key technical level
o & Drawdown Recovery’ 2 Recovery toward peak or further decline
Prediction Volatility Forecast* 2 Volatility increase or decrease
Multi Relative Performance 2 Which stock delivers higher returns
Pair Convergence§ 2 Price spread converges or diverges

with reflection and CausalStock [24] leverages LLMs as denoised
news encoders, but both require textual inputs rather than rea-
soning from raw prices. No existing work combines raw financial
TS with reasoning QA and CoT supervision, the gap that FinSTaR
addresses. Recent work on financial verbal reasoning [17] and mul-
timodal TS reasoning [6] explores complementary directions but
does not address the assessment—-prediction distinction central to
our approach. A comparison with related work is shown in Table 2.

CoT for structured data. CoT [29] improves LLM reasoning
on math [7] and science tasks, and STaR [31] bootstraps reasoning
from self-generated rationales. Program-of-Thought (PoT) [4] ex-
ecutes code for arithmetic faithfulness, and verifiable-reward RL
approaches [26] use outcome correctness as training signal. For TS
reasoning, existing CoT methods rely on human annotation [10] or
GPT-generated rationales, which are difficult to scale. Our Compute-
in-CoT similarly ensures arithmetic correctness but within text-
based reasoning chains without requiring a code execution en-
vironment, making it compatible with standard LLM inference.
Scenario-Aware CoT further extends CoT to stochastic prediction
by reasoning over multiple scenarios, a direction not explored by
PoT or verifiable-reward methods which focus on deterministic
correctness.

3 FinTSR-Bench

We instantiate the proposed 2 X 2 taxonomy in the financial domain
as FinTSR-Bench, both a training dataset and evaluation bench-
mark for Financial TSRMs. As shown in Table 3, the proposed ten
tasks cover all four capability categories in our taxonomy.

We use the top 250 S&P 500 stocks by market capitalization as
of January 2024, with daily closing prices from 2010-2025 (~3,750
trading days). The top 200 stocks serve as in-domain (ID) training
data, while the remaining 50 are held out for OOD evaluation. As
shown in Table 4, we split along both the stock universe and time
period axes, yielding three test sets that vary ID vs. OOD conditions.
Each task has ~3,500 training samples and ~1,000 test samples per
split, totaling ~35,000 for training and ~10,000 per test set. All label

Table 4: Data splits of FinTSR-Bench. Three test sets system-
atically vary 1) stock universe and 2) time period to evaluate
both ID and OOD.

Split  # Stocks  Period ‘ Universe Period
Train 200 2010-2022 |  — -
Test A 200 2023-2025 ID 00D
Test B 50 2010-2022 00D ID
Test C 50 2023-2025 00D 00D

definitions (prediction horizons, thresholds, and class distributions
balanced via undersampling) are provided in Appendix A, along
with task examples in Appendix D.

4 Method: FinSTaR

We train FinSTaR via supervised fine-tuning (SFT) on FinTSR-Bench
data with structurally different chain-of-thought supervision for 1)
assessment tasks and 2) prediction tasks.

Why two CoT strategies? Assessment and prediction tasks
have fundamentally different epistemological properties. Assess-
ment tasks (e.g., “What is the current drawdown?”) have answers
that are fully determined by the observable price data, and the
model simply needs to compute the right quantity. Prediction tasks
(e.g., “Will this drawdown recover?”) have answers that depend on
future events influenced by unobservable factors such as earnings
surprises. Even with a perfect model, prediction accuracy cannot
reach 100% because the necessary information is not contained in
the price history alone. This fundamental distinction between de-
terministic and probabilistic reasoning motivates our design of two
complementary CoT strategies tailored to each reasoning mode:
Compute-in-CoT for deterministic assessment and Scenario-Aware
CoT for stochastic prediction.
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Drawdown Assessment

T T T T
0 20 40 60 80 100 120
Day

Anon.

Step 1: Peak = 261.44 (day 30).

Step 2: Current price = 136.00.

Step 3: Drawdown = (261.44-136.00)/261.44 = 48.0%
48.0% > 20% = (D) Severe Decline (> 20%).

(a) Simplified example of Compute-in-CoT: Assessment task - Drawdown.

Scenario-Aware CoT

o Step 1: Peak = 210.15 (day 8), Current = 191.08.
2104 Step 2: Drawdown = 9.1%, momentum = —2.1%.
2004 - Step 3: Scenario analysis:
§ el e Base: Stabilizes, value buyers — recovery.
* 100 i—— <:\ e Adverse: Earnings revision — decline.
150 - i;j:r;ecg;:gens \\\\ e Favorable: Upgrade — V-shaped recovery.
Favorable: V-shape N Step 4: Consider all scenarios = recovery.
0 20 40 5 60 80 100 Step 5: Judgment: Recovery = (A).
ay

(b) Simplified example of Scenario-Aware CoT: Prediction task - Drawdown Recovery.

Figure 3: Two CoT strategies (simplified). Assessment tasks use Compute-in-CoT that extracts and computes quantities from
observable prices. Prediction tasks use Scenario-Aware CoT that generates base/adverse/favorable scenarios before making a

judgment. Full examples are in Appendix D.

4.1 Compute-in-CoT (Assessment Tasks)

For assessment tasks, the answer is deterministically computable
from observable prices. We generate CoT chains programmatically
by executing the same computation the model should learn. Each
chain follows a three-phase structure (Figure 3a):
Phase 1. Extract: Identify relevant quantities from input prices
(e.g., peak price, recent returns).
Phase 2. Compute: Perform the calculation (e.g., drawdown
percentage, volatility ratio).
Phase 3. Classify: Map the computed result to the answer
using the thresholds in the question.
This guarantees 100% correctness and unlimited scalability, as mod-
els never reference unobservable information at inference time.

4.2 Scenario-Aware CoT (Prediction Tasks)

For prediction tasks, the answer depends on future outcomes influ-
enced by unobservable factors, where a deterministic CoT can be
problematic as it may lead the model to be overconfident about un-
certain outcomes. Instead, we propose Scenario-Aware CoT, which
teaches the model to consider multiple scenarios before making a
probabilistic judgment. Each CoT follows a five-phase structure:
Phase 1. Extract: (Same as assessment) Identify relevant quan-
tities from the data.
Phase 2. Compute: Calculate price-based features (e.g., draw-
down depth, recent momentum).
Phase 3. Scenario Analysis: Generate three scenarios:
e Base case: The most probable outcome given current price
patterns and no external events.

e Adverse scenario: An external shock that could reverse the
expected outcome.

e Favorable scenario: A positive catalyst that strengthens the
expected outcome.

Phase 4. Assessment: Consider all scenarios to determine

which outcome is most supported.

Phase 5. Judgment: Select the outcome most supported by

the scenario analysis and input data.

Scenario templates. For each (task, answer) pair, we define
domain-specific scenario templates grounded in financial knowl-
edge. For example, Volatility Forecast scenarios reference volatility
clustering (base), event-driven spikes (adverse), and market calm-
ing (favorable). During training, the model learns these patterns; at
inference, it generates scenario reasoning adapted to the specific
input, not template copies (see Section 6). Scenario templates for
all tasks are provided in Appendix C.

Training setup. We fine-tune two backbones via LoRA [11]:
TimeOmni-1-7B [10], an LLM trained with TS reasoning SFT and RL
on Qwen2.5-7B, and Qwen2.5-7B-Instruct [23], the same base LLM
without TS-specific training. As shown in Table 5, these are the
best-performing models from their respective categories. We use
LoRA with r=32, a=64, learning rate 5%107°>, 4 epochs, batch size 1
with gradient accumulation 16, max sequence length 4096, trained
on 2X NVIDIA L40S GPUs. Unless otherwise stated, FinSTaR refers
to TimeOmni-1-7B fine-tuned with our CoT strategies.

5 Experiments

5.1 Baselines

We compare FinSTaR against four categories of reasoning/language
model baselines: (1) Language Models: Qwen2.5-7B-Instruct [23],
Llama-3.1-8B-Instruct [9], Mistral-7B-Instruct [13], Gemma-2-9B-
it [21], Phi-3.5-mini [1]. (2) TS Language Models: TimeMQA [33]
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Table 5: Results of assessment/prediction tasks across Test A/B/C. FinSTaR outperforms all baselines on 10 tasks (4 assessment,
6 prediction) under both in-domain (A) and out-of-distribution (B, C) settings. Red bold = best, blue = second best per split.

‘ ‘ Assessment ‘ Prediction ‘
Model Split Avg.
‘ ‘ Draw. Vol. Trend Corr. ‘ Event S/R DDR VF. R.P. P.C. ‘
Random | = | 250 333 20.0 333 | 500 500 500 500 500 500 | 412
Language Models
A 18 0.4 9.6 8.2 0.2 0.8 1.2 2.0 15 1.7 2.7
Phi-3.5-mini B 3.0 11 124 5.7 0.2 11 1.6 0.5 13 1.8 2.9
C 2.0 0.3 10.5 7.3 0.0 0.5 1.1 0.8 1.8 0.8 2.5
A 8.8 0.7 1.0 0.0 45.3 52.4 49 40.4 23.7 34.8 21.2
Mistral-7B B 4.0 1.1 0.5 0.0 37.6 46.3 2.3 40.7 24.6 36.6 19.4
C 10.4 0.3 1.4 0.0 46.1 51.0 1.8 40.2 28.3 36.9 21.6
A 79.6 0.0 59.6 29.4 45.4 29.4 223 17.2 0.0 0.1 28.3
Gemma-2-9B B 78.9 0.0 58.4 30.9 47.4 36.9 28.0 16.4 0.1 0.0 29.7
C 77.3 0.0 50.7 30.8 45.4 30.6 23.2 20.1 0.0 0.2 27.8
A 57.2 30.3 75.7 14 47.3 50.2 47.3 48.0 29.9 33.6 42.1
Llama-3.1-8B B 59.9 30.5 73.4 2.8 46.5 48.3 45.2 48.8 26.9 31.7 414
C 57.8 30.2 76.4 2.0 46.4 50.2 46.3 45.9 31.5 35.1 42.2
A 72.9 371 76.9 26.9 52.2 51.2 54.1 44.9 49.2 50.4 51.6
Qwen2.5-7B B 71.5 37.0 73.3 30.3 53.6 48.6 58.8 46.7 50.2 46.6 51.7
C 73.7 36.6 77.5 25.8 514 50.4 55.0 44.9 513 47.4 51.4
TS Language Models
A 5.9 1.6 3.3 0.4 1.2 2.1 1.6 1.7 14 2.0 2.1
TimeMQA-Qwen B 5.5 0.8 2.9 0.6 0.7 1.7 0.8 2.1 0.7 0.8 17
C 5.1 1.0 3.3 0.3 1.2 2.0 1.1 1.7 1.4 1.4 1.8
A 5.5 1.6 4.7 13 2.5 115 10.8 11.0 9.9 5.4 6.4
TimeMQA-Mistral B 3.5 2.8 54 0.9 3.0 10.1 10.9 10.8 7.0 3.9 5.8
C 4.7 2.6 5.5 0.8 3.9 12.7 13.3 11.1 7.9 4.9 6.7
A 6.9 7.5 6.6 3.3 16.0 20.4 17.6 7.2 8.7 9.7 10.4
TimeMQA-Llama B 9.6 8.6 7.9 6.1 15.6 20.1 16.8 7.6 7.9 11.9 11.2
C 10.3 6.3 5.8 6.9 16.6 18.6 15.7 8.7 9.7 10.2 10.9
TS Reasoning Models
A 75.7 35.6 50.5 315 49.1 54.1 59.3 58.2 50.7 48.4 51.3
TimeOmni-1-7B B 75.0 35.6 53.1 31.9 51.7 50.7 57.6 55.8 48.3 49.0 50.9
C 73.0 33.7 49.7 34.5 48.6 52.8 53.7 54.1 50.8 48.4 49.9
SFT Baselines (trained on FinTSR-Bench)
A 77.5 40.4 75.2 34.7 53.0 53.7 67.1 60.6 50.7 51.3 56.4
Qwen2.5-7B (w/o CoT) B 79.6 41.6 75.9 36.2 50.0 51.1 68.7 58.2 46.9 48.1 55.6
C 77.9 39.1 72.8 30.3 50.4 55.2 61.5 59.0 50.3 49.4 54.6
A 96.4 46.6 92.3 354 47.6 51.1 57.2 48.7 47.3 55.0 57.8
Qwen2.5-7B (w/ CoT) B 97.1 52.6 93.5 36.0 50.7 49.4 59.1 46.8 49.9 51.6 58.7
C 96.5 45.7 91.6 38.5 48.7 51.0 56.4 49.8 45.8 53.6 57.8
Financial TSRMs (Ours)
A 99.3 93.5 99.3 88.1 57.2 80.5 74.4 79.5 S 65.8 78.9
FinSTaR B 99.6 92.2 99.5 89.0 55.6 80.0 75.0 77.3 50.1 64.3 78.3
S 99.0 92.7 99.4 87.9 53.5 79.5 72.9 78.8 53.0 64.6 78.1

with Qwen-2.5-7B/Mistral-7B/Llama-3-8B backbones. (3) TS Rea-
soning Models: TimeOmni-1-7B [10]', which serves as FinSTaR’s
base model before fine-tuning. (4) SFT Baselines: To ensure fair
comparison, we also fine-tune Qwen2.5-7B on FinTSR-Bench with
both answer-only (w/o CoT) and full CoT supervision, providing
matched baselines that isolate the contribution of TS reasoning
pre-training and our CoT design. Additionally, we compare against
forecasting-based approaches (statistical and DL models) on pre-
diction tasks in Section 6. All LLM baselines in (1)—(3) are eval-
uated zero-shot, following the standard protocol in TSRM liter-
ature [10, 18]. This tests inherent reasoning ability rather than
in-context learning from few-shot exemplars. We note that mod-
els with high success rates but low accuracy confirm that output
formatting is not the primary bottleneck, as shown in Table 8.

!As of this work, TimeOmni-1 is the only TSRM that publicly releases model weights
at the 7B scale. The remaining TSRMs either lack public code/weights or are available
only at larger scales (e.g., Thoth, 30B).

5.2 Main Results

Table 5 presents the comparison across all three test splits. FinSTaR
achieves 78.9% overall accuracy on Test A, outperforming the best
zero-shot LLM (Qwen2.5-7B, 51.6%) by +27.3%, the best SFT base-
line (Qwen2.5-7B w/ CoT, 57.8%) by +21.1%, and the best TSRM
(TimeOmni-1-7B, 51.3%) by +27.6%, with consistent performance
across Test B (78.3%) and Test C (78.1%).

Key observations. 1) Assessment tasks reach near-perfect ac-
curacy, as Compute-in-CoT makes the computation explicit and
verifiable. 2) On prediction tasks, FinSTaR consistently outperforms
all baselines, with the largest gains on Volatility Forecast (+21.3%
over the best zero-shot baseline) and Support/Resistance (+26.4%).
3) TimeMQA models, despite being fine-tuned on TS QA, perform
worse than general LLMs, indicating that non-financial TS training
does not transfer to financial reasoning. 4) Many models exhibit
low success rates on our benchmark as shown in Table 8, failing to
produce valid output format, consistent with previous work [10].
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Anon.

Table 6: Ablation study w/ and w/o CoT. CoT consistently improves accuracy across all 10 tasks, with the largest gains on

assessment tasks where computation becomes explicit.

‘ Assessment ‘ Prediction ‘
Avg.

| Draw. Vol. Trend Corr. | Event S/R DDR VF. RP. PC. |
w/oCoT | 783  37.2 68.3 32.1 563  66.8 69.1 469 54.6 | 559
w/ CoT 99.3 935 993  88.1 805 744 795 515 65.8 | 78.9
A \ +21.0  +56.3 +31.0  +56.0 \ +8.2  +242 +7.6 +104 +4.6 +11.2 \ +23.0

Table 7: Effect of Scenario-Aware CoT. Scenario-Aware CoT improves both assessment and prediction over (deterministic)
standard CoT on Test A. As expected, the gain is larger on prediction tasks, for which the scenario-based reasoning was

specifically designed to handle uncertainty.

‘ Assessment ‘ Prediction
CoT
| Draw. Vol. Trend Corr. | Avg. | Event S/R DDR VF. RP. PC.| Avg
Standard 99.1 92.7 99.3 86.9 94.5 51.0 80.0 74.3 69.3 51.1 654 | 65.2
Scenario-Aware 99.3 93.5 99.3 88.1 95.0 57.2 80.5 744 79.5 515 65.8 | 68.2
A | +02 408 400 412 | +05 | +62 +0.5 +0.1 +102 +04 +04 | +3.0
(a) LOCO ablation. (b) Solo vs. joint training. Table 8: Success rate on Test A.
£ 0.0 —
- _ 1004 11 Solo training Model SR Acc.
S\; -25 ¥ == Joint training Language Models
3 -5.0 & 5 901 +2.4 Phi-3.5-mini 4.8 2.7
e a < Mistral-7B 416 212
g -73 o g 80 Gemma-2-9B 518 283
< | _100% s +0.8 Llama-3.1-8B 803 421
5 5 o 704 Qwen2.5-7B 999 516
= F-1255 <
a 3 TSL Model!
§ mm Assessment t-15.0 ? 60 +0.6 Tim:I\r/l[%Z[—géw:ne 8 48 21
< -50 W Prediction 159 l_17.5 ‘ ‘ l TimeMQA-Mistral 163 6.4
W/0AS w/0AM w/oPS w/o PM AS AMCategoryPS PM TimeMQA-Llama 254 104
Removed Category TS Reasoning Models
Figure 4: Taxonomy dependency analysis. (a) Each category is essential to its own TimeOmni-1-7B 988 513
tasks: removing AS causes the largest assessment drop and removing PS causes Ours
FinSTaR 100.0 789

the largest prediction drop. (b) Joint training across all four categories consistently

outperforms solo training, indicating that the categories are complementary.

Note that the three test splits, which vary both stock universe
and time period, implicitly introduce input distribution shifts (e.g.,
different price ranges, volatility regimes) spanning different macro
regimes (Test B including COVID crash and bull markets; Test A/C
including rate hikes and market volatility), and FinSTaR’s consistent
performance across all splits serves as a natural robustness test.

5.3 Ablation: Value of Reasoning

Table 6 compares w/o CoT vs. w/ CoT on TimeOmni-1-7B. CoT
provides the largest gains on assessment tasks where computa-
tion becomes explicit: Correlation (+56.0), Volatility (+56.3), and
Trend (+31.0). On prediction tasks, gains are moderate but consis-
tent: Support/Resistance (+24.2), Volatility Forecast (+10.4), and Pair
Convergence (+11.2). Relative Performance shows the smallest gain
(+4.6), reflecting the inherent difficulty of stock return prediction.

5.4 Scenario-Aware CoT Effect

To isolate the effect of Scenario-Aware CoT, we compare two CoT
configurations for prediction tasks: (deterministic) standard CoT

vs. (probabilistic) Scenario-Aware CoT, with standard CoT fixed for
assessment tasks in both. As shown in Table 7, assessment accuracy
is nearly identical between the two. On prediction tasks, Scenario-
Aware CoT achieves +2.9% average improvement, with the largest
gains on Volatility Forecast (+10.2) and Event Response (+6.2). The
overall average (+2.0%) is diluted by assessment tasks where both
configs use identical CoT (A ~ 0 by design). These results con-
firm that scenario reasoning consistently improves performance on
uncertain outcomes.

6 Analysis

Capability dependencies. We study how the four capability cat-
egories — AS (Assessment-Single), AM (Assessment-Multi), PS
(Prediction-Single), PM (Prediction-Multi) — interact during train-
ing via two complementary analyses on TimeOmni-1-7B on Test
A. First, we conduct a Leave-One-Category-Out (LOCO) ablation:
remove one category’s tasks from training, retrain, and evaluate all
ten tasks. As shown in Figure 4(a), each category is essential to its
own tasks — removing AS causes the largest assessment drop and
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Table 9: Leave-One-Category-Out (LOCO) ablation study. Each row removes one
capability category from training and evaluates on all 10 tasks. Together with Ta-
ble 10, the results reveal the dependencies among task categories and demonstrate Cat. | Task | Solo

the effectiveness of joint training across all four capabilities.
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Table 10: Solo vs. joint training.

Joint ‘ A

Draw. 98.8 99.3 +0.5
AS Vol. 91.1 93.5 +2.4

Trend 99.1 99.3 | +0.2

‘ Assessment ‘ Prediction ‘
Avg. AM | Corr. | 857  88.1 | +24

| Draw. Vol. Trend Corr. | Event S/R DDR VF. RP. PC. |
Event 55.9 57.2 +1.3
Full | 993 935 993 881 | 572 805 744 795 515 658 | 78.9 ps | SR 795  80.5 | +1.0
DDR 74.4 74.4 +0.0
w/o AS 432 322 292 88.0 56.8 79.8 753 788 51.5 654 | 60.0 VE. 784 795 | +11
w/oAM | 988 923  99.2 33.4 539 80.4 752 789 515 644 | 728 - 15 515 | 200
w/o PS 99.2  90.6 99.4  88.0 477 481 474 551 515 64.1 | 69.1 M| e o5 BTl i1

w/oPM | 989 923 675 88.1 | 571 804 748 76.6 47.8 492 | 733

Table 11: Forecasting baselines on prediction. Values are (Test A, Test B, Test C). FinSTaR outperforms forecasting baselines,

with the largest gains on tasks requiring scenario reasoning.

Method | Event S/R DDR

VE. R.P. P.C. | Avg.

Statistical Forecasting

Last Value (42.7, 44.5, 46.4) (61.7, 62.1, 59.6) (49.9,51.2, 49.3) (48.0, 53.6, 51.9) (48.5, 49.9, 47.0) (50.3, 48.3, 49.1) (50.2, 51.6, 50.5)
ETS (49.2,52.0,50.3)  (62.1,59.5,58.9)  (46.3,47.6,49.9)  (48.0,53.6,51.9)  (49.5,53.9,50.2)  (54.6,56.5,52.3) | (51.6,53.8,52.2)
MA (51.2, 52.7, 52.1) (60.1, 57.2, 57.8) (45.1, 46.1, 46.3) (50.6, 56.8, 53.9) (50.8, 53.2, 51.3) (59.0, 57.6, 56.5) (52.8, 53.9, 53.0)
Momentum | (49.5,47.2,50.4)  (68.9,68.38,684)  (57.1,55.6,57.6)  (48.0,53.6,51.9)  (49.7,459,49.0)  (50.5,49.5,523) | (53.9,53.4,54.9)
Drift (52.9,50.7,50.4)  (71.0,72.5,68.1)  (63.5,66.0,64.1)  (48.0,53.6,51.9)  (48.4,47.8,504)  (50.3,48.3,49.1) | (55.7,56.5,55.7)
DL Forecasting

TFT (52.8,53.0,50.6)  (61.6,60.2,58.1)  (36.3,38.9,39.9)  (48.0,53.7,51.9)  (50.4,49.2,54.3)  (52.2,50.9,50.4) | (50.2,51.0,50.9)
DeepAR (49.1,53.1,51.2)  (64.0,61.4,60.6)  (50.4,50.3,51.0)  (48.2,54.2,52.0)  (48.4,53.7,49.9)  (56.4,55.9,56.2) | (52.8,54.8,53.5)
DLinear (47.9, 48.7, 52.0) (63.8, 62.1, 58.5) (64.9, 66.9, 63.0) (58.2,55.3, 57.7) (46.4, 52.5, 50.2) (55.0, 56.8, 54.8) (56.0, 57.0, 56.0)
TiDE (54.1,54.4,53.0)  (57.4,54.6,56.7)  (58.1,57.2,56.7)  (58.9,55.6,58.0)  (50.5,54.1,50.3)  (56.2,57.5,57.0) | (55.9,55.6,55.3)
PatchTST (48.6,49.2,49.6)  (80.4,79.7,79.1)  (49.3,48.7,49.1)  (69.5,64.6,68.9)  (48.2,48.6,48.5)  (48.4,44.9,47.7) | (57.4,56.0,57.1)
Chronos-1 (53.4,54.9,48.9)  (69.4,71.0,665)  (50.2,53.9,50.1)  (47.9,54.2,52.0)  (50.1,48.0,49.8)  (53.0,51.0,53.0) | (54.0,55.5,53.4)
Chronos-2 (53.2,53.0,51.1)  (67.9,69.5,64.4)  (45.3,47.0,46.3)  (48.0,53.6,51.9)  (51.4,49.1,52.4)  (53.2,48.2,51.3) | (53.2,53.4,52.9)
Financial TSRM (Ours)

FinSTaR | (57.2,55.6,53.5) (80.5,80.0,79.5) (74.4,75.0,72.9) (79.5,77.3,78.8) (51.5,50.1,53.0) (65.8, 64.3,64.6) | (68.2, 67.0, 67.0)

removing PS causes the largest prediction drop — while removals
do not catastrophically harm the other axis. Second, Figure 4(b)
compares solo training (each category alone) with joint training (all
four together): joint training consistently outperforms solo training
across all categories. Together, these results show that the four
categories are complementary and mutually reinforcing through
Jjoint training, rather than redundant or interfering. Full results are
shown in Tables 9 and 10.

Success rate. Table 8 reports the success rate (SR), the percent-
age of outputs containing a valid answer tag. Most baselines fail to
follow the required format: TimeMQA variants and Phi-3.5-mini
achieve SR < 25%, rendering their accuracy unreliable. In contrast,
FinSTaR achieves 100% SR, confirming that structured CoT supervi-
sion also teaches reliable output formatting.

Prediction tasks: TSRM vs. TS forecasting models. While
TSRMs can handle both assessment and prediction through rea-
soning, traditional TS forecasting models can also solve prediction
tasks without reasoning, via a forecast-then-classify pipeline (pre-
dict future prices numerically, then convert to classification labels).
We compare FinSTaR against such forecasting models: statistical
methods (Last Value, MA, ETS, Drift, Momentum) and DL mod-
els (DLinear [32], Chronos-1/2 [2], DeepAR [22], PatchTST [19],

TFT [15], TiDE [8]). As shown in Table 11, FinSTaR outperforms
the forecasting models on prediction tasks. Details of forecasting
models are discussed in Appendix B.

Backbone sensitivity. Table 12 compares the effect of CoT
across two backbones: TimeOmni-1-7B (trained with TS reason-
ing SFT + RL) and Qwen2.5-7B (general-purpose LLM without
TS-specific training).? CoT improves assessment accuracy for both
backbones, since Compute-in-CoT involves explicit arithmetic that
even general-purpose LLMs can perform. However, for prediction
tasks, CoT improves TimeOmni-1 (+11.3%) but hurts Qwen (—5.0%).
We attribute this to the fact that Scenario-Aware CoT requires rea-
soning about price dynamics, which demands prior TS reasoning
ability. Without TS reasoning training, the general-purpose LLM
generates plausible-sounding but ungrounded scenarios, introduc-
ing noise rather than useful reasoning signal. This suggests that
Scenario-Aware CoT is effective only when the backbone already pos-
sesses TS reasoning ability, highlighting the synergy between TS
reasoning pre-training and structured CoT supervision.

2Both Qwen2.5-7B rows (w/o CoT and w/ CoT) are fine-tuned on the same FinTSR-
Bench data via LoRA, serving as SFT baselines that isolate the effect of TS reasoning
pre-training from our CoT strategies.
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Table 12: Backbone sensitivity. Scenario-Aware CoT improves prediction only with a TS reasoning-trained backbone (TimeOmni-
1, +11.3%), while it hurts the general-purpose LLM (Qwen, —5.0%), suggesting that prior TS reasoning ability is necessary for

effective scenario-based reasoning,.

Backbone ‘ Config | Assessment Avg. Prediction Avg. ‘ Overall
w/o CoT 57.0 56.1 56.4
Qwen2.5-78 w/ CoT 67.7 51.1 57.8
(w/o TS Reasoning SFT)
\ +10.7 -5.0 | +13
. . w/0 CoT 54.3 56.9 5.9
TimeOmni-1-7B w/ CoT 95.0 68.2 78.9
(w/ TS Reasoning SFT)
| A +40.7 +11.3 | +231

Table 13: Effect of training set size. FinSTaR performance with 350, 875, 1750, and 3500 training samples per task. With only 10%
of the full data (350 samples/task), FinSTaR already achieves 71.7%, indicating that structured CoT strategies are sample-efficient.

‘ Assessment ‘ Prediction ‘
Method # Samples Avg.
\ | Draw. Vol. Trend Corr. | Event S/R DDR VF. RP. P.C. |
TimeOmni-1-7B 3500 (100%) 75.7 35.6 50.5 31.5 49.1 541 593 582 50.7 48.4 | 513
Qwen2.5-7B (w/o CoT) | 3500 (100%) | 77.5 404 752 34.7 530 537 671 60.6 507 513 | 564
Qwen2.5-7B (w/ CoT) 3500 (100%) 96.4 46.6 92.3 35.4 47.6 51.1 57.2 487 473 55.0 | 57.8
350 (10%) 98.1 804  98.0 71.6 539 548 706 739 514 638 | 717
FinSTaR 875 (25%) 98.0 87.3 99.0 83.1 57.4 53.9 736 782 515 645 | 747
1750 (50%) 99.1 90.0 82.2 85.5 54.5 70.9 747 787 515 65.0 | 75.2
3500 (100%) | 993 935 993 88.1 572 805 744 795 515 658 | 789

Anon.

Effect of training set size. We evaluate FinSTaR’s performance
with a reduced training data size. As shown in Table 13, FinSTaR
already achieves 71.7% overall accuracy with only 350 samples/task
(10% of full). Performance improves to 74.7% at 875 and 75.2% at 1750
samples, with diminishing returns beyond that. This indicates that
our Compute-in-CoT and Scenario-Aware CoT strategies are data-
efficient, requiring relatively few examples to learn the underlying
reasoning patterns.

CoT quality verification. We verify that FinSTaR generates
meaningful reasoning rather than template copies along four di-
mensions, with details provided in Appendix D:

e Format compliance. Over 99% of outputs contain valid <think>
and <answer> tags.

o Arithmetic faithfulness. Since each assessment label is uniquely
determined by a numerical computation, the near-perfect accu-
racy implies faithful intermediate reasoning. Manual inspection
confirms that computed values align with ground truth.

e Scenario diversity. Across 100 sampled prediction outputs, 85+
unique scenario descriptions per task confirm that the model gen-
erates varied reasoning, not memorized templates. While scenario
templates are defined per (task, answer) pair during training, this
does not constitute label leakage: the model generates all three
scenarios before selecting an answer, and the template serves as
a reasoning scaffold rather than an answer key.

e Output length. Prediction CoT averages ~249 tokens, approxi-
mately 2.4X longer than assessment CoT (~104 tokens), reflecting
the additional scenario analysis steps.

7 Conclusion

We introduce FinSTaR, the first Financial TSRM, which separates
financial TS reasoning into assessment and prediction, applying
Compute-in-CoT and Scenario-Aware CoT respectively. Our general
2 X 2 capability taxonomy, instantiated as ten financial reasoning
tasks, reveals that the four categories are complementary and mu-
tually reinforcing through joint training, and our scenario-based
reasoning consistently outperforms standard CoT on prediction
tasks. FinSTaR achieves 78.9% overall accuracy, substantially out-
performing 15+ baselines. We will publicly release FinTSR-Bench,
FinSTaR model checkpoints, and all evaluation code under an open-
source license upon publication.

Limitations and future work. Our benchmark covers only
U.S. equities and 7B-parameter models, and prediction tasks exhibit
a performance ceiling reflecting fundamental market efficiency.
Future directions include extending to other asset classes and ad-
ditional inputs (e.g., news sentiment, fundamentals), as well as
leveraging a TS encoder for multimodal reasoning.
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Impact Statement

This work advances time series reasoning by introducing a gen-
eral capability taxonomy and instantiating it in the financial do-
main through FinTSR-Bench and FinSTaR. The positive societal
impact includes enabling more interpretable and transparent fi-
nancial analysis—our structured chain-of-thought framework pro-
duces grounded, step-by-step reasoning that is auditable by ana-
lysts and regulators, in contrast to opaque black-box forecasters.
By distinguishing deterministic assessment from stochastic predic-
tion, our approach also promotes epistemically honest modeling:
FinSTaR explicitly acknowledges uncertainty in prediction tasks
through scenario-based reasoning rather than producing overconfi-
dent point predictions. However, we caution against unintended
misuse: the model is trained on historical S&P 500 data and should
not be deployed as an autonomous trading system or investment
advisor, as prediction tasks are inherently uncertain (reflecting
market efficiency) and outputs may reflect biases in the training
distribution. We recommend using FinSTaR as a decision-support
tool that augments, rather than replaces, human financial judgment,
and we emphasize that model outputs should be validated before
any consequential financial decisions.
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A Dataset Construction

Table A.1 lists the QA generation parameters used for constructing
FinTSR-Bench. All tasks use a 120-day input window of daily clos-
ing prices. Assessment tasks evaluate the current state and have
no prediction horizon. For prediction tasks, Event Response and
Support/Resistance use a 10-day forward horizon, while Drawdown
Recovery, Volatility Forecast, Relative Performance, and Pair Con-
vergence use a 20-day forward horizon. Table A.2 shows the training
set class distribution, confirming that all tasks are approximately
balanced via undersampling.

Table A.1: QA generation parameters.

Parameter Value

Window length 120 trading days
Samples per task (raw) 100,000

Cap per task (train) 3,500

Cap per task (test) 1,000

Correlation thresholds pos > 0.30, neg < —0.10
Event threshold |z| > 2.5

Rel. Perf. margin 5%

Rel. Perf. forward window 20 days

S/R breakout margin 3%

Drawdown Recovery min drawdown 5%
Volatility Forecast change threshold  25%
Pair Convergence spread margin 3%

Table A.2: Training set class distribution. All tasks are ap-
proximately class-balanced via undersampling.

Task ‘ Classes ‘ Distribution (%)

Drawdown 4 A:24.2,B:24.3, C: 26.0, D: 25.5
Volatility Regime 3 A:33.5,B:33.1,C: 334

Trend Direction 5 A: 20.2,B: 204, C: 19.6, D: 21.0, E: 18.7
Correlation 3 A:32.9,B:34.2,C:32.9

Event Response 2 A:49.0,B:51.0
Support/Resistance 2 A:50.1, B: 49.9

Drawdown Recovery 2 A:49.0,B: 51.0

Volatility Forecast 2 A: 48.9,B: 51.1

Relative Performance 2 A:51.4,B:48.6

Pair Convergence 2 A:50.5,B:49.5

Label construction algorithms. We detail the labeling proce-
dure for each prediction task to ensure reproducibility.

¢ Event Response. We compute daily returns and their z-scores
over the 120-day window. A trading day with |z| > 2.5 is flagged
as an “event.” The label is determined by comparing the 10-day
post-event return direction with the event-day return: same di-
rection — Persistence, opposite — Mean-reversion.

e Support/Resistance. We identify support (resistance) as the
minimum (maximum) closing price over a rolling 60-day lookback
window. If the current price is within 5% of a key level, the sample
is included. The label is determined by whether the price moves
beyond the level by >3% (Breakout) or stays within it (Bounce)
over the next 10 days.

10

Anon.

e Drawdown Recovery. We compute peak price as the running
maximum over the window. Stocks with drawdown >5% from
peak are included. The label is Recovery if the price moves >3%
toward the peak over the next 20 days, and Deepens otherwise.

e Volatility Forecast. We compute the ratio of 20-day to 120-day
return standard deviation. The label is Increase if the 20-day
volatility computed at t+20 exceeds the current 20-day volatility
by >25%, and Decrease otherwise.

o Relative Performance. Given two stocks, the label is deter-
mined by which stock achieves a higher cumulative return over
the next 20 days. Pairs with <5% return difference are excluded
to avoid ambiguous labels.

e Pair Convergence. We compute the normalized spread as (P4 —
Pg)/(Ps + Pg), where P4 and Pp are the closing prices. The
label is Convergence if |spread, | < |spread,|, and Divergence
otherwise. Pairs with spread <3% are excluded.

To avoid overlapping-window leakage, each task uses a random

seed for sample selection, and we enforce a minimum gap of 20

trading days between consecutive samples from the same stock.

B Forecasting Baseline Protocol

All forecasting baselines use the same 120-day input window as Fin-

STaR and predict over the task-specific horizon (10 or 20 days). No

exogenous covariates are used; all models receive only univariate

closing prices. Predicted price trajectories are converted to clas-

sification labels using the same thresholds as the QA generation

(e.g., direction of predicted return for Event Response, predicted

volatility ratio for Volatility Forecast).
Statistical methods (applied without hyperparameter tuning):

o Last Value. Predicts the last observed value for all future steps
(naive baseline).

e Moving Average (MA). Predicts the mean of the last k observa-
tions (k=20).

e Exponential Smoothing (ETS) [12]. Weighted average with
exponentially decaying weights; captures level and trend.

e Drift. Extrapolates a linear trend from the first to the last ob-
served value.

e Momentum. Predicts continuation of the recent return direction
over the past 20 days.
Deep learning models (trained per-task using AutoGluon Time-

Series with default hyperparameters and early stopping):

e DLinear [32]. Decomposes TS into trend and remainder via
moving average, then applies linear layers.

e DeepAR [22]. Autoregressive RNN that produces probabilistic
forecasts via learned likelihood parameters.

o PatchTST [19]. Patch-based Transformer that segments TS into
subseries-level patches for efficient attention.

e TFT [15]. Temporal Fusion Transformer with variable selection,
gating, and multi-horizon attention.

o TiDE [8]. MLP-based encoder-decoder with dense residual con-
nections for long-term forecasting.
Pre-trained forecasting models (zero-shot, no fine-tuning):

e Chronos-1 [2]. Tokenizes TS values into discrete bins and uses
a T5-based language model for forecasting.

e Chronos-2 [2]. Updated version with improved tokenization
and larger pre-training corpus.
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C Scenario Templates

Table D.1 lists the scenario templates used in Scenario-Aware CoT
for all six prediction tasks. For each task and answer, we define three
scenarios (base, adverse, favorable) grounded in financial domain
knowledge. Assessment tasks (Drawdown, Volatility Regime, Trend
Direction, Correlation) use deterministic Compute-in-CoT and do
not require scenario templates.

D Full Task Examples

We present actual model input, generated CoT reasoning, and out-
put for all ten tasks. Each example shows a correctly predicted
sample from Test A, with the corresponding price series visualiza-

tion.

Table D.1: Scenario templates for prediction tasks. Each (task,
answer) pair has three domain-specific scenarios.

KDD ’26 SciSoc Workshop, August 9-13, 2026, Jeju, Korea

Task

Answer

Base Case

Adverse

Favorable

Event Response

Mean-reversion

Extreme move partially reverses as mar-
ket recognizes overreaction

Secondary catalyst reinforces shock di-
rection

Positive news accelerates recovery

Support/Resistance

Drawdown Recovery

Persistence Shock reflects genuine new information | Mean-reversion forces prove it was an | Additional confirming news amplifies
being priced in overreaction the move

Breakout Price breaks through with sustained mo- | False breakout traps traders, price re- | High volume accelerates move beyond
mentum verses level

Bounce Key level holds as institutional orders de- | Sustained pressure overwhelms the level | Strong bounce triggers significant rever-
fend it sal

Recovery Drawdown stabilizes, value buyers accu- | Cause worsens (earnings revision, guid- | Positive catalyst triggers V-shaped recov-

mulate

ance cut)

ery

Further decline

Selling pressure continues, drawdown
deepens

Surprise positive development reverses
decline

Risk-off sentiment compounds weakness

Increase Volatility clustering continues, uncer- | Uncertainty resolves, volatility collapses | New uncertainty compounds existing
tainty persists volatility
Volatility Forecast
Decrease Volatility mean-reverts as shock dissi- | Unexpected event triggers new spike Broad market calming accelerates com-
pates pression
Stock A Momentum trends persist, Stock A con- | Stock A headwind, Stock B catalyst re- | Sector tailwinds boost Stock A’s advan-
tinues trajectory verses gap tage
Relative Performance
Stock B Stock B strengthening continues, Stock | Stock A recovers, re-establishing outper- | Stock B catalyst (upgrade, M&A) widens
A fades formance lead
Converge Spread narrows as co-movement re- | Structural change sustains divergence Common catalyst forces rapid conver-
asserts gence
Pair Convergence
Diverge Different fundamentals sustain widening | Common catalyst narrows the spread Company-specific event accelerates di-

spread

vergence
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Drawdown (PEP)

170 -

Price

160 -

0 20 40 60 80 100 120
Day

Task: Drawdown — Ticker: PEP — GT: (B) Pullback

Input: You are analyzing the stock PEP. Below are the daily closing prices for the most recent 120 trading days: [prices shown
above]. Based on these prices, assess the current drawdown phase.

(A) At/Near Peak (<3%)

(B) Pullback (3-10%)

(C) Correction (10-20%)

(D) Severe Decline (>20%)

Output:

<think>

Step 1 — Find the peak price:

Scanning the 120-day series, the highest price is 170.39 (around day 32).

Step 2 — Current price:
The last price in the series is 162.65.

Step 3 — Calculate drawdown:

Drawdown = (Peak — Current) / Peak = (170.39 — 162.65) / 170.39 = 4.5%
Step 4 — Classify:

4.5% is between 3% and 10%, which corresponds to (B) Pullback.

</think>
<answer>(B)</answer>

Figure D.1: (Single-Assessment) Example of Drawdown task.
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1393 1451

Correlation (AMT/CDNS)
1395 1453
1396 1454
1397 1455
1398 3 O O 7] 1456
1399 1457
1400 1458
1401 9 2504 —— Stock A (AMT) 1459
1402 - — 1460
1403 E -1 StOCk B (CDNS) 1461
1404 1462
1405 - 1463
1406 2 O O 1464
1407 1465
1408 1466
1409 T T T T T T T 1467
0 20 40 60 80 100 120 =
1411 1469
1412 D a y 1470
1413 1471
1414 1472
1415 Task: Correlation — Tickers: AMT vs CDNS — GT: (B) Negative correlation 473
1416 Input: You are analyzing the relationship between two stocks. Stock A (AMT) and Stock B (CDNS) daily closing prices (120 days 1474
17 each): [prices shown above]. Determine the correlation between their daily returns. 1475
18 (A) Positive 1476
1419 (B) Negative 1477
1420 (C) No significant correlation 1478
1421 1479
1422 Output; 1480
1423 1481
1424 <think> 1482
1425 Step 1 — Compare price changes in 12 periods (~10 days each): 1483
1426 Days 1-10: A=+1.6%, B=—6.0% 1484
1427 Days 11-20: A=+7.8%, B=+3.2% 1485
1428 Days 21-30: A=—1.0%, B=+4.5% 1486
1429 Days 31-40: A=+2.3%, B=—5.1% 1487
1430 Days 41-50: A=—0.8%, B=+1.9% 1488
1431 Days 51-60: A=+3.1%, B=—2.4% 1489
1432 Days 61-70: A=—2.6%, B=+4.0% 1490
1433 Days 71-80: A=+1.5%, B=—1.8% 1491
1434 Days 81-90: A=—1.9%, B=+2.7% 1492
1435 Days 91-100: A=+0.4%, B=—0.6% 1493
1436 Days 101-110: A=-1.5%, B=+2.2% 1494
1437 Days 111-120: A=+2.4%, B=—3.1% 1495
1438 1496
Lo Step 2 — Pattern: .
o When A rises, B tends to fall, and when A falls, B tends to rise. The two stocks move in opposite directions across most periods. Lo
1441 Step 3 — negative correlation — (B). 1499
1442 </th1nk> 1500
e <answer>(B)</answer> 1o
1444 1502
1445 Figure D.2: (Multi-Assessment) Example of Correlation task. 1503
1446 1504
1447 1505
1448 1506
1449 1507

1450 13 1508



1509
1510
1511
1512
1513
1514
1515
1516
1517
1518
1519
1520
1521
1522
1523
1524
1525
1526
1527
1528
1529
1530
1531
1532
1533
1534
1535
1536
1537
1538
1539
1540
1541
1542
1543
1544
1545
1546
1547
1548
1549
1550
1551
1552
1553
1554
1555
1556
1557
1558
1559
1560
1561
1562
1563
1564
1565

1566

KDD ’26 SciSoc Workshop, August 9-13, 2026, Jeju, Korea

Stock Price of Capital One Financial (COF)

115

110

105 -~

100

Price

90 -

85 A

0 20 40 60
Day

Task: Volatility Regime — Ticker: COF — GT: (B) Normal volatility

80

100

120

Anon.

Input: You are analyzing the stock COF. Below are the daily closing prices (120 days): [prices shown above]. Compute the ratio of

recent (last 20 days) to overall (120-day) volatility.
(A) Low (<0.6)

(B) Normal (0.6-1.6)

(C) High (>1.6)

Output:
<think>

Step 1 — Compute daily returns from prices:
e.g. (54.32—54.51): +0.35%, (54.51—54.10): —0.75%, (54.10—54.78): +1.26%

Step 2 — Overall volatility (std of all returns): 2.02%
Step 3 — Recent 20-day volatility: 1.50%

Step 4 — Ratio = 1.50 / 2.02 = 0.74

Recent volatility is close to the long-term average — normal conditions.
— (B) normal volatility.

</think>

<answer>(B)</answer>

13

Figure D.3: (Single-Assessment) Example of Volatility Regime task.
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1625 1683

Trend (INTC)

1627 1685
1628 3 5 7 1686
1629 1687
1630 1688
1631 1689
1632 3 0 7] 1690
1633 GJ 1691
1634 -g 1692
1635 o _ 1693
1636 2 5 1694
1637 1695
1638 1696
1639 1697
1640 2 O 1698
1641 1 1 1 1 1 1 1 1699
0 20 40 60 80 100 120 =
1643 1701
1644 D a y 1702
1645 1703
1646 1704
L647 Task: Trend Direction — Ticker: INTC — GT: (E) Strong Downtrend 1705
1648 Input: You are analyzing the stock INTC. Below are the daily closing prices (120 days): [prices shown above]. Classify the overall 1706
1649 trend direction. 1707
1650 (A) Strong Uptrend (>20%) 1708
1651 (B) Mild Uptrend (5-20%) 1709
1652 (C) Sideways (—5% to +5%) 1710
1653 (D) Mild Downtrend (5-20% decline) 171
1654 (E) Strong Downtrend (>20% decline) 1712
1655 1713
1656 Output; 1714
1657 1715
1658 <th1nk> 1716
1659 Step 1 — Read start and end prices: 1717
1660 Start (day 1): 30.27 1718
1661 End (day 120): 22.47 1719
:zj Step 2 — Compute cumulative return: z;}
Lo Return = (22.47 — 30.27) / 30.27 = —25.8% 1o
1665 Step 3 — Classify: 1723
1666 —25.8% — (E) Strong Downtrend (< —20%). 1724
1667 </th1nk> 1725
1668 <answer>(E)</answer> 1720
1669 1727
1670 Figure D.4: (Single-Assessment) Example of Trend Direction task. 1728
1671 1729
1672 1730
1673 1731
1674 1732
1675 1733
1676 1734
1677 1735
1678 1736
1679 1737
1680 1738
1681 1739

1682 15 1740
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1741 . o Eve nto 179
o Stock Price of Citigroup (C) (+3.1%) o
1743 62 1 \ 1801
1744 1802
1745 1803
1746 60 T 1804
1747 1805
1748 58 - 1806
1749 1807
1750 1808
1751 56 7 1809
1752 .8 1810
1753 & 54 - 1811
1754 1812
1755 1813
1756 52 A 1814
1757 1815
1758 50 - 1816
1759 1817
1760 1818
1761 48 1819
1762 T T T T T T T 1820
1763 0 20 40 60 80 100 120 1821
1764 1822
1765 Day 1823
1766 1824
1767 Task: Event Response — Ticker: C — GT: (B) Persistence 1825
1768 Input: You are analyzing the stock C. Below are the daily closing prices (120 days): [prices shown above]. The stock just experienced 1826
1769 a significant positive shock. Predict the outcome over the next 10 days. 1827
1770 (A) Mean-reversion 1828
7 (B) Persistence 1829
1772 1830
1773 Output: 1831
1774 1832
1775 <think> 1833
1776 Step 1 — Event: positive shock, z=2.20, return=+1.85%. 1834
1777 1835
s Step 2 — Pre-event trend: flat. Lo
1779 Step 3 — Scenario analysis: 1837
1780 e Base case (most probable — no major external events): 1838
1781 The positive shock reflects genuine new information being priced in. The market continues to absorb the news over the following 1839
1782 days, sustaining the move in the same direction. 1840
e o Adverse scenario (external shock reverses expectation): 184'1
:Z: Mean-reversion forces kick in as profit-taking and overreaction corrections pull the price back toward pre-event levels. jzz
1786 o Favorable scenario (catalyst strengthens expectation): 1844
1787 Additional confirming news (e.g., earnings beat, upgrade) amplifies the move and accelerates persistence. 1845
1788 Step 4 — Scenario assessment: 1946
178 The base case and favorable scenario (2 of 3) support Persistence. 1847
170 The adverse scenario requires a specific external trigger not present in current data. 1948
1::; Without new information, the base case is the most probable outcome. IZ:
185
1793 Step 5 — Judgment: Base case favors Persistence — (B). 1851
1794 </think> 1852
1795 <answer>(B)</answer> 1853
1796 1854
1797 Figure D.5: (Single-Prediction) Example of Event Response task. 1855

1798 16 1856
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1857 1915

Support/Resistance (MET)

1859 1917

1860 72 ) 5 n 1918

1861 1919

1862 1920
1863 1921
1864 ) 7 O . O - 1922
1865 ) 1923
1866 o 1924
1867 o 6 7 5 1925
1868 " 1926
1869 1927
1870 1928
1871 6 5 . O - 1929
1872 1930

1873 1931

s 0 20 40 60 80 100 120 132
1875 Day

1933

1876 1934

1877 1935
1878 Task: Support/Resistance — Ticker: MET — GT: (B) Bounce 1936
1879 1937
J850 Input: You are analyzing the stock MET. Below are the daily closing prices (120 days): [prices shown above]. The stock is currently 1038
1581 near a key support level. Predict the behavior over the next 10 days. 193
\s50 (A) Breakout 1010
1883 (B) Bounce 1941
1884 Output: 1942
1885 1943
1886 <think> 1944
1887 Step 1 — Key level: support at 64.47. 1945
1888 1946
1889 Step 2 — Proximity: 1.9%. 1947
180 Step 3 — Scenario analysis: 118
189'1 ® Base case (most probable — no major external events): o
18 The key level holds as institutional orders defend it. Price reverses direction after testing the level. 190
1893 1951
1894 o Adverse scenario (external shock reverses expectation): 1952
1895 Sustained pressure eventually overwhelms the level, leading to a delayed breakout. 1053
1896 e Favorable scenario (catalyst strengthens expectation): 1954
1897 A strong bounce off the level triggers a significant reversal move in the opposite direction. 1955
1898 1956
1899 Step 4 — Scenario assessment: 1957
1900 The base case and favorable scenario (2 of 3) support Bounce. 1958
1901 The adverse scenario requires a specific external trigger not present in current data. 1959
1902 Without new information, the base case is the most probable outcome. 1960
1903 Step 5 — Judgment: Base case favors Bounce — (B). 1961
1904 . 1962
</think>
1905 1963
<answer>(B)</answer>

1906 1964
907 . . L. . 965
' Figure D.6: (Single-Prediction) Example of Support/Resistance task. e

1908 1966
1909 1967
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1912 1970
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1973 2031
Relative Performance (MPC/COF)
1975 2033
1976 1 4 O - 2034
1977 StOCk A (MPC) 2035
o —— Stock B (COF) w0
1979 2037
1980 1 2 O . 2038
1981 GJ 2039
1982 -E 2040
1983 o 2041
1984 - 2042
1985 1 O O 2043
1986 2044
1987 2045
1988 2046
1989 8 O T T T T T T T 2047
0 20 40 60 80 100 120 =
1991 2049
1992 D a y 2050
1993 2051
1994 2052
1995 Task: Relative Performance — Tickers: MPC vs COF — GT: (A) Stock A outperforms 2053
1996 Input: You are comparing two stocks. Stock A (MPC) and Stock B (COF) daily closing prices (120 days each): [prices shown above]. 2054
1997 Predict which stock will have a higher return over the next 20 days. 2055
1998 (A) Stock A outperforms 2056
1999 (B) Stock B outperforms 2057
2000 2058
2001 Output; 2059
2002 . 2060
) <think>
2003 2061
2004 Step 1 — Comparing MPC vs COF. 2062
2005 2063
Step 2 — Forward window: 20 days.
2006 2064
2007 Step 3 — Scenario analysis: 2065
2008 ® Base case (most probable — no major external events): 2066
2009 Stock A’s recent strengthening continues, while Stock B’s momentum fades. The relative performance gap widens further in A’s 2067
2010 favor. 2068
o o Adverse scenario (external shock reverses expectation): w00
o A company-specific headwind hits Stock A (e.g., earnings miss, regulatory issue), eroding its lead. w70
2013 2071
2014 o Favorable scenario (catalyst strengthens expectation): 2072
2015 Sector tailwinds (e.g., favorable commodity prices) boost Stock A and widen its outperformance. 2073
2ote Step 4 — Scenario assessment: 207
2017 The base case and favorable scenario (2 of 3) support Stock A outperforms. 2075
2ot The adverse scenario requires a specific external trigger not present in current data. 2076
2019 Without new information, the base case is the most probable outcome. 2077
2020 2078
2021 Step 5 — Judgment: Base case favors Stock A outperforms — (A). 2079
2022 </th1nk> 2080
2023 <answer>(A)</answer> 2081
2024 2082
2025 Figure D.7: (Multi-Prediction) Example of Relative Performance task. 2083
2026 2084
2027 2085
2028 2086
2029 2087

2030 18 2088
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2089 2147
DD Recovery (I1VZ)
2091 2149
2092 16 - 2150
2093 2151
2094 2152
2095 2153
2096 2154
2097 8 2155
2098 - — 2156
— -
2099 o 2157
2100 2158
2101 2159
2102 2160
2103 2161
2104 12 2162

2105 I I I I I I I I 2163

0 10 20 30 40 50 60 70

2107 2165
2108 D a y 2166
2109 2167
2110 2168
111 Task: Drawdown Recovery — Ticker: IVZ — GT: (B) Deepens 160
21z Input: You are analyzing the stock IVZ. Below are the daily closing prices: [prices shown above]. The stock has experienced a 2170
2113 drawdown of 25.4% from its recent peak. Predict the behavior over the next 20 days. an
214 (A) Recovery 272
2115 (B) Deepens 2173
2116 2174
2117 Output: 275
2118 . 2176
<think>
2119 2177
2120 Step 1 — Drawdown: 25.4% (peak=16.18, current=12.07). 2178
2121 2179
yins Step 2 — Peak was 62 days ago. 0
2123 Step 3 — Scenario analysis: 2181
2124 ® Base case (most probable — no major external events): 2182
2125 Selling pressure continues as the fundamental weakness persists. The drawdown deepens before eventually finding a floor. 2183
21126 o Adverse scenario (external shock reverses expectation): a1t
e A surprise positive development reverses the decline — but this requires a specific external trigger. 2
2128 2186
2129 o Favorable scenario (catalyst strengthens expectation): 2187
2130 The decline accelerates as market-wide risk-off sentiment compounds the stock-specific weakness. 2188
st Step 4 — Scenario assessment: 2189
a1 The base case and favorable scenario (2 of 3) support Deepens. 2190
2 The adverse scenario requires a specific external trigger not present in current data. a9l
2 Without new information, the base case is the most probable outcome. 21
2135 2193
2136 Step 5 — Judgment: Base case favors Deepens — (B). 2194
2137 </th1nk> 2195
2138 <answer>(B)</answer> 19
2139 2197
2140 Figure D.8: (Single-Prediction) Example of Drawdown Recovery task. 2198
2141 2199
2142 2200
2143 2201
2144 2202
2145 2203
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Vol Forecast (LIN)

460 -

Q 440 -

420 -

0 10 20 30 40 50
Day

Task: Volatility Forecast — Ticker: LIN — GT: (B) Volatility decreases

Input: You are analyzing the stock LIN. Below are the daily closing prices: [prices shown above]. The current volatility ratio (recent
20-day vs overall) is 1.43. Predict how volatility will change over the next 20 days.

(A) Increases

(B) Decreases

Output:

<think>

Step 1 — Vol: recent=2.59%, long=1.81%, ratio=1.43.
Step 2 — Volatility pattern assessed.

Step 3 — Scenario analysis:
® Base case (most probable — no major external events):
Volatility mean-reverts toward the long-run level as the recent shock dissipates and the market normalizes.

o Adverse scenario (external shock reverses expectation):
A new source of uncertainty (earnings, macro news) triggers another volatility spike.

e Favorable scenario (catalyst strengthens expectation):
Market calming accelerates as uncertainty resolves, pushing volatility down faster than baseline.

Step 4 — Scenario assessment:

The base case and favorable scenario (2 of 3) support Vol decreases.

The adverse scenario requires a specific external trigger not present in current data.
Without new information, the base case is the most probable outcome.

Step 5 — Judgment: Base case favors Vol decreases — (B).

</think>
<answer>(B)</answer>

Figure D.9: (Single-Prediction) Example of Volatility Forecast task.
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Pair Convergence (AMD/HD)

2328 3 O O T 2386

e 8 —— Stock A (AMD) 2387
o = —— Stock B (HD) o

2333 2 0 0 T 2391

2334 2392
2335 2393
2336 2394
2337 1 I I I I 2395
233 239

- 0 20 40 60 80
2339 2397
2340 D a y 2398
2341 2399
2342 2400
9343 Task: Pair Convergence — Tickers: AMD vs HD — GT: (B) Divergence 2401
2344 Input: You are comparing two stocks. Stock A (AMD) and Stock B (HD) daily closing prices: [prices shown above]. The price spread 2402
2345 (normalized difference) is 0.113. Predict how the spread will change over the next 20 days. 2403
2346 (A) Convergence 2404
2347 (B) Divergence 2405
2348 2406
2349 Output: 2407
2350 ) 2408

<think>
2351 2409
2352 Step 1 — Pair: AMD, HD. 2410
2353 2411
Step 2 — Current spread: 0.113.

2354 2412
2355 Step 3 — Scenario analysis: 2413
2356 ® Base case (most probable — no major external events): 2414
2357 Different fundamentals sustain the widening spread. The divergence continues as the two stocks respond to distinct sector dynamics. 2415
2:558 o Adverse scenario (external shock reverses expectation): 2o
290 A common catalyst (e.g., index rebalancing, macro shock) narrows the spread by forcing temporary co-movement. a
2360 2418
2361 o Favorable scenario (catalyst strengthens expectation): 2419
2362 Company-specific events accelerate the divergence further as one stock’s fundamentals diverge from the other’s. 2420
6 Step 4 — Scenario assessment: 242
#es The base case and favorable scenario (2 of 3) support Divergence. e
2363 The adverse scenario requires a specific external trigger not present in current data. 242
2366 Without new information, the base case is the most probable outcome. 2424
2367 2425
2368 Step 5 — Judgment: Base case favors Divergence — (B). 246
2369 </thlnk> 2427
270 <answer>(B)</answer> 428
2371 2429
2372 Figure D.10: (Multi-Prediction) Example of Pair Convergence task. 2430
2373 2431
2374 2432
2375 2433
2376 2434
2377 2435
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E Comparison with Other Methods

We present three qualitative examples per task where only FinSTaR answers correctly while both baselines (Qwen2.5-7B and TimeOmni-1-7B,

zero-shot) fail.

E.1 Drawdown (Assessment)

Example 1: Drawdown (Assessment) — Ticker: ABBV — GT: (C)

Qwen2.5-7B (B) X

[think]

To determine the current drawdown phase of ABBV, we need to
identify the recent peak price and then calculate how far the current
price is from that peak.

1. Identify the highest price in the given data.

2. Calculate the difference between the highest price and the current
price.

3. Determine the percentage decline based on the highest price.
From the data provided, the highest price is 17 [...]

TimeOmni-1 (B) X

[think]

Step 1: Identify the recent peak

- The data covers 120 trading days.

- The highest value in the series is 170.00 (last value), which is at
index 119.

- The previous day’s price is 168.75 (index 118).
- The day before that is 168.68 (index 117).

- The day before that is 165.54 (index 116).

- The day before that is 156.74 (index 115).

- The day before that is 158.70 (index 114) [..]

Example 2: Drawdown (Assessment) — Ticker: DHR — GT: (C)

Qwen2.5-7B (A) X

[think]

To determine the current drawdown phase of the stock DHR, we
need to identify its recent peak price and then compare the current
price to this peak.

1. Identify the Recent Peak Price:

- The data provided shows the most recent 120 trading days’ closing
prices.

- The highest value in this list is 211.53, which occurred on the last
day of the provided data.

2. Determine the Curren [...]

TimeOmni-1 (A) X

[think]

Step 1: Identify the most recent peak

- The data shows a clear upward trend with some fluctuations, but
the highest value in the series is at the end: 211.53 (last value).

- The previous high before this was 211.47 (second-to-last value), so
the most recent peak is at or very close to the last value.

Step 2: Estimate the current price

- The most recent value is 211.53.

- The next-to-la [...]

Example 3: Drawdown (Assessment) — Ticker: CRWD — GT: (C)

Qwen2.5-7B (B) X

[think]

To determine the current drawdown phase of the stock CRWD, we
need to identify the recent peak price and then compare the current
price to this peak.

1. Identify the Recent Peak Price:

- The data provided shows the most recent 120 trading days’ closing
prices.

- The highest value in the list is 334.55, which occurred on one of
the last few days.

2. Determine the Current Price:* [...]

TimeOmni-1 (B) X

[think]

Step 1: Identify the recent peak

- The data shows a clear upward trend with a few dips and rises.

- The highest value in the series is 334.55 (at index 95).

- The last value is 310.77 (index 119), which is lower than the peak
but still relatively high.

Step 2: Estimate the current price

- The last value is 310.77.

- The previous value was 329.57 (index 118), so there has been a d
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FinSTaR (Ours) (C) v

[think]
Step 1 - Find the peak price:

Scanning the 120-day series, the highest price is 170.00 (around day 108).
Step 2 — Current price:

The last price in the series is 152.33.

Step 3 - Calculate drawdown:

Drawdown = (Peak - Current) / Peak = (170.00 - 152.33) / 170.00 = 10.4 pet
Step 4 - Classify:

10.4 pet is between 10 pct and 20 pet, which corresponds to (C) Correction.

[/think]
[answer]C[/answer]

FinSTaR (Ours) (C) v

[think]

Step 1 - Find the peak price:

Scanning the 120-day series, the highest price is 211.53 (around day 103).
Step 2 — Current price:

The last price in the series is 189.45.

Step 3 - Calculate drawdown:

Drawdown = (Peak - Current) / Peak = (211.53 - 189.45) / 211.53 = 10.5 pct
Step 4 - Classify:

10.5 pet is between 10 pet and 20 pet, which corresponds to (C) Correction.

[/think]
[answer]C[/answer]

FinSTaR (Ours) (C) v

[think]
Step 1 - Find the peak price:

Scanning the 120-day series, the highest price is 334.55 (around day 76).
Step 2 — Current price:

The last price in the series is 299.15.

Step 3 — Calculate drawdown:

Drawdown = (Peak - Current) / Peak = (334.55 - 299.15) / 334.55 = 10.6 pct
Step 4 - Classify:

10.6 pet is between 10 pet and 20 pct, which corresponds to (C) Correction.

[/think]
[answer]C[/answer]
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E.2 Correlation (Assessment)

Example 1: Correlation (Assessment) — Ticker: AMD_BAC — GT: (A)

Qwen2.5-7B (C) X

[think]To determine the correlation between the daily returns of
Stock A and Stock B, we need to calculate the correlation coefficient.
However, given the complexity and the fact that we are asked to
choose from predefined options, we can analyze the general trend
visually or through a simplified approach.

Firstly, let’s observe the trends:

- Stock A’s prices show a significant fluctuation with so [...]

Example 2: Correlation (Assessment)

Qwen2.5-7B (B) X

[think]To determine the correlation between the daily returns of
Stock A and Stock B, we need to calculate the correlation coefficient.
However, given the complexity and the fact that we are only asked
to determine the nature of the correlation (positive, negative, or no
significant), we can infer this by observing the general trend of the
price movements.

For Stock A (CRM):

- The prices show some [...]

Example 3: Correlation (Assessment)

Qwen2.5-7B (B) X

[think]To determine the correlation between the daily returns of
Stock A and Stock B, we need to calculate the correlation coefficient.
However, given the complexity and the fact that we are asked to
choose from predefined options, we can analyze the general trend
visually or through a simplified approach.

Firstly, let’s observe the trends:

- Stock A’s prices show fluctuations but generally seem t [...]

TimeOmni-1 (B) X

[think]

Step 1: Trend Consistency (Perceptual Matching)

- Both Stock A (AMD) and Stock B (BAC) start with relatively sta-
ble/flat periods at the beginning.

- Both show a gradual rise in the first half of the series (e.g., both
increase from 137-144 for AMD and 44-46 for BAC).

- Both then experience a decline or stabilization period (e.g., AMD
falls from 144 down to 110, BAC falls from 46 down [...]

— Ticker: CRM_DECK — GT: (A)

TimeOmni-1 (B) X

[think]

Step 1: Trend Consistency (Perceptual Matching)

- Both Stock A (CRM) and Stock B (DECK) start with relatively stable
values for the first few days.

- Around day 10-15, both begin to rise: CRM goes from 282 to 339,
DECK from 152 to 178.

- Both peak around day 15-16, then both decline slightly.

- Both show a pronounced rise again starting around day 25-30: CRM
rises from 320 to 365, DE [...]

— Ticker: MRK_EL — GT: (A)

TimeOmni-1 (B) X

[think]

Step 1: Trend Consistency (Perceptual Matching)

- Both Stock A and Stock B start with relatively stable values for
about the first 10-15 days.

- Around day 15-20, both begin to rise: Stock A goes from 91 to 97,
while Stock B rises from 62 to 72.

- Both then continue rising, peaking around day 25-30 (A: 98, B: 78).
- After this peak, both decline: Stock A falls from 98 down to 85 by
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FinSTaR (Ours) (A) v

[think]

Step 1 - Compare price changes in 12 periods ( 10 days each):

Days 1-10: A=+2.8 pet, B=+1.2 pet
Days 11-20
Days 21-31
Days 31-4
Days 41-5
Days 51-6!
Days 61-7 .5 pet
Days 71-80: A=+10.0 pct, B=+2.6 pct
Days 81-90: A=-23.9 pct,
Days 91-100: +3.1 pct,
Days 101-110: A=+10.1 pet, B=+11.2 pet
Days 111-120: A=+20.0 pet, B=+8.7 pct
Step 2 - Pattern:

A=-2.8 pet, B=-0.6 pet
A=-8.9 pct, B=+15 pet

When A rises, B also tends to rise, and when A falls, B also falls. The magnitudes are similar.

Step 3 - positive correlation -> (A).
[/think]
[answer]A[/answer]

FinSTaR (Ours) (A) v

[think]

Step 1 - Compare price changes in 12 periods ( 10 days each):

Days 1-10: A=+3.4 pct, B=+5.3 pct
Days 11-20: A=+8.3 pct, B=+7.8 pct
Days 21-31 2.5 pet, B=+15.1 pet
Days 31-4( 4.6 pet, B=+3.0 pet
Days 41-5 2.0 pet, B=+1.5 pet
2.5 pet, B=+1.3 pct
3.8 pet, B=-20.3 pct
4.4 pet, B=-8.1 pct
Days 81-90: A=-11.5 pet, B=-12.3 pct
Days 91-100: 5 pet, B=-15.3 pct
Days 101-110: A=-3.3 pct, B=-4.8 pct
Days 111-120: A=-6.0 pct, B=-11.8 pct
Step 2 - Pattern:

Days 71-80:

When A rises, B also tends to rise, and when A falls, B also falls. The magnitudes are similar.

Step 3 - positive correlation -> (A).
[/think]
[answer]A[/answer]

FinSTaR (Ours) (A) v

[think]

Step 1 — Compare price changes in 12 periods ( 10 days each):

Days 1-10: A=-2.7 pct, B=-24.0 pct
Days 11-20: A=-3.0 pct, B=+4.6 pct
Days 21-30: A=+4.0 pct, B=+14.0 pct
Days 31-40: A=-4.8 pct, B=-9.0 pct
Days 41-5 1.6 pet, B=-0.8 pet
Days 51-6¢ 3.2 pet, B=+8.8 pet
Days 61-7 7.8 pet, B=-22.2 pet
Days 71-80: A=+2.5 pct, B=+10.4 pct
9 pet
Days 91-100: A=-1.4 pct, B=-7.1 pct
Days 101-110: A=-11.8 pct, B=-21.5 pct
Days 111-120: A=-4.1 pct, B=+2.7 pct
Step 2 - Pattern:

When A rises, B also tends to rise, and when A falls, B also falls. The magnitudes are similar.

Step 3 - positive correlation -> (A).
[/think]
[answer]A[/answer]
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E.3 Volatility Regime (Assessment)
Example 1: Volatility Regime (Assessment) — Ticker: BKNG — GT: (C)

Qwen2.5-7B (B) X

[think]

To determine the volatility regimes, we need to calculate both the
recent (last 20 days) and overall (120-day) volatility. Volatility can
be measured using the standard deviation of the returns.

1. Calculate the daily returns for each day.

2. Compute the standard deviation of these returns for the last 20
days (recent volatility).

3. Compute the standard deviation of these returns for the [...]

TimeOmni-1 (A) X

[think]

Step 1: Calculate the overall (120-day) volatility

- The first 120 values are given.

- Compute the standard deviation (sigma) of these 120 values.
Step 2: Calculate the recent (last 20 days) volatility

- Take the last 20 values from the list.

- Compute the standard deviation (sigma recent) of these 20 values.
Step 3: Compute the ratio

- Ratio = sigma recent / sigma overall

Step 4: Classify the vol [...]

Example 2: Volatility Regime (Assessment) — Ticker: BKNG — GT: (C)

Qwen2.5-7B (B) X

[think]

To determine the volatility regime, we need to calculate both the re-
cent (last 20 days) and overall (120-day) volatility and then compute
their ratio.

1. Calculate the overall volatility (120-day):

- First, find the mean of the 120-day closing prices.

- Then, calculate the standard deviation of these prices.

2. Calculate the recent volatility (last 20 days):

- Find the mea [...]

TimeOmni-1 (A) X

[think]

Step 1: Calculate the overall (120-day) volatility

- The first 120 values are given.

- To estimate volatility, we can use the standard deviation of these
values.

Let’s compute the mean and standard deviation for the full 120-day
series:

Mean (approximate calculation):

Sum = 3086.97 + ... + 3496.08 + 3558.52 + 3578.10 + 3640.90 + 3769.80
+3689.26 + 3720.72 + 3678.88 + 3669.75 + 3681.88 [...]

Example 3: Volatility Regime (Assessment) — Ticker: GL — GT: (C)

Qwen2.5-7B (A) X

[think]

To determine the volatility regimes, we need to calculate both the
recent (last 20 days) and overall (120-day) volatilities and then com-
pute their ratio.

1. Calculate the overall volatility (120-day):

- First, find the mean of the 120-day closing prices.

- Then, calculate the standard deviation of these prices.

2. Calculate the recent volatility (last 20 days):

- Find the [..]

TimeOmni-1 (B) X

[think]

Step 1: Calculate the overall volatility (120-day standard deviation)
First, I'll compute the mean of the entire series.

Summing up the first few values:

- The first 20 values are mostly in the 114-122 range.

- The next 20 values are in the 117-124 range.

- The next 20 values are in the 120-126 range.

- The next 20 values are in the 123-126 range.

- The next 20 values are in the 124-126 ra [...]
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FinSTaR (Ours) (C) v

[think]
Step 1 - Compute daily returns from prices:
e.g. (3441.67->3435.57): -0.17 pt, (3435.57->3414.34): 0.61 pet, (3414.34->3431.52): +0.50 pet

Step 2 - Overall volatility (std of all returns): 1.60 pct

Step 3 - Recent 20-day volatility: 2.59 pct

Step 4 - Ratio = 2.59 / 1.60 = 1.62

Recent volatility is well above the long-term average — unusually turbulent.
-> (C) high volatility.

[/think]

[answer]C[/answer]

FinSTaR (Ours) (C) v

[think]
Step 1 - Compute daily returns from prices:
e.g. (3086.97->3083.60): -0.11 pct, (3083.60->3046.54): -1.20 pct, (3046.54->3085.46): +1.28 pct

Step 2 — Overall volatility (std of all returns): 1.62 pct

Step 3 — Recent 20-day volatility: 2.67 pct

Step 4 - Ratio = 2.67 / 1.62 = 1.65

Recent volatility is well above the long-term average — unusually turbulent.
-> (C) high volatility.

[/think]

[answer]C[/answer]

FinSTaR (Ours) (C) v

[think]
Step 1 - Compute daily returns from prices:
e.g. (114.11->114.12): +0.01 pct, (114.12->113.63): -0.43 pet, (113.63->114.89): +1.10 pct

Step 2 - Overall volatility (std of all returns): 4.51 pct

Step 3 - Recent 20-day volatility: 10.75 pet

Step 4 - Ratio = 10.75 / 4.51 = 2.38

Recent volatility is well above the long-term average — unusually turbulent.
-> (C) high volatility.

[/think]

[answer]C[/answer]
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E.4 Trend Direction (Assessment)
Example 1: Trend Direction (Assessment) — Ticker: BKNG — GT: (B)

Qwen2.5-7B (A) X

[think]

To determine the trend direction, we need to analyze the overall
change in the stock price over the 120-day period.

1. Calculate the first and last prices:

- First price: 2864.00

- Last price: 3501.24

2. Calculate the percentage change:

[

(Percentage Change) = ( ((Last Price) - (First Price))((First Price)) )
100

]

[
(Percentage Change) = ( (3501.24 - 2864.00)(2864.00 [...]

TimeOmni-1 (C) X

[think]

Step 1: Trend Consistency (Perceptual Matching)

Let’s visually scan the series for broad structural trends.

- The first 40 data points show a general rise: from around 2864 up
to about 3183 by day 12.

- There is a noticeable drop after day 12, with prices falling back
toward 2700s by day 50.

- After day 50, there is another rise, peaking at about 3500 by day
110.

- The last 10-15 points s [...]

Example 2: Trend Direction (Assessment) — Ticker: NVR — GT: (B)

Qwen2.5-7B (A) X

[think]

To determine the trend direction, we need to analyze the overall
change in the stock price over the 120-day period.

1. Calculate the first and last prices:

- First price: 5173.62

- Last price: 6466.00

2. Calculate the percentage change:

[
(Percentage Change) = ((Last Price) - (First Price))((First Price)) 100
]

[
(Percentage Change) = (6466.00 - 5173.62)(5173.62) 100 [...]

TimeOmni-1 (A) X

[think]

Step 1: Trend Consistency (Perceptual Matching)

First, I visually scan the series for overall trend direction. The data
starts at 5174 and rises steadily through the first half, with some
fluctuations but generally rising. Around day 60-70, there is a notice-
able flattening or slight decline, then another rise toward the end.
There are no clear, sustained declines; the largest drops are on [..]

Example 3: Trend Direction (Assessment) — Ticker: BLK — GT: (D)

Qwen2.5-7B (E) X

[think]

To determine the trend direction, we need to analyze the overall
movement of the stock price over the 120-day period.

1. Calculate the percentage change from the first day to the last day:
- First day price: 1021.89

- Last day price: 800.99

- Percentage change = ((Last day price - First day price) / First day
price) * 100

- Percentage change = ((800.99 - 1021.89) / 1021.89) [...]

TimeOmni-1 (E) X

[think]

Step 1: Trend Consistency (Perceptual Matching)

Let’s visually scan the series for broad structural trends.

- The first 40 data points show a general rise: from around 1020 down
to about 990, then up to 1030-1040, then back down to 980-990, and
50 on.

- There is a noticeable "bump" or local peak around index 22-24
(values near 1030-1040), followed by a fall.

- After that, there’s a gradua [...]
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FinSTaR (Ours) (B) v/

[think]
Step 1 - Read start and end prices:

Start (day 1): 2864.00

End (day 120): 3425.24

Step 2 - Compute cumulative return:

Return = (3425.24 - 2864.00) / 2864.00 = +19.6 pct
Step 3 - Classify:

+19.6 pet -> (B) Mild Uptrend (+5 pct to +20 pct).
[/think]

[answer]B[/answer]

FinSTaR (Ours) (B) v

[think]

Step 1 - Read start and end prices:

Start (day 1): 5173.62

End (day 120): 6078.96

Step 2 - Compute cumulative return:

Return = (6078.96 - 5173.62) / 5173.62 = +17.5 pct
Step 3 - Classify:

+17.5 pet -> (B) Mild Uptrend (+5 pct to +20 pet).
[/think]

[answer]B[/answer]

FinSTaR (Ours) (D) v

[think]

Step 1 - Read start and end prices:

Start (day 1): 1021.89

End (day 120): 896.49

Step 2 — Compute cumulative return:

Return = (896.49 - 1021.89) / 1021.89 = -12.3 pct
Step 3 - Classify:

-12.3 pet -> (D) Mild Downtrend (-5 pct to -20 pet).

[/think]
[answer]D[/answer]

2843
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2846
2847
2848
2849
2850
2851
2852
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2855
2856
2857
2858
2859
2860
2861
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2863
2864
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2867
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2875
2876
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2880
2881
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2886
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2889
2890
2891
2892
2893
2894
2895
2896
2897
2898
2899
2900
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2914
2915
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2919
2920
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2924
2925
2926
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2928
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2930
2931
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2940
2941
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E.5 Event Response (Prediction)
Example 1: Event Response (Prediction) — Ticker: AMAT — GT: (B)

Qwen2.5-7B (A) X

[think]

To determine whether the price is likely to mean-revert or persist,
we need to analyze the recent trends and the nature of the shock.
1. Trend Analysis:

- The data shows a mix of increases and decreases over the past 120
days, with no clear long-term upward or downward trend.

- There are periods of volatility, but overall, the stock price has been
relatively stable around a centr [...]

TimeOmni-1 (A) X

[think]

Step 1: Identify the baseline trend and recent pattern

- The series shows a general upward trend with some volatility.

- There is a noticeable rise around the first half (e.g., from 180 to 193),
then a decline, then another rise, and then a more pronounced drop
towards the end ( 140s).

- The last few days show a sharp drop (from 180 down to 125),
suggesting a major event or rever [...]

Example 2: Event Response (Prediction) — Ticker: DXCM — GT: (B)

Qwen2.5-7B (A) X

[think]

To determine whether the price is likely to mean-revert or persist,
we need to analyze the recent trends and the nature of the shock.
1. Trend Analysis:

- The data shows a mix of increases and decreases, but there’s no
clear long-term upward or downward trend over the past 120 days.
There are periods of increase followed by decrease, indicating some
volatility but no strong directio [...]

TimeOmni-1 (A) X

[think]

Step 1: Identify the baseline trend and recent pattern

- The series shows a general upward trend with some volatility.

- There is a noticeable rise around the middle third of the series (e.g.,
from 75 to 88), then a slight fall, then another rise, and finally a sharp
spike at the end (last value: 81.62).

- The last few values before the spike were in the 80s, so the spike is
a signif [...]

Example 3: Event Response (Prediction) — Ticker: NOW — GT: (B)

Qwen2.5-7B (A) X

[think]

To determine whether the price is likely to mean-revert or persist,
we need to analyze the recent trends and the magnitude of the shock.
1. Trend Analysis:

- The data shows a mix of increases and decreases, but there’s no
clear long-term upward or downward trend over the past 120 days.
- The last few days before the shock show a slight downward trend,
with prices around 160-170.

[-]

TimeOmni-1 (A) X

[think]

Step 1: Identify the baseline trend and recent pattern

- The series shows a clear upward trend for the first 80 days, with a
few dips but generally rising prices.

- Around day 80-90, there is a noticeable flattening or slight decline,
suggesting a possible top or reversal.

- The last 10-15 days show a sharp drop, then a partial recovery, but
still below previous highs.

Step 2: Assess th [...]
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FinSTaR (Ours) (B) v/

[think]
Step 1 - Event: positive shock, z=4.52, return=+13.70 pct.

Step 2 - Pre-event trend: downward.

Step 3 — Scenario analysis:

Base case (most probable — no major external events):

The shock reflects genuine new information being priced in. The trend continues as the market
adjusts to the new fundamental value.

Adverse scenario (external shock reverses expectation):

Mean-reversion forces kick in - the initial shock proves to be an overreaction and the price reverts.
Favorable scenario (catalyst strengthens expectation):

Additional confirming news amplifies the original move, with momentum traders piling in.

Step 4 - Scenario assessment:

The base case and favorable scenario (2 of 3) support Persistence.

The adverse scenario requires a specific external trigger not present in current data.

Without new information, the base case is the most probable outcome.

Step 5 — Judgment: Base case favors Persistence -> (B).

[/think]

[answer]B[/answer]

FinSTaR (Ours) (B) v/

[think]
Step 1 - Event: positive shock, z=5.03, return=+15.23 pct.

Step 2 — Pre-event trend: downward.

Step 3 — Scenario analysis:

Base case (most probable — no major external events):

The shock reflects genuine new information being priced in. The trend continues as the market
adjusts to the new fundamental value.

Adverse scenario (external shock reverses expectation):

Mean-reversion forces kick in - the initial shock proves to be an overreaction and the price reverts.
Favorable scenario (catalyst strengthens expectation):

Additional confirming news amplifies the original move, with momentum traders piling in.

Step 4 — Scenario assessment:

The base case and favorable scenario (2 of 3) support Persistence.

The adverse scenario requires a specific external trigger not present in current data.

Without new information, the base case is the most probable outcome.

Step 5 — Judgment: Base case favors Persistence -> (B).

[/think]

[answer]B[/answer]

FinSTaR (Ours) (B) v/

[think]

Step 1 - Event: positive shock, z=4.03, return=+12.93 pct.

Step 2 — Pre-event trend: downward.

Step 3 - Scenario analysis:

Base case (most probable — no major external events):

The shock reflects genuine new information being priced in. The trend continues as the market
adjusts to the new fundamental value.

Adverse scenario (external shock reverses expectation):

Mean-reversion forces kick in - the initial shock proves to be an overreaction and the price reverts.
Favorable scenario (catalyst strengthens expectation):

Additional confirming news amplifies the original move, with momentum traders piling in.

Step 4 — Scenario assessment:

The base case and favorable scenario (2 of 3) support Persistence.

The adverse scenario requires a specific external trigger not present in current data.

Without new information, the base case is the most probable outcome.

Step 5 - Judgment: Base case favors Persistence -> (B).

[/think]

[answer]B[/answer]

2959
2960
2961
2962
2963
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3000
3001
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FinSTaR: Towards Financial Reasoning with Time Series Reasoning Models

E.6 Support/Resistance (Prediction)
Example 1: Support/Resistance (Prediction) — Ticker: BLK — GT: (A)

Qwen2.5-7B (B) X

[think]

To predict the stock’s behavior, we need to analyze the recent trends
and the current position relative to the resistance level.

1. Identify the Resistance Level: The resistance level appears to be
around 1163.39, which is the highest price in the given data.

2. Recent Trends:

- The stock has been fluctuating around this resistance level.

- There have been attempts to break a [...]

TimeOmni-1 (B) X

[think]

Step 1: Identify the current trend and key levels

- The data shows a clear upward trend with some volatility.

- There is a noticeable rise starting around day 40-45, peaking at
1087.49 on day 49, then a decline to 1030.46 by day 52, followed by
a new rise to 1167.06 by day 100.

- The last few days (days 91-100) show a plateau or slight uptrend,
but no sharp breakouts.

- The most [...]

Example 2: Support/Resistance (Prediction) — Ticker: MSFT — GT: (A)

Qwen2.5-7B (B) X

[think]

To predict the stock’s behavior, we need to analyze the recent trends
and the current position relative to the resistance level.

1. Identify the Resistance Level: The resistance level is a key price
level where the stock has previously faced selling pressure, prevent-
ing it from rising further. From the data, it appears to be around 520
-530.

2. Recent Trends:

- The stock has be [...]

TimeOmni-1 (B) X

[think]

Step 1: Identify the current context and trend

- The data covers 120 trading days, with the last value being 515.52.
- There is a clear upward trend visible, with several periods of rising
prices and some minor dips.

- The last few values (last 10-15) show a slight downtrend, but overall,
the price is still higher than at the start of the series.

- A "key resistance level" is mentioned, [...]

Example 3: Support/Resistance (Prediction) — Ticker: HCA — GT: (A)

Qwen2.5-7B (B) X

[think]

To predict the stock’s behavior, we need to analyze the recent trends
and the current position relative to the resistance level.

1. Identify the Resistance Level: The resistance level is a key price
level where the stock has previously faced selling pressure, prevent-
ing it from rising further. From the data, the highest price in the last
120 days is around 339.58. We can assume this as [...]

TimeOmni-1 (B) X

[think]

Step 1: Identify the current context and trend

- The data covers 120 trading days, with the last value being 339.58.
- There is a clear upward trend visible, with several periods of rising
prices and some minor dips.

- The last few values (last 10-15) show a slight decline after a period
of higher prices, but overall, the trend is upward.

- A "key resistance level" is mentioned, which is [...]
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FinSTaR (Ours) (A) v

[think]
Step 1 - Key level: resistance at 1094.78.

Step 2 — Proximity: 2.4 pct.

Step 3 — Scenario analysis:

Base case (most probable — no major external events):

The price breaks through the key level with sustained momentum, establishing a new trading range
beyond the previous barrier.

Adverse scenario (external shock reverses expectation):

The breakout fails - a false breakout traps traders and the price reverses sharply back through the
level.

Favorable scenario (catalyst strengthens expectation):

The breakout is accompanied by high volume, leading to an accelerated move as stops are triggered.
Step 4 - Scenario assessment:

The base case and favorable scenario (2 of 3) support Breakout.

The adverse scenario requires a specific external trigger not present in current data.

Without new information, the base case is the most probable outcome.

Step 5 — Judgment: Base case favors Breakout -> (A).

[/think]

[answer] A[/answer]

FinSTaR (Ours) (A) v

[think]

Step 1 - Key level: resistance at 510.74.

Step 2 — Proximity: 0.9 pct.

Step 3 — Scenario analysis:

Base case (most probable — no major external events):

The price breaks through the key level with sustained momentum, establishing a new trading range
beyond the previous barrier.

Adverse scenario (external shock reverses expectation):

The breakout fails - a false breakout traps traders and the price reverses sharply back through the
level.

Favorable scenario (catalyst strengthens expectation):

The breakout is accompanied by high volume, leading to an accelerated move as stops are triggered.
Step 4 — Scenario assessment:

The base case and favorable scenario (2 of 3) support Breakout.

The adverse scenario requires a specific external trigger not present in current data.

Without new information, the base case is the most probable outcome.

Step 5 - Judgment: Base case favors Breakout -> (A).

[/think]

[answer] A[/answer]

FinSTaR (Ours) (A) v

[think]

Step 1 - Key level: resistance at 328.67.

Step 2 - Proximity: 3.3 pct.

Step 3 - Scenario analysis:

Base case (most probable — no major external events):

The price breaks through the key level with sustained momentum, establishing a new trading range
beyond the previous barrier.

Adverse scenario (external shock reverses expectation):

The breakout fails  a false breakout traps traders and the price reverses sharply back through the
level.

Favorable scenario (catalyst strengthens expectation):

The breakout is accompanied by high volume, leading to an accelerated move as stops are triggered.
Step 4 — Scenario assessment:

The base case and favorable scenario (2 of 3) support Breakout.

The adverse scenario requires a specific external trigger not present in current data.

Without new information, the base case is the most probable outcome.

Step 5 - Judgment: Base case favors Breakout -> (A).

[/think]

[answer]A[/answer]
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3098
3099
3100
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3106
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3125
3126
3127
3128
3129
3130
3131

3132



3133
3134
3135
3136
3137
3138
3139
3140
3141
3142
3143
3144
3145
3146
3147
3148
3149
3150
3151
3152
3153
3154
3155
3156
3157
3158
3159
3160
3161
3162
3163
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E.7 Relative Performance (Prediction)
Example 1: Relative Performance (Prediction) — Ticker: MSCI_NVDA — GT: (A)

Qwen2.5-7B (B) X

[think]

To determine which stock s likely to outperform over the next 20
trading days, we need to analyze recent trends and patterns in the
closing prices.

For Stock A (MSCI):

- The closing prices show a significant drop from around 580 to
434.85 over the first half of the period.

- There’s a recovery phase where prices rise to around 500 but then
decline again.

- The last few days show a slight [...]

TimeOmni-1 (B) X

[think]

Step 1: Trend Consistency (Perceptual Matching)

- Both MSCI and NVDA show a general upward trend in the first
half of the series.

- MSCE: Starts around 530, rises to 587 by day 10, then fluctuates
with some declines but remains above 500 for most of the period.

- NVDA: Starts at 57, rises to 92 by day 10, then fluctuates with some
declines but remains above 70 for most of the pe [...]

FinSTaR (Ours) (A) v

[think]
Step 1 - Comparing MSCI vs NVDA.

Step 2 — Forward window: 20 days.

Step 3 — Scenario analysis:

Base case (most probable — no major external events):

Current momentum trends persist. Stock A continues its recent trajectory relative to Stock B, as

momentum typically sustains over 20-day windows.
Adverse scenario (external shock reverses expectation):

Stock A faces a company-specific headwind (earnings miss, product recall) while Stock B benefits

from a positive catalyst, reversing the relative performance.
Favorable scenario (catalyst strengthens expectation):

Sector tailwinds or index inclusion further boosts Stock A’s advantage over Stock B.

Step 4 - Scenario assessment:
The base case and favorable scenario (2 of 3) support Stock A outperforms.

The adverse scenario requires a specific external trigger not present in current data.

Without new information, the base case is the most probable outcome.
Step 5 - Judgment: Base case favors Stock A outperforms -> (A).
[/think]

[answer](A)[/answer]

Example 2: Relative Performance (Prediction) — Ticker: CINF_GRMN — GT: (A)

Qwen2.5-7B (B) X

[think]To determine which stock is likely to outperform the other
over the next 20 trading days, we need to analyze recent trends and
patterns in the closing prices of both stocks.

For Stock A (CINF), the closing prices show a mix of increases and
decreases over the past 120 days. However, there seems to be a
general downward trend towards the end of the period, with some
fluctuations around this [...]

TimeOmni-1 (B) X

[think]

Step 1: Trend Consistency (Perceptual Matching)

- Both CINF and GRMN start with relatively stable/flat periods for
about the first 10-15 days.

- Around day 10-15, both begin to rise: CINF rises from 97 to 106,
while GRMN rises from 90 to 96-97.

- Both then continue to rise, peaking around day 15-20: CINF peaks
at 118, GRMN peaks at 98-99.

- After their respective peaks, both decline [...]

FinSTaR (Ours) (A) v

[think]
Step 1 - Comparing CINF vs GRMN.

Step 2 — Forward window: 20 days.

Step 3 — Scenario analysis:

Base case (most probable — no major external events):

Current momentum trends persist. Stock A continues its recent trajectory relative to Stock B, as

momentum typically sustains over 20-day windows.
Adverse scenario (external shock reverses expectation):

Stock A faces a company-specific headwind (earnings miss, product recall) while Stock B benefits

from a positive catalyst, reversing the relative performance.
Favorable scenario (catalyst strengthens expectation):

Sector tailwinds or index inclusion further boosts Stock A’s advantage over Stock B.

Step 4 — Scenario assessment:
The base case and favorable scenario (2 of 3) support Stock A outperforms.

The adverse scenario requires a specific external trigger not present in current data.

Without new information, the base case is the most probable outcome.
Step 5 - Judgment: Base case favors Stock A outperforms -> (A).
[/think]

[answer](A)[/answer]

Example 3: Relative Performance (Prediction) — Ticker: NTRS_CTRA — GT: (A)

Qwen2.5-7B (B) X

[think]

To determine which stock is likely to outperform over the next 20
trading days, we need to analyze the recent trends and volatility of
both stocks.

For Stock A (NTRS):

- The closing prices show a general upward trend with some fluctua-
tions.

- There are periods of decline followed by recovery, indicating some
volatility but overall positive movement.

For Stock B (CTRA):

- The closing prices [...]

TimeOmni-1 (B) X

[think]

Step 1: Trend Consistency (Perceptual Matching)

- Both NTRS and CTRA show a general downward trend in the
first 20 days, then a stabilization or slight uptick around day 20-30,
followed by a more pronounced rise in both stocks.

- Both stocks have a clear "stable - rise" pattern after about day 30.
- The shapes match: both decline early, stabilize, then rise together.
- No major periods wh [...]
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FinSTaR (Ours) (A) vV

[think]
Step 1 - Comparing NTRS vs CTRA.

Step 2 - Forward window: 20 days.

Step 3 - Scenario analysis:

Base case (most probable - no major external events):

Current momentum trends persist. Stock A continues its recent trajectory relative to Stock B, as

momentum typically sustains over 20-day windows.
Adverse scenario (external shock reverses expectation):

Stock A faces a company-specific headwind (earnings miss, product recall) while Stock B benefits

from a positive catalyst, reversing the relative performance.
Favorable scenario (catalyst strengthens expectation):

Sector tailwinds or index inclusion further boosts Stock A’s advantage over Stock B.

Step 4 - Scenario assessment:
The base case and favorable scenario (2 of 3) support Stock A outperforms.

The adverse scenario requires a specific external trigger not present in current data.

Without new information, the base case is the most probable outcome.
Step 5 - Judgment: Base case favors Stock A outperforms -> (A).
[/think]

[answer](A)[/answer]
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E.8 Drawdown Recovery (Prediction)
Example 1: Drawdown Recovery (Prediction) — Ticker: AZO — GT: (A)

Qwen2.5-7B (B) X

[think]

To predict the stock’s behavior over the next 20 trading days, we
need to analyze the recent trends and patterns in the given data.

1. Identify the Recent Peak and Current Price: The recent peak is
3880.15, and the current price is 3603.17, indicating a significant
drawdown of 7.1 pet.

2. Analyze Recent Trends:

- The last few prices show a fluctuating trend but generally moving

[-]

TimeOmni-1 (B) X

[think]

Step 1: Identify the recent trend and key patterns

- The series shows a clear upward trend with some volatility, peaking
at 3880.15 on day 89.

- There is a noticeable drop after this peak, reaching a trough at
3603.17 on day 90.

- The last 20 days show a gradual decline from the peak, with some
minor fluctuations but no sharp upward moves.

Step 2: Estimate the direction of movement

-T[.]

Example 2: Drawdown Recovery (Prediction) — Ticker: NVR — GT: (A)

Qwen2.5-7B (B) X

[think]

To predict the stock’s behavior, we need to analyze the recent trends
and patterns in the given data.

1. Identify the Peak and Current Price: The peak price is 5967.22,
and the current price is 5621.21, indicating a drawdown of 5.8 pct.
2. Analyze Recent Trends:

- The last few prices show a fluctuating trend but generally decreas-
ing from around 5900 to 5600.

- There have been [...]

TimeOmni-1 (B) X

[think]

Step 1: Identify the recent trend and key patterns

- The series shows a clear upward trend with some volatility, peaking
at 5967.22 on day 49.

- After the peak, there is a decline, reaching a local minimum around
5585.70 by day 66.

- The last 20 days show a gradual decline from 5887 to 5611, with no
sharp upward moves.

Step 2: Estimate the current context

- The most recent value is 5 [...]

Example 3: Drawdown Recovery (Prediction) — Ticker: NVDA — GT: (A)

Qwen2.5-7B (B) X

[think]

To predict the stock’s behavior, we need to analyze the recent trends
and patterns in the given data.

1. Identify the Peak and Current Price: The peak price is 135.51, and
the current price is 120.82, indicating a 10.8 pct drawdown from the
peak.

2. Trend Analysis:

- The stock price has been fluctuating but generally shows a down-
ward trend since reaching the peak.

- There hav [...]

TimeOmni-1 (B) X

[think]

Step 1: Identify the recent trend and key patterns

- The series shows a clear upward trend with several peaks and
troughs.

- There is a notable rise starting around day 10-15, peaking at 135.51
(day 30), then a decline to 120.82 (day 98).

- The last 20 days show a gradual decline, with some minor fluctua-
tions but no sharp upward moves.

Step 2: Estimate the current context

- The most [...]
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FinSTaR (Ours) (A) v

[think]
Step 1 - Dr 7.1 pet (peak
Step 2 - Peak was 20 days ago.
Step 3 — Scenario analysis:

Base case (most probable — no major external events):

The drawdown stabilizes and the stock gradually recovers as value buyers accumulate shares. This is
the typical pattern for moderate drawdowns in quality stocks.

Adverse scenario (external shock reverses expectation):

The underlying cause of the drawdown worsens (earnings revision, guidance cut), leading to further
decline despite technical stabilization signals.

Favorable scenario (catalyst strengthens expectation):

A positive catalyst (analyst upgrade, strong earnings) triggers a sharp V-shaped recovery back to the
peak.

Step 4 — Scenario assessment:

The base case and favorable scenario (2 of 3) support Recovery.

The adverse scenario requires a specific external trigger not present in current data.

Without new information, the base case is the most probable outcome.

Step 5 - Judgment: Base case favors Recovery -> (A).

[/think]

[answer]A[/answer]

.15, current=3603.17).

FinSTaR (Ours) (A) v

[think]

Step 1 - Drawdown: 5.8 pt (peak=5967.22, current=5621.21).

Step 2 - Peak was 26 days ago.

Step 3 — Scenario analysis:

Base case (most probable — no major external events):

The drawdown stabilizes and the stock gradually recovers as value buyers accumulate shares. This is
the typical pattern for moderate drawdowns in quality stocks.

Adverse scenario (external shock reverses expectation):

The underlying cause of the drawdown worsens (earnings revision, guidance cut), leading to further
decline despite technical stabilization signals.

Favorable scenario (catalyst strengthens expectation):

A positive catalyst (analyst upgrade, strong earnings) triggers a sharp V-shaped recovery back to the
peak.

Step 4 — Scenario assessment:

The base case and favorable scenario (2 of 3) support Recovery.

The adverse scenario requires a specific external trigger not present in current data.

Without new information, the base case is the most probable outcome.

Step 5 - Judgment: Base case favors Recovery -> (A).

[/think]

[answer] A[/answer]

FinSTaR (Ours) (A) v/

[think]

Step 1 - Drawdown: 10.8 pet (peak=135.51, current=120.82).

Step 2 - Peak was 68 days ago.

Step 3 - Scenario analysis:

Base case (most probable — no major external events):

The drawdown stabilizes and the stock gradually recovers as value buyers accumulate shares. This is
the typical pattern for moderate drawdowns in quality stocks.

Adverse scenario (external shock reverses expectation):

The underlying cause of the drawdown worsens (earnings revision, guidance cut), leading to further
decline despite technical stabilization signals.

Favorable scenario (catalyst strengthens expectation):

A positive catalyst (analyst upgrade, strong earnings) triggers a sharp V-shaped recovery back to the
peak.

Step 4 — Scenario assessment:

The base case and favorable scenario (2 of 3) support Recovery.

The adverse scenario requires a specific external trigger not present in current data.

Without new information, the base case is the most probable outcome.

Step 5 - Judgment: Base case favors Recovery -> (A).

[/think]

[answer] A[/answer]
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3310
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3321
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E.9 Volatility Forecast (Prediction)
Example 1: Volatility Forecast (Prediction) — Ticker: BDX — GT: (A)

Qwen2.5-7B (B) X

[think]

To determine whether volatility will increase or decrease, we need
to analyze the recent price movements and compare them with the
historical volatility.

1. Recent Price Movements:

- The last 20 days’ closing prices show a mix of increases and de-
creases, but there’s no clear trend indicating a significant upward or
downward movement.

- The recent volatility ratio is 0.91, which [...]

TimeOmni-1 (B) X

[think]

Step 1: Trend Consistency (Perceptual Matching)

- Looking at the series, there is a general downward trend with some
fluctuations. The first half of the series shows a gradual decline
from 185 to 170, then a slight uptick around day 20-25, followed by
another decline and a small uptick near the end.

- The last 20 days (days 49-68) show a clear downtrend: prices start
at 180 and graduall [...]

Example 2: Volatility Forecast (Prediction) — Ticker: KEY — GT: (A)

Qwen2.5-7B (B) X

[think]
To determine whether volatility will increase or decrease, we need
to analyze the recent price movements and the given volatility ratio.
1. Price Trend Analysis:

- The closing prices show a mix of increases and decreases, but there
isn’t a clear upward or downward trend in the last 77 days.

- There are several periods where prices seem to fluctuate around a
certain level before m [..]

TimeOmni-1 (B) X

[think]

Step 1: Trend Consistency (Perceptual Matching)

- Looking at the series, there is a clear downward trend in the first
half (first 40 days), with prices gradually declining from around 10
to about 8. Then, after a brief flat period, there’s a slight uptick in
the last 37 days, but it’s not as pronounced as the initial decline.

- The volatility ratio is given as 0.59, which means the recent [...]

Example 3: Volatility Forecast (Prediction) — Ticker: MRK — GT: (A)

Qwen2.5-7B (B) X

[think]

To determine whether volatility will increase or decrease, we need
to analyze the recent price movements and compare them with the
historical volatility.

1. Recent Price Movements: The last 20 days show a mix of increases
and decreases, but generally, the prices have been trending upwards.
The most recent prices are around 117-118, while the prices in the
earlier part of the list were [...]

TimeOmni-1 (B) X

[think]

Step 1: Trend Consistency (Perceptual Matching)

- Looking at the series, there is a clear upward trend in the first
half (days 0-49), with prices rising from 94 to 110, then a plateau,
followed by a second rise (days 50-74), peaking around 120, then a
gradual decline back toward 115, and finally a small uptick at the

end.
- The last 20 days (days 75-94) show a gentle decline from 120 d [...]
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FinSTaR (Ours) (A) v

[think]
Step 1 - Vol: recent=1.06 pct, long=1.17 pct, ratio=0.91.

Step 2 - Volatility pattern assessed.

Step 3 — Scenario analysis:

Base case (most probable — no major external events):

Volatility clustering continues — the current elevated/rising volatility persists as uncertainty remains
in the market.

Adverse scenario (external shock reverses expectation):

A resolution of the uncertainty driver (e.g., earnings release, policy decision) causes volatility to
collapse rapidly.

Favorable scenario (catalyst strengthens expectation):

A new source of uncertainty emerges, compounding existing volatility and pushing it even higher.
Step 4 - Scenario assessment:

The base case and favorable scenario (2 of 3) support Vol increases.

The adverse scenario requires a specific external trigger not present in current data.

Without new information, the base case is the most probable outcome.

Step 5 — Judgment: Base case favors Vol increases -> (A).

[/think]

[answer](A)[/answer]

FinSTaR (Ours) (A) v

[think]
Step 1 - Vol: recent=2.20 pet, long=3.74 pet, ratio=0.59.

Step 2 - Volatility pattern assessed.

Step 3 — Scenario analysis:

Base case (most probable — no major external events):

Volatility clustering continues — the current elevated/rising volatility persists as uncertainty remains
in the market.

Adverse scenario (external shock reverses expectation):

A resolution of the uncertainty driver (e.g., earnings release, policy decision) causes volatility to
collapse rapidly.

Favorable scenario (catalyst strengthens expectation):

A new source of uncertainty emerges, compounding existing volatility and pushing it even higher.
Step 4 — Scenario assessment:

The base case and favorable scenario (2 of 3) support Vol increases.

The adverse scenario requires a specific external trigger not present in current data.

Without new information, the base case is the most probable outcome.

Step 5 - Judgment: Base case favors Vol increases -> (A).

[/think]

[answer](A)[/answer]

FinSTaR (Ours) (A) vV

[think]
Step 1 - Vol: recent=0.83 pet, long=1.02 pet, ratio=0.81.

Step 2 - Volatility pattern assessed.

Step 3 — Scenario analysis:

Base case (most probable — no major external events):

Volatility clustering continues — the current elevated/rising volatility persists as uncertainty remains
in the market.

Adverse scenario (external shock reverses expectation):

A resolution of the uncertainty driver (e.g., earnings release, policy decision) causes volatility to
collapse rapidly.

Favorable scenario (catalyst strengthens expectation):

A new source of uncertainty emerges, compounding existing volatility and pushing it even higher.
Step 4 — Scenario assessment:

The base case and favorable scenario (2 of 3) support Vol increases.

The adverse scenario requires a specific external trigger not present in current data.

Without new information, the base case is the most probable outcome.

Step 5 - Judgment: Base case favors Vol increases -> (A).

[/think]

[answer](A)[/answer]
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E.10 Pair Convergence (Prediction)
Example 1: Pair Convergence (Prediction) — Ticker: PANW_CRWD — GT: (A)

Qwen2.5-7B (B) X

[think]

To determine whether the spread between PANW and CRWD will
converge or diverge, we need to analyze the trends in both stock
prices over the given period.

1. Trend Analysis for PANW:

- The closing prices of PANW show a general upward trend with
some fluctuations.

- There are periods where the stock price increases significantly (e.g.,
from around 180 to 200+), followed by slight d [...]

TimeOmni-1 (B) X

[think]

Step 1: Trend Consistency (Perceptual Matching)

- Both PANW and CRWD show an initial rise in the first 10 days.

- Both then decline for about 10-15 days.

- Both then rise again, with CRWD showing a more pronounced
increase after day 20.

- Both have periods of stability and minor fluctuations.

- The overall shapes match: rises, falls, and recoveries occur at similar
times, though CRWD is a [...]
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FinSTaR (Ours) (A) v/

[think]

Step 1 - Pair: [PANW’, 'CRWD'].

Step 2 - Current spread: 0.325.

Step 3 - Scenario analysis:

Base case (most probable ~ no major external events):

The elevated spread narrows as the historical co-movement relationship reasserts itself. This is the

typical mean-reversion pattern for correlated stocks.
Adverse scenario (external shock reverses expectation):

The divergence reflects a structural change (business pivot, sector reclassification) and the spread

continues to widen.

Favorable scenario (catalyst strengthens expectation):
A common catalyst (sector earnings, index rebalanci
Step 4 — Scenario assessment:

The base case and favorable scenario (2 of 3) support Convergence.

) forces rapid convergence.

The adverse scenario requires a specific external trigger not present in current data.

Without new information, the base case is the most probable outcome.
Step 5 - Judgment: Base case favors Convergence -> (A).

[/think]

[answer](A)[/answer]

Example 2: Pair Convergence (Prediction) — Ticker: ABBV_COIN — GT: (A)

Qwen2.5-7B (B) X

[think]

To determine whether the spread between ABBV and COIN will
converge or diverge, we need to analyze the trends in their respective
price movements.

1. Trend Analysis for ABBV:

- The closing prices of ABBV show a general upward trend with
some fluctuations.

- There are periods where the stock price increases significantly (e.g.,
from 156.50 to 189.56), followed by periods of stabil [...]

TimeOmni-1 (B) X

[think]

Step 1: Trend Consistency (Perceptual Matching)

- Both ABBV and COIN show an initial decline in the first 10 days.
- Both then rise for about 10-15 days, peaking around day 25-30.

- Both then fall again, with a more pronounced drop for COIN starting
around day 30-35.

- Both have a secondary rise after the mid-point, peaking again
around day 50-55.

- Both then fall again, with a smaller di [...]

FinSTaR (Ours) (A) v/

[think]

Step 1 - Pair: CABBV’,"COIN'].

Step 2 - Current spread: 0.346.

Step 3 - Scenario analysis:

Base case (most probable — no major external events):

The elevated spread narrows as the historical co-movement relationship reasserts itself. This is the

typical mean-reversion pattern for correlated stocks.
Adverse scenario (external shock reverses expectation):

The divergence reflects a structural change (business pivot, sector reclassification) and the spread

continues to widen.

Favorable scenario (catalyst strengthens expectation):

A common catalyst (sector earnings, index rebalancing) forces rapid convergence.
Step 4 — Scenario assessment:

The base case and favorable scenario (2 of 3) support Convergence.

The adverse scenario requires a specific external trigger not present in current data.

Without new information, the base case is the most probable outcome.
Step 5 - Judgment: Base case favors Convergence -> (A).

[/think]

[answer](A)[/answer]

Example 3: Pair Convergence (Prediction) — Ticker: ABBV_META — GT: (A)

Qwen2.5-7B (B) X

[think]

To determine whether the spread between ABBV and META will
converge or diverge, we need to analyze the trends in their respective
price movements.

1. Trend Analysis for ABBV:

- The closing prices of ABBV show a significant fluctuation but
generally seem to be decreasing over time. There are periods of
slight increases, but overall, the trend is downward.

2. Trend Analysis for META [...]

TimeOmni-1 (B) X

[think]

Step 1: Trend Consistency (Perceptual Matching)

- Both ABBV and META show an initial rise in the first 10-15 days.
- ABBV: Starts 144.80, rises to 149.32 by day 10, then falls back to
134.80 by day 15.

- META: Starts 212.18, rises to 241.29 by day 15, then falls back to
231.70 by day 20.

- Both then fall for about 10-15 days, with some minor fluctuations.
- ABBV: Drops fr [...]
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FinSTaR (Ours) (A) vV

[think]

Step 1 - Pair: 'ABBV’, "META’].

Step 2 - Current spread: 0.547.

Step 3 - Scenario analysis:

Base case (most probable — no major external events):

The elevated spread narrows as the historical co-movement relationship reasserts itself. This is the

typical mean-reversion pattern for correlated stocks.
Adverse scenario (external shock reverses expectation):

The divergence reflects a structural change (business pivot, sector reclassification) and the spread

continues to widen.

Favorable scenario (catalyst strengthens expectation):

A common catalyst (sector earnings, index rebalancing) forces rapid convergence.
Step 4 - Scenario assessment:

The base case and favorable scenario (2 of 3) support Convergence.

The adverse scenario requires a specific external trigger not present in current data.
Without new information, the base case is the most probable outcome.

Step 5 - Judgment: Base case favors Convergence -> (A).

[/think]

[answer](A)[/answer]

3539
3540
3541
3542
3543
3544
3545
3546
3547
3548
3549
3550
3551
3552
3553
3554
3555
3556
3557
3558
3559
3560
3561
3562
3563
3564
3565
3566
3567
3568
3569
3570
3571
3572
3573
3574
3575
3576
3577
3578
3579
3580
3581
3582
3583
3584
3585
3586
3587
3588
3589
3590
3591
3592
3593
3594
3595

3596



	Abstract
	1 Introduction
	2 Related Work
	3 FinTSR-Bench
	4 Method: FinSTaR
	4.1 Compute-in-CoT (Assessment Tasks)
	4.2 Scenario-Aware CoT (Prediction Tasks)

	5 Experiments
	5.1 Baselines
	5.2 Main Results
	5.3 Ablation: Value of Reasoning
	5.4 Scenario-Aware CoT Effect

	6 Analysis
	7 Conclusion
	References
	A Dataset Construction
	B Forecasting Baseline Protocol
	C Scenario Templates
	D Full Task Examples
	E Comparison with Other Methods
	E.1 Drawdown (Assessment)
	E.2 Correlation (Assessment)
	E.3 Volatility Regime (Assessment)
	E.4 Trend Direction (Assessment)
	E.5 Event Response (Prediction)
	E.6 Support/Resistance (Prediction)
	E.7 Relative Performance (Prediction)
	E.8 Drawdown Recovery (Prediction)
	E.9 Volatility Forecast (Prediction)
	E.10 Pair Convergence (Prediction)


