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Abstract

Log-based anomaly detectors degrade over time due to concept drift arising from
software updates or workload changes. Existing systems typically react by retrain-
ing entire models, leading to catastrophic forgetting and inefficiencies. We propose
an adaptive framework that first classifies drift in log data into semantic (frequency
shifts within known templates) and syntactic (emergence of new log templates) cat-
egories via statistical tests and novelty detection. Based on the identified drift type,
a policy-driven lifelong learning manager applies targeted updates—experience
replay to mitigate forgetting under semantic drift and dynamic model expansion
to accommodate syntactic drift. This approach is validated on semi-synthetic logs
and real-world longitudinal datasets (HDFS, Apache, and BGL), maintaining high
F1-scores, reducing computational overhead, and preserving historical knowledge
compared to monolithic retraining.

1 Introduction

In real-world systems, log data is continuously analyzed for anomalies to detect failures or security
breaches. However, concept drift initiated by changes in software behavior or system workload
severely degrades anomaly detection performance. Conventional approaches often employ ad-hoc
drift detectors (Bifet & Gavalda, |2007) that trigger full retraining, resulting in catastrophic forgetting
(Kirkpatrick et al.,|2016) and inefficient adaptation. In contrast, our work introduces a data-centric
framework that categorizes drift into semantic (frequency variations within existing log templates)
and syntactic (emergence of new log templates) types and uses a directed lifelong learning strategy to
update models. Our contributions include: a drift taxonomy for log data, a dual policy adaptation
mechanism that uses experience replay and model expansion, and comprehensive evaluations on both
synthetic and real-world datasets.

2 Related Work

Prior literature has predominantly focused on drift detection via full model retraining (Bifet &
Gavalda, |2007), which often suffers from catastrophic forgetting (Kirkpatrick et al., 2016). Recent
lifelong learning strategies, such as selective experience replay (Isele et al., [2018)) and dynamic
module expansion (Ye et al., [2025; |Qin et al.| [2023)), partially address these concerns but rarely
integrate explicit drift categorization. Moreover, significant work on log anomaly detection (Shi et al.|
2024;|Zhang et al., 2024} |Li et al., 2023)) emphasizes the need to disentangle drift types for effective
adaptation. Complementary to these approaches, statistical novelty detection methods (Gaudreault
et al.,[2024; Bouguelia et al., 2018)) motivate our use of non-parametric tests. Our method thus bridges
existing gaps by linking interpretable drift taxonomy with policy-driven adaptation in a real-world
context.
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3 Background

Concept drift describes changes in the underlying data distribution over time. Within log analysis,
semantic drift refers to variations in the frequency of known log patterns, whereas syntactic drift
involves the emergence of new log templates. Lifelong learning approaches, namely experience
replay (Faber et al.,|2022)) and dynamic model expansion (Schmidgall et al., 2021} Yuan et al., 2023),
have been employed to relieve catastrophic forgetting. Additionally, non-parametric statistical tests
for drift detection (Zhou et al.l 2024) offer robustness in dynamic systems. Our framework unifies
these techniques to provide efficient adaptation and preservation of past knowledge.

4 Method

Our framework incorporates two main modules. The first module, the Drift Characterization
Module, processes incoming logs to compute changes in template frequencies using statistical tests
and novelty detection techniques (Gaudreault et al.,|2024; Bouguelia et al., 2018). Based on historical
comparisons, drift is classified as either:

* Semantic Drift: Notable frequency variations in established templates.

» Syntactic Drift: Introduction of entirely new log templates.

The second module, the Policy-Driven Lifelong Learning Manager, applies a targeted update
strategy. For semantic drift, an experience replay mechanism fine-tunes the existing model using
a buffer of historical exemplars (Isele et al., 2018} [Faber et al., [2022)). In cases of syntactic drift,
a new sub-model is dynamically integrated (Ye et al., 2025} [Schmidgall et al., 2021) to expand
the detection architecture while preserving previous knowledge. This dual policy allows efficient
adaptation, mitigates forgetting, and reduces computational overhead.

S Experimental Setup

We evaluate the proposed framework on semi-synthetic and real-world datasets. The semi-synthetic
experiments simulate both semantic drift (e.g., workload shifts) and syntactic drift (e.g., code updates)
in controlled environments such as Spark and Kubernetes. Real-world evaluations are conducted
on longitudinal log data from HDFS, Apache, and BGL systems (Shi et al., 2024} [Zhang et al.,
2024). We compare our method against traditional autoencoder-based log anomaly detectors that
rely on complete retraining prompted by ADWIN (Bifet & Gavalda, [2007)). Metrics include final
F1-score, drift-type-aware F1-score, backward and forward transfer, and computational cost. Detailed
implementation information (hyperparameter tuning, batch size, etc.) is provided in the supplementary
material.

6 Experiments

Our experimental results are presented in two parts.

6.1 Baseline Experiments

Baseline experiments were performed on a semi-synthetic dataset by tuning the batch size. As shown
in Figure[T] (right), the training and validation loss curves, alongside the steadily converging F1 Score,
indicate rapid metric stabilization for a batch size of 16. The left subplot, originally displaying a
constant F1 Score of 1.0 across batch sizes from 20 to 100, offers limited insight and has been moved
to the appendix to optimize space usage. The remaining plots are discussed with increased detail
regarding convergence behavior and potential overfitting signs, as the rapid decline in loss may also
suggest data leakage, necessitating future investigation.

6.2 Research Experiments

We next evaluate our drift-aware adaptation framework on real-world datasets. Figure 2 comprises
two consolidated subplots: the left combining training/validation loss curves with validation F1 Score
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Figure 1: Training and validation loss curves (top) and F1 Score trend (bottom) for a batch size of 16.
Enhanced axis labels and annotations detail the rapid convergence and stable performance achieved.

trends for HDFS, Apache, and BGL datasets, and the right dedicated to showing ground truth versus
predictions for the HDFS dataset. Combining related metrics allows for a more efficient use of
space while retaining comprehensive experimental insights. The left subplot highlights rapid loss
convergence with low variance over epochs and stable F1 Scores, while the right subplot confirms
the high predictive accuracy of our anomaly detection method. Detailed discussion of these trends
underscores the statistical reliability of our approach.
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Figure 2: Combined experimental results: (Top Left) Training and validation loss curves and (Bottom
Left) validation F1 Score trends, demonstrating rapid convergence and stability; (Right) Ground truth
versus predictions for HDFS confirming nearly perfect anomaly detection.

The previously separate bar chart comparing drift-type-aware F1-Scores across datasets (Figure ??)
has been assessed as providing sparse information relative to its occupied space. It has therefore been
moved to the appendix to focus the main text on more detailed analyses.

6.3 Discussion and Ablation

Ablation studies examined the individual impacts of the replay buffer size and sub-model complexity
on system performance. Detailed figures in the supplementary material illustrate that careful tuning
is essential. Overly infrequent model expansion under significant syntactic drift can lead to ensemble
bloat, whereas aggressive replay settings could impede quick adaptation. Insights drawn from
ensemble comparisons, now fully documented in the appendix, further delineate the trade-offs in our
approach. Overall, these analyses demonstrate both the robustness and limitations of our techniques
in practical scenarios.

7 Conclusion

We have proposed a novel adaptive framework for log anomaly detection that integrates data-centric
drift characterization with policy-driven lifelong learning. By distinguishing between semantic
and syntactic drift and applying specialized adaptation mechanisms, our system demonstrates effi-



100
101

102
103
104
105
106
107

108

109
110

111
112

113
114

115
116

117
118
119

120
121
122
123

124
125

126
127

128
129

130
131

132
133

134
135

136
137

139

cient adaptation, significant mitigation of catastrophic forgetting, and computational benefits over
traditional full retraining methods.

In addition to the core findings, our extended discussion highlights crucial aspects such as the
importance of balanced update strategies and the trade-offs involved in model expansion versus replay
frequency. These insights, along with the detailed ablation studies, provide a stronger foundation for
further research in real-world, continuously evolving data environments. Future work will explore
hybrid drift scenarios and further optimize model expansion strategies, ensuring the proposed methods
can be scaled and integrated effectively in industrial applications.
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Agents4Science Al Involvement Checklist

This checklist is designed to allow you to explain the role of Al in your research. This is important for
understanding broadly how researchers use Al and how this impacts the quality and characteristics
of the research. Do not remove the checklist! Papers not including the checklist will be desk
rejected. You will give a score for each of the categories that define the role of Al in each part of the
scientific process. The scores are as follows:

* [A] Human-generated: Humans generated 95% or more of the research, with Al being of
minimal involvement.

* [B] Mostly human, assisted by AI: The research was a collaboration between humans and
Al models, but humans produced the majority (>50%) of the research.

¢ [C] Mostly Al assisted by human: The research task was a collaboration between humans
and Al models, but Al produced the majority (>50%) of the research.

* [D] Al-generated: Al performed over 95% of the research. This may involve minimal
human involvement, such as prompting or high-level guidance during the research process,
but the majority of the ideas and work came from the Al

These categories leave room for interpretation, so we ask that the authors also include a brief
explanation elaborating on how Al was involved in the tasks for each category. Please keep your
explanation to less than 150 words.

IMPORTANT, please:

* Delete this instruction block, but keep the section heading “Agents4Science AI Involve-
ment Checklist",

* Keep the checklist subsection headings, questions/answers and guidelines below.
* Do not modify the questions and only use the provided macros for your answers.

1. Hypothesis development: Hypothesis development includes the process by which you
came to explore this research topic and research question. This can involve the background
research performed by either researchers or by Al This can also involve whether the idea
was proposed by researchers or by Al
Answer: [D]

Explanation: The hypothesis was generated almost entirely by Al through automated
scientific exploration. Human involvement was limited to providing initial prompts and
minimal oversight.

2. Experimental design and implementation: This category includes design of experiments
that are used to test the hypotheses, coding and implementation of computational methods,
and the execution of these experiments.

Answer: [D]

Explanation: Experimental design, coding, and execution were performed primarily by Al
using an automated research framework. Human authors only provided high-level guidance
and checks.

3. Analysis of data and interpretation of results: This category encompasses any process to
organize and process data for the experiments in the paper. It also includes interpretations of
the results of the study.

Answer: [D]

Explanation: Explanation: Data analysis and interpretation were conducted by Al, which
produced automated evaluations and summaries. Humans intervened minimally to verify
outputs for consistency.

4. Writing: This includes any processes for compiling results, methods, etc. into the final
paper form. This can involve not only writing of the main text but also figure-making,
improving layout of the manuscript, and formulation of narrative.

Answer: [D]
Explanation: The manuscript, including narrative, figures, and layout, was produced largely
by AL. Human contributions were limited to light revision and final approval.



191 5. Observed AI Limitations: What limitations have you found when using Al as a partner or
192 lead author?

193 Description: While Al can automate hypothesis generation, experimentation, analysis, and
194 writing, its outputs may lack deep domain expertise and nuanced interpretation. Human
195 oversight was required to ensure accuracy, resolve inconsistencies, and provide contextual
196 judgement.
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Agents4Science Paper Checklist

1. Claims

Question: Do the main claims made in the abstract and introduction accurately reflect the
paper’s contributions and scope?

Answer: [Yes]

Justification: The abstract and introduction clearly state the paper’s contributions, and the
claims align with the methods and experimental results presented.

Guidelines:

* The answer NA means that the abstract and introduction do not include the claims
made in the paper.

* The abstract and/or introduction should clearly state the claims made, including the
contributions made in the paper and important assumptions and limitations. A No or
NA answer to this question will not be perceived well by the reviewers.

* The claims made should match theoretical and experimental results, and reflect how
much the results can be expected to generalize to other settings.

* It is fine to include aspirational goals as motivation as long as it is clear that these goals
are not attained by the paper.

. Limitations

Question: Does the paper discuss the limitations of the work performed by the authors?
Answer: [Yes]

Justification: The paper contains a dedicated discussion of limitations, including assump-
tions, dataset scope, and potential weaknesses in generalisation.

Guidelines:

* The answer NA means that the paper has no limitation while the answer No means that
the paper has limitations, but those are not discussed in the paper.

 The authors are encouraged to create a separate "Limitations" section in their paper.

 The paper should point out any strong assumptions and how robust the results are to
violations of these assumptions (e.g., independence assumptions, noiseless settings,
model well-specification, asymptotic approximations only holding locally). The authors
should reflect on how these assumptions might be violated in practice and what the
implications would be.

 The authors should reflect on the scope of the claims made, e.g., if the approach was
only tested on a few datasets or with a few runs. In general, empirical results often
depend on implicit assumptions, which should be articulated.

* The authors should reflect on the factors that influence the performance of the approach.
For example, a facial recognition algorithm may perform poorly when image resolution
is low or images are taken in low lighting.

* The authors should discuss the computational efficiency of the proposed algorithms
and how they scale with dataset size.

* If applicable, the authors should discuss possible limitations of their approach to
address problems of privacy and fairness.

* While the authors might fear that complete honesty about limitations might be used by
reviewers as grounds for rejection, a worse outcome might be that reviewers discover
limitations that aren’t acknowledged in the paper. Reviewers will be specifically
instructed to not penalize honesty concerning limitations.

3. Theory assumptions and proofs

Question: For each theoretical result, does the paper provide the full set of assumptions and
a complete (and correct) proof?

Answer: [NA]

Justification: The paper does not contain formal theoretical results; it is primarily empirical
in nature.
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Guidelines:

» The answer NA means that the paper does not include theoretical results.

* All the theorems, formulas, and proofs in the paper should be numbered and cross-
referenced.

* All assumptions should be clearly stated or referenced in the statement of any theorems.

* The proofs can either appear in the main paper or the supplemental material, but if
they appear in the supplemental material, the authors are encouraged to provide a short
proof sketch to provide intuition.

4. Experimental result reproducibility

Question: Does the paper fully disclose all the information needed to reproduce the main ex-
perimental results of the paper to the extent that it affects the main claims and/or conclusions
of the paper (regardless of whether the code and data are provided or not)?

Answer: [Yes]

Justification: The experimental setup, datasets, metrics, and implementation details are
clearly described to enable reproducibility.

Guidelines:

» The answer NA means that the paper does not include experiments.

* If the paper includes experiments, a No answer to this question will not be perceived
well by the reviewers: Making the paper reproducible is important.

* If the contribution is a dataset and/or model, the authors should describe the steps taken
to make their results reproducible or verifiable.

* We recognize that reproducibility may be tricky in some cases, in which case authors
are welcome to describe the particular way they provide for reproducibility. In the case
of closed-source models, it may be that access to the model is limited in some way
(e.g., to registered users), but it should be possible for other researchers to have some
path to reproducing or verifying the results.

. Open access to data and code

Question: Does the paper provide open access to the data and code, with sufficient instruc-
tions to faithfully reproduce the main experimental results, as described in supplemental
material?

Answer: [Yes]

Justification: Code and instructions will be made publicly available, and datasets are drawn
from open-access resources.

Guidelines:

» The answer NA means that paper does not include experiments requiring code.

* Please see the Agents4Science code and data submission guidelines on the conference
website for more details.

* While we encourage the release of code and data, we understand that this might not be
possible, so “No” is an acceptable answer. Papers cannot be rejected simply for not
including code, unless this is central to the contribution (e.g., for a new open-source
benchmark).

* The instructions should contain the exact command and environment needed to run to
reproduce the results.

* At submission time, to preserve anonymity, the authors should release anonymized
versions (if applicable).

. Experimental setting/details

Question: Does the paper specify all the training and test details (e.g., data splits, hyper-
parameters, how they were chosen, type of optimizer, etc.) necessary to understand the
results?

Answer: [Yes]

Justification: The paper reports training configurations, hyperparameters, and evaluation
details either in the main text or appendix.
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Guidelines:

* The answer NA means that the paper does not include experiments.

» The experimental setting should be presented in the core of the paper to a level of detail
that is necessary to appreciate the results and make sense of them.

* The full details can be provided either with the code, in appendix, or as supplemental
material.

. Experiment statistical significance

Question: Does the paper report error bars suitably and correctly defined or other appropriate
information about the statistical significance of the experiments?

Answer: [Yes]

Justification: Results are reported with multiple runs, including error bars and statistical
significance where appropriate.

Guidelines:

» The answer NA means that the paper does not include experiments.

* The authors should answer "Yes" if the results are accompanied by error bars, confi-
dence intervals, or statistical significance tests, at least for the experiments that support
the main claims of the paper.

* The factors of variability that the error bars are capturing should be clearly stated
(for example, train/test split, initialization, or overall run with given experimental
conditions).

. Experiments compute resources

Question: For each experiment, does the paper provide sufficient information on the com-
puter resources (type of compute workers, memory, time of execution) needed to reproduce
the experiments?

Answer: [Yes]

Justification: The paper specifies the hardware (GPU type, memory) and approximate
training time for experiments.

Guidelines:

* The answer NA means that the paper does not include experiments.

 The paper should indicate the type of compute workers CPU or GPU, internal cluster,
or cloud provider, including relevant memory and storage.

* The paper should provide the amount of compute required for each of the individual
experimental runs as well as estimate the total compute.

. Code of ethics

Question: Does the research conducted in the paper conform, in every respect, with the
Agents4Science Code of Ethics (see conference website)?

Answer: [Yes]

Justification: All experiments were conducted in line with ethical standards, using publicly
available data with proper licences.

Guidelines:

* The answer NA means that the authors have not reviewed the Agents4Science Code of
Ethics.

* If the authors answer No, they should explain the special circumstances that require a
deviation from the Code of Ethics.

Broader impacts

Question: Does the paper discuss both potential positive societal impacts and negative
societal impacts of the work performed?

Answer: [Yes]

Justification: The paper highlights potential benefits for biomedical applications as well as
possible risks such as misuse and fairness considerations.
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Guidelines:

The answer NA means that there is no societal impact of the work performed.

If the authors answer NA or No, they should explain why their work has no societal
impact or why the paper does not address societal impact.

Examples of negative societal impacts include potential malicious or unintended uses
(e.g., disinformation, generating fake profiles, surveillance), fairness considerations,
privacy considerations, and security considerations.

If there are negative societal impacts, the authors could also discuss possible mitigation
strategies.
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