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Abstract

We present an adapter-based approach for tactical
conditioning of StarCraft IT Al agents. Current
agents, while powerful, lack the ability to adapt
their strategies based on high-level tactical direc-
tives. Our method freezes a pre-trained policy net-
work (DI-Star) and attaches lightweight adapter
modules to each action head, conditioned on a tac-
tical tensor that encodes strategic preferences. By
training these adapters with KL divergence con-
straints, we ensure the policy maintains core com-
petencies while exhibiting tactical variations. Ex-
perimental results show our approach successfully
modulates agent behavior across tactical dimen-
sions including aggression, expansion patterns,
and technology preferences, while maintaining
competitive performance. Our method enables
flexible tactical control with minimal computa-
tional overhead, offering practical strategy cus-
tomization for complex real-time strategy games.

1. Introduction

StarCraft II represents one of the most challenging environ-
ments for artificial intelligence research, combining imper-
fect information, long-term planning, and real-time decision-
making. The release of PySC2 by DeepMind and Blizzard
(Vinyals et al., 2017) catalyzed research in this domain,
culminating in AlphaStar (Vinyals et al., 2019)—the first
Al system to defeat top professional players. Following
AlphaStar’s success, industry efforts like Tencent’s TStar-
Bot(Han et al., 2020) and SenseTime’s open-source DI-
Star(star Contributors, 2021) have further advanced Star-
Craft IT Al capabilities.

Despite these technical achievements, current StarCraft II
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agents optimize primarily for win rate, often neglecting
gameplay diversity and human-like behaviors that are valued
by players and game developers. Moreover, these agents
lack intuitive interfaces for non-technical users to specify
strategic preferences or tactical styles.

We address these limitations by enabling natural language
conditioning of a state-of-the-art StarCraft II agent. Build-
ing upon DI-Star, we introduce tactical conditioning through
lightweight adapter modules that allow the agent to execute
diverse gameplay styles while maintaining competitive per-
formance. Our approach consists of two key components:

First, we develop a dataset connecting natural language to
gameplay by processing high-level player replays and using
large language models to classify tactical styles, represented
as a tactic tensor—a probability distribution over predefined
tactical archetypes.

Second, we implement an adapter-based architecture in-
spired by ControlNet (Zhang et al.) in computer vision. We
freeze the original policy network and insert zero-initialized
adapter modules that process the tactic tensor to modify the
policy outputs according to the specified tactical style.

Our contributions include: (1) a methodology for labeling
gameplay trajectories with tactical descriptors using LLMs,
(2) an adapter-based approach for conditioning complex
policy models, and (3) a system that enables natural lan-
guage control over agent behavior while preserving funda-
mental gameplay competencies. By combining LLMs and
reinforcement learning policies, our work represents a step
toward more accessible, customizable game Al agents that
respond to human strategic preferences.

2. Dataset Collection
2.1. StarCraft II Language Corpus

To establish a comprehensive StarCraft II natural language
corpus, we aggregated data from prominent community re-
sources, including Spawningtool' and Liquipedia®. These
platforms contain thousands of game guides, match anal-
yses, and strategic discussions that form a rich linguistic
foundation for StarCraft II gameplay concepts.

'nttps://lotv.spawningtool.com/
https://liquipedia.net/starcraft?2


https://lotv.spawningtool.com/
https://liquipedia.net/starcraft2
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Given the absence of standardized nomenclature for tactical
approaches in StarCraft II, we employed n-gram analysis
to extract tactical elements from our corpus. Subsequently,
we collaborated with expert players (Grandmaster level) to
formalize 8 prevalent tactical paradigms with corresponding
linguistic descriptions, creating a structured taxonomy of
StarCraft II strategies.

2.2. Replay Processing and Build Order Extraction

Our replay dataset consists of approximately 50,000 Zerg
versus Zerg (ZvZ) replays provided by the DI-Star team.
We processed these replays using the pysc2 framework to
decode each match into standardized StarCraft II build or-
ders—a sequential representation of in-game actions that
players traditionally use to communicate strategic progres-
sion. To ensure quality, we filtered out replays with Match
Making Rating (MMR) below 4800, retaining only high-
level competitive gameplay.

A typical build order follows this format:

Supply Time Build Action
13 0:12 Overlord
16 0:48 Hatchery
17 1:09  Spawning Pool
17 1:21 Extractor
19 1:49 Overlord
19 1:58 Queen x2
24 2:04 Overlord
27 2:27 Roach Warren
28 2:54 Overlord x2

Table 1. Example of a StarCraft II build order sequence
Build orders have historically been used by players to clas-
sify gameplay styles and by researchers as reward signals
during reinforcement learning.

2.3. Tactical Classification Using Large Language
Models

To establish connections between build orders and tac-
tical archetypes, we leveraged large language models
(LLMs)—specifically GPT-4 and DeepSeek-v3 to classify
each build order according to our established tactical taxon-
omy. For each classification, we extracted log probabilities
across all tactical categories and normalized them using
softmax to create distribution vectors. We also incorporated
an ’Unclear” category to accommodate build orders that did
not align clearly with defined tactics.

The resulting dataset entries follow this structure:

Tactic dist: [0.1, 0.8, ..., 0.1]
Replay ID: XXXXXX

This approach provides not only discrete tactical labels but
also confidence metrics that reflect the probabilistic nature
of strategic classification in StarCraft II.

3. Methodology
3.1. Base Policy Network

The foundation of our approach is the DI-Star policy net-
work for StarCraft II, as illustrated in Figure 3. This archi-
tecture processes the complex game state through multiple
specialized components:

The observation encoder converts raw game features into
dense representations, capturing spatial (map features),
entity-based (units and buildings), and scalar information
(resources, game phase). A core LSTM network then inte-
grates these features over time to maintain temporal consis-
tency in decision-making.

The policy network’s output is structured as multiple special-
ized heads corresponding to different aspects of StarCraft
IT gameplay: Action Type, Target Unit, Location, Selected
Units, Delay, and Queued. This multi-head design enables
the network to handle the structured action space of Star-
Craft II, where each action requires specifying several inter-
dependent parameters.

3.2. Adapter Architecture and Tactical Conditioning

To introduce tactical variability while preserving the base
capabilities of the DI-Star policy, we employ an adapter-
based architecture as shown in Figure 1. The key innovation
is the introduction of tactical conditioning through a low-
dimensional tactic tensor 2 RY where d = 9 in our im-
plementation. This tactic tensor encodes the desired tactical
style (aggressive, defensive, economic, etc.) and is provided
as direct input to the adapter modules, while the original
encoder network continues to process standard StarCraft II
game state inputs.

For each action head, we introduce a lightweight adapter
module consisting of a two-layer MLP( ¥ h; ¥ hy ¥ o,
where h; = 64, hy = 32) with ReL.U activations and zero-
initialization. The adapter output is combined with the
original policy output using one of several fusion methods,
with additive fusion (f(X;y) = X +y) providing the best
balance of performance and efficiency in our experiments.

The fusion outputs produce the final logits that determine
action probabilities. Our empirical results show that the
additive fusion method provides an effective balance of
performance and computational efficiency.

3.3. Training Methodology

During training, we freeze all parameters of the original
policy network and only update the adapter modules. This
approach ensures that the core capabilities of the base policy
remain intact while allowing the adapters to learn tactical
modifications.
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Figure 1. The adapter-based policy architecture. The original policy network (shown in gray) remains frozen, while lightweight adapter
modules (shown in blue) modify network outputs according to a tactical conditioning vector. The architecture employs a multi-head
design, with separate adapters for different action types required in StarCraft II gameplay.

Our training objective is formulated as a knowledge distilla-
tion framework with KL divergence constraints:

L( )=Eswo | > n KL( "(ajs)k " (ajs; ))
heH
ey
where:
* represents the adapter parameters (the only parame-
ters being optimized)
» represents the frozen parameters of the original policy
e H is the set of action heads

e is the weight for the KL divergence term for head h

o Nand h; are the output distributions of head h for
the original and adapted policies

* D represents the replay dataset

By using different weights p, for different action heads, we
allow more tactical flexibility in certain aspects of gameplay
(such as unit targeting and positioning) while maintaining
stronger adherence to the original policy in fundamental
action selection.

The KL divergence objective serves two crucial purposes:
it prevents the adapted policy from deviating too far from
the original policy’s capabilities, while still allowing for
tactical adaptations based on the conditioning vector. This
balance ensures that the resulting policy maintains the strong
gameplay mechanics of the original DI-Star agent while
exhibiting the desired tactical characteristics.

4. Experiments

To evaluate our adapter-based tactical conditioning ap-
proach, we conducted extensive experiments using the Star-
Craft II environment. In this section, we describe our ex-
perimental setup, model configurations, and performance
results.

4.1. Performance Against Built-in Al

We evaluated our adapter models at different training epochs
against the built-in Level 10 Al of StarCraft II, which rep-
resents a strong baseline opponent. Table 2 presents the
win rates across configurationsD.2 and training epochs.
For brevity, we use configurations to refer to our differ-
ent adapter models, and abbreviate epoch counts (e.g., 1K =
1000).

These results reveal an interesting pattern: all models exhibit
high win rates in early training epochs but show declining






