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Abstract

We report the discovery that binary encoding allows neural networks to extrapolate periodic
functions beyond their training bounds. We introduce Normalized Base-2 Encoding (NB2E)
as a method for encoding continuous numerical values and demonstrate that, using this input
encoding, vanilla multi-layer perceptrons (MLP) successfully extrapolate diverse periodic
signals without prior knowledge of their functional form. Internal activation analysis reveals
that NB2E induces bit-phase representations, enabling MLPs to learn and extrapolate signal
structure independently of position.

1 Introduction

The choice of input representation fundamentally shapes what neural networks are capable of learning
through inductive bias. For coordinate-based learning, various encoding methods have been developed to
enable networks to capture high-frequency features. Random Fourier features were proposed by Rahimi &
Recht| (2007)) as a shift-invariant kernel method and adapted by [Tancik et al.| (2020) as a means of encoding
for neural networks, whereby

~v(x) = [cos(2mwyx), sin(2mwy ), cos(2mwax), sin(2nwax), . . ., (1)
where w; ~ N (0,0%I), i=1,2,...,m.

The random Fourier features of Equation [1| were further developed for use in neural radiance fields (NeRF,
Mildenhall et al., 2020) using deterministic features. That is, for frequencies w; = 2!~ where i = 1,2,..., N,
fixed Fourier features are given by

~v(z) = [sin(27z), cos(2mx), sin(4dnx), cos(4nz), sin(8wz), cos(8nx), . . .. (2)

Hereafter, to compare to our method and in recognition of its functional implementation as encoding coor-
dinates, we will refer to this method as Fixed Fourier Encoding (FFE).

In the same paper that [Rahimi & Recht| (2007) introduced Fourier features, the authors also introduced
random binning as a kernel method, with further analysis provided by Rahimi & Recht| (2008). In random
binning, the spatial domain is randomly partitioned (as opposed to the frequency domain with Fourier
features), where a partition containing a given value is represented by unity and zero otherwise. In this
manner, it is representing a continuous value in a discrete space. As FFE can be considered a deterministic
form of random Fourier features, our concept can be considered a deterministic form of random spatial
binning. That is, the near-exact representation of a continuous value with a binary vector.

Binary encoding provides a fundamentally different representation than FFE. Both can be viewed as multi-
resolution decompositions in that FFE provides continuous sinusoidal basis functions and binary encoding
provides discrete step functions at the same hierarchical frequency scales. The discrete nature of binary
representation induces different learning dynamics in neural networks. We explore this through Normalized
Base-2 Encoding (NB2E), which encodes continuous values in [0,1) using their binary representation as a
vector in the form

N
Y(x) = [B1,Ba,...,By], wherex=> B;x 27", B; €{0,1}. (3)
i=1
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In this paper, we report a surprising discovery: NB2E enables vanilla multi-layer perceptrons (MLPs) to
extrapolate periodic functions beyond their training bounds, while FFE with identical frequencies and stan-
dard continuous numerical input both fail at this task. Through systematic investigation, we demonstrate
that NB2E induces bit-phase internal representations that allow networks to learn periodic structure inde-
pendently of position, enabling extrapolation across unseen regions of the input domain.

This paper is structured as follows. In Section [2] we will introduce NB2E and the limits thereof in Section
Our results are shown in Section [4] with subsections addressing (i) the comparison of NB2E to FFE
and continuous input, (ii) sensitivity studies, (iii) examination of the activations and (iv) periodic activation
functions. We provide a discussion in Section [5] and our conclusions in Section [6}

2 Normalized Base-2 Encoding

NB2E implementation first requires the normalization of the input data to a [0,1) scale, followed by an
elementwise encoding of the base-2 representation. While normalization is not a strict requirement for binary
encoding in general, we note that consistency of the meaning of each element of the binary vector is critical
and normalization ensures that each continuous numerical value is encoded within the same context. We
also found normalization to be more amenable to managing the 2% boundaries of the encoding (discussed
in Section . In the lower panel of Figure |1l we show an example NB2E representation of the number
0.987654321.

For all NB2E, the encoded vector of length N has a representation given by Equation [3] Clearly, the
minimum N2BE representable value is 0, while the maximum representable value is Zfil 27" approaching a
limit of unity with increasing N. Represented values can naturally be more precise as IV increases. Selection
of N should be customized to the needed precision of the application. We found diminishing value to
increasing N beyond 32, with a minimum nonzero representable value of w5z ~ 4.7 x 107'% but found
N = 48, with a minimum nonzero representable value of ?% ~ 3.6 x 10715, to provide an acceptable balance
between representable precision and what is effectively noise. Any computational expense from varying N
is negligible, as the size of our neural network (described in Section remains the same, and the only
modification to the number of parameters caused by N is in the weight and bias arrays between the input
and the first layer.
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Figure 1: 48-element NB2E of the number 0.987654321. The given value is encoded into a vector of ones
and zeros in the manner described by Equation [3[to be used as input to a neural network.

3 NB2E Limits

In order for a neural network to properly learn the meaning of the NB2E, each element of the encoded vector
must have contained values of both zero and unity during training. The first element of the NB2E vector
(see Figure (1)) is 2% = 0.5, so will not be unity for any number less than 0.5. As such, the training data
needs to extend beyond 0.5 in order to ensure the training of the first element of the encoding. That is, for
input dataset X, normalized to X’ with subsets X/ ;, and X}

rain test

0 < min(X{., < 05 < max(X{,,) < minX{y) < max(X{) < 1. (4

train train

We emphasize that X’ is normalized and therefore the size of the validation domain (where one would
extrapolate) scales with the domain of the non-normalized dataset.
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In order to expand the upper limit, effectively increasing the extrapolation horizon, normalization in NB2E
need not be to the maximum value of the dataset. That is, for dataset X and normalizing value z, the
normalized dataset X’ is obtained by the elementwise division

X’=§7 where z < 2max(X), (5)
such that max(X’) > 0.5, abiding by Equation |4l This is an upper limit for z, however, and reasonable
values should be much lower to ensure sufficient training. For example, if a dataset is a time series for a
duration of ten years and the desired extrapolation is two years into the future, simply divide the dataset
by twelve years, i.e. z = 1.2max(X). Train and test using X’ <= %, then extrapolate to any value z’ within
% < 7’ < 1. The extrapolation is then valid as a prediction for two years into the future, where z = z’z.

The normalizing value, z, should be carefully chosen and informed by the domain of the data and desired
prediction domain, with consideration that Equations [4] and [f] are limits rather than ideal values. We will
examine the sensitivity of the model predictions to the maximum value of the training domain in Section
but will mention here that we suggest max(X] >= (.7 and as a guiding principle for practical
application.

rain)

4 Results

We tested the extrapolative ability of NB2E against FFE (described in Section |1}, with mathematical repre-
sentation given by Equation [2) and continuous numerical input. Our neural network (shown in Figure [2)) is
a simple Multi-Layer Perceptron (MLP) with five dense layers containing 512 neurons each and using expo-
nential linear unit (ELU) activation (Clevert et al., [2016), with linear activation of a single neuron on the
final layer. L2 regularization with a regularization factor of 10~* is applied to each hidden layer to prevent
overfitting. Note that we do not use periodic activation functions (Parascandolo et al., [2016; [Sitzmann et al.)
2020) which, while they have not been claimed to allow for extrapolation, do provide internal representation
of complex signals implicitly, whereas we wanted to test the qualities of the encoding directly.
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| NB2E |

5x —<::| Dense, 512, ELU |
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Figure 2: MLP structure. The NB2E is not part of the neural network, just noted as the encoding of the
input. Replace NB2E with FFE for the appropriate examples, whereas for continuous numerical input there
is no encoding. There are five dense layers of 512 neurons each with ELU activation and L2 regularization
with a regularization factor of 10™%, followed by a dense layer with a single neuron and linear activation.

For each case in X7 .;,, the NB2E of z’ is given as input to the neural network, and f(x) is given as a
training target. We emphasize the previous sentence for clarity, noting that f(x) is the value of the function
at the non-normalized x. There are no dependencies trained as in sequence models, only the mapping from
a single input to a single output per training sample. Training batches have inputs of shape (Npatcn,48) for
NB2E (see Section |2 for discussion of the size of the NB2E encoding), (Npatcn, 96) for FFE (which requires
a sine and cosine term for each frequency, hence double the size of the NB2E, see Table , and (Nbatch, 1)
for continuous numerical input. Outputs, in all cases, are of shape (Npaten,1). We found batches of size
Npatenh = 1000 to train quickly and effectively.
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Bit Frequency NB2E FFE
1 20 =1 21 sin(27x), cos(2mx)
2 21 =2 272 sin(4mx), cos(4mz)
3 22 =4 273 sin(87x), cos(8mx)
4 23 =8 271 sin(167x), cos(16mz)
i 2i-1 271 sin(2'mz), cos(2imx)

Table 1: NB2E bits and the equivalent FFE. Each NB2E bit i with positional value 27 corresponds to FFE
at frequency 2'7!, creating a hierarchical representation with identical frequencies but different encodings
(discrete for NB2E vs. continuous for FFE).

4.1 Examples

We first tested a basic sine function where {z;}24% N U(0,100) and f(x) = sin(xz). We imposed random-
ness on x in order to avoid any suspicion that the MLP could learn patterns from regular intervals. We nor-
malized and split the data into ~70/30 train/test in ordinal space such that 0.0 < X{ . < 0.7 < X{_., < 1.0.
We acknowledge this split as somewhat arbitrary, but we note that our motivation was to maximize the space
for demonstration of extrapolative ability, so we exceed the standard 80/20 split. Note that the split is ap-
proximately 70/30 as x; is randomly drawn from a uniform distribution and we required a hard limit to the
maximum value of the training data (i.e. 0.7) to evenly assess the qualities of the NB2E encoding. None of
the functions we test here are periodic on a power of two, nor can the NB2E bit patterns fully repeat, as

each complete bit pattern in X/ is unique and not seen in X{ ;.

We used the AdamW optimizer (Kingma & Bay, 2015; [Loshchilov & Hutter, 2019) and a cosine annealing
learning rate scheduler with warm restarts (Loshchilov & Hutter, 2017)B The Mean Absolute Error (MAE)
was our objective function in all cases, where each example was trained for 4,000 epochs. On a single NVIDIA
Tesla V100 GPU, training completes in 3-5 minutes.

The results of our first test are shown in Figure[3] The predictions of the training data are in blue and test
data in red. Note, again, that 0.0 < X{ ., < 0.7 < X/, < 1.0. During training, the MLP never saw the
encoding of any value greater than 0.7. The most accurate predictions are clearly made by the MLP trained
with NB2E input, followed closely by FFE, which makes good predictions immediately after the training
domain but appears to drift in phase and amplitude. The prediction from continuous numerical input fails
catastrophically, unable to fit even the training data.

Encouraged by the result, we rendered our test more challenging. We combined two sine functions rather
arbitrarily, making f(z) = sin(z) + 2.5sin(3.7 4 1.4z), with {z;}129° "X 24(0, 400), normalized to [0,1). The
results are shown in Figure[dl Not only could the neural network trained with NB2E learn the more complex
function, but it was also able to maintain stunning accuracy in the extrapolation beyond the training bounds.
FFE fits the training data nicely, but fails to extrapolate. Continuous numerical input cannot even fit the
training data.

We then attempted a more complex function without sines or cosines, testing a composite of sawtooth and
triangle functions with different periods, given in detail in Appendix |Al We used {z;}124% My (0,200),
normalized to [0,1). The results are shown in Figure |5} While there are occasional large residuals, the MLP
trained with NB2E again learned and extrapolated the function better than either of the other methods.
While there are occasional large residuals in the prediction, the prediction generally fits quite well. FFE
again fits the training data nicely, but the extrapolation only vaguely resembles the signal. Continuous
numerical input again fails completely.

I'Warm restarts reset the learning rate to a higher value at a fixed schedule during training, which causes reduced performance
temporarily while the model seeks a new minimum. While not optimal for all applications, this method can improve outcomes
in the presence of false local minima.
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We continued to complicate the function, searching for a level of complexity where the NB2E MLP would
no longer be viable. We created a composite periodic signal from three different functions, given in detail
in Appendix [A] The results for this function are shown in Figure [} The MLP with NB2E input again
demonstrated the ability to learn the function and extrapolate it better than the other two methods. Resid-
uals understandably increase in this example with the complexity of the signal, but are again substantially
smaller than residuals from the other methods. FFE again nicely fits the training data but struggles to
extrapolate, while continuous numerical input yet again fails completely.

4.2 Sensitivity Analysis

Investigating the limits imposed by Equation [d] we examined the sensitivity of NB2E in our examples from
Section to the maximum normalized value of the training domain. We split the normalized data set X’
into X{.;, and X/, while keeping the number of data points and the number of cycles of the periodic signal
constant in X{ ... For X{ i, <P < X{s, We tested examples at increments of 0.1 from p = 0.1 through
p = 0.7, training each for 4,000 epochs. The results for the sine function are shown in Figure[7] with the split
between X{ ., and X{. identified in each plot by the gray dashed vertical line. Predictions for X7, ,, are
in blue and predictions for X{. are in red, with green dashed vertical lines from z = 0.125 to z = 0.875 in
increments of 0.125, corresponding to any location where any of the first three bits of the NB2E will change
(refer back to Figure|l|to see that the first element represents %, the second element i the third element %,

..., the last element 5x.).

It can be easily seen that the prediction fails for any p <= 0.5, as suggested by Equation[d] As we discussed in
Section [3] valid prediction cannot be made unless the MLP has been trained with each element of the NB2E
vector. Training with X7, ;, < 0.5 does not train the first element of the NB2E vector. So, as expected for
examples p = 0.5, p = 0.4, and p = 0.3, the prediction falls apart at 2’ = 0.5. For p = 0.2, it fails at 2’ = 0.25
and even more so at '’ = 0.5, corresponding to the second and first NB2E bits, respectively. For p = 0.1, it
fails progressively in stages at ' = 0.125, ' = 0.25, and 2’ = 0.5, corresponding to the third, second, and
first NB2E bits, respectively. Also note that even for the example p = 0.6, which complies with Equation
the prediction fails at the bit transition point 2’ = 0.75. But, in that particular instance, it can also
be seen that the model had difficulty fitting the training data at 2’ = 0.25, indicating that representations
of the second bit trained poorly, as well as potentially the third or fourth bit due to the smaller error at
7' = 0.6875 = % + % + % At p = 0.7, as with our initial example in Section the model has clearly
learned the signal and extrapolates nicely.

Interestingly, the failure is not catastrophic with p < 0.5, as the basic shape of the sine curve and its period
is maintained. It is, rather, a phase shift. In the case of a maximum value of Xi,,i, less than any of the
noted bit transitions, the model output resets to the learned outputs from the rest of the NB2E vector after
that bit transition. For example, for p = 0.3, p = 0.4, and p = 0.5, the outputs beginning at ' = 0.5 are
as if they are beginning at #’ = 0. Since, in these cases, the model has not learned the meaning of the first
bit, it uses its knowledge of the rest of the bit patterns to make a prediction, almost as if the first bit does
not exist. So, we can see rather clearly that the conditions of Equation [f] are critical to using NB2E and, in
practical application, the maximum value of Xi;»in should be as high as possible to ensure proper training
of all the bit interrelationships of the NB2E while still leaving space for testing and extrapolation.

We also examined the sensitivity of our method to the number of complete cycles of the periodic signal in the
training data. Again using specifically the sine curve example from Figure [3] we held constant the number
of data points in X{,,;, and X/ at a ~70/30 split and X{ ;. < 0.7 < X{., while altering the number of
complete cycles of the sine curve. The results are shown in Figure [8] with, from top to bottom, 1-7 cycles.
The top two panels clearly show that neither one nor two cycles is sufficient for our method to learn anything
resembling the sine curve. It begins to learn the periodicity and the range of the signal from 3-5 cycles with
various bit-learning inefficiencies causing sudden jumps in residuals, then refines it to near-perfection by 7

cycles. More cycles continue to improve the refinement, but are visually indistinguishable.

We also investigated the sensitivity of the NB2E method to the number of data points. In our examples
from Section [d] we used 10,000 data points in each case. The NB2E representation requires that the MLP
learn interrelationships of every element of the input vector between each other as well as with the output
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value. The more data points the MLP has seen, the more complex these internal representations can be. A
dataset with fewer data points requires the MLP to learn broader generalities of these relationships. The
examination of sensitivity to the size of data set is, then, an examination of the limits of generality in the
MLP’s internal representations. The results of our analysis are shown in Figure [0] which we provide as a
plot of the sine curve example from Figure [3] with 250 to 2,000 data points in increments of 250 in each
panel, from top to bottom. Rather surprisingly, the prediction of the test set still resembles a sine curve in
the top panel with only 250 data points. The predictions, of course, improve as more data points are added.
We provide only the figure of the sine curve, but we did examine each of our examples and found that the
sensitivity is highly dependent on the data itself, but in most cases very practical even with small datasets.

Considering applicability of the NB2E method to noisy real-world signals, we also examined the ability of
the MLP to extrapolate a sine curve with added random noise. We used the same format as the original
sine curve example from Section {10000 L 74(0, 100), normalized to [0,1), and f(x) = sin(z). Again,
the train/test split was ~70/30 such that 0.0 < X7 . < 0.7 < X/.; < 1.0. We applied Gaussian noise with
zero mean and standard deviation in the range 0.25 to 2.0 in increments of 0.25. The results are shown in
Figure [I0] It can be seen that, despite the noise, the MLP with NB2E encoding is able to recover the sine
curve, though the quality of the extrapolated signal understandably decreases with increasing noise. Note
that in X/ we compare the prediction to the noisy signal whereas in X/, we compare the prediction to

train» tes
the clean sine curve, resulting in a change in the nature of the residuals.

4.3 Activation Analysis

The success of NB2E at extrapolating periodic functions, especially in contrast to the equivalent FFE, raises
the question of how the input is being processed by the MLP. We specifically examined the sine curve example
for the most straightforward analysis. To answer this question, we examined the activations of each hidden
layer using Uniform Manifold Approximation and Projection (UMAP, MclInnes et al., 2018), projecting the
512-D activations to the 3-D space. We then clustered the UMAP projections using the SCIKIT-LEARN
(Pedregosa et al., [2011]) implementation of Density-Based Spatial Clustering of Applications with Noise
(DBSCAN, |Ester et al.| [1996)) in order to perform additional analysis on the contents of each group. We
found clear structure to the internal activations, which we plot in Figure 11| by phase (left column), position
(center column), and clustered group (right column) for each hidden layer of the MLP.

It can be seen in this figure that the activations of the NB2E MLP form an interestingly elegant structure.
Separate groupings exist primarily distinguished by phase of the sine curve, while each phase-group spans
the much of the positional space. Through the layers, the structure of the activations becomes more complex,
initially forming rough groupings that stretch and intertwine as the shape of the manifold changes. A closer
analysis of the contents of the clustered groups shows that each has a unique signature of three specific bits:
5, 6, and 7.

We examine this phenomenon closer in Figure [[2] The upper panel shows the range of bits 5, 6, and 7 for
each clustered group, the lower-left panel shows the distributions by phase of each group, and the lower-right
panel shows the bit values for each group. In the top and lower-left panels, it can be seen that, with some
overlap, the combination of these three bits near-uniquely represents phase of the signal. Note that there
is a slight downward angle to the range of the determinative bits in the top panel, which indicates that
these are not just groupings of phase, but also of bit values, as the MLP is unaware of the value of z’. So,
for the phase-overlap regions of the group distributions, the internal representation of phase is not enough
for valid predictions and the MLP also has to represent bit values in conjunction with phase, or bit-phase.
Despite the fact that the neural network has never seen the NB2E of any point =’ > 0.7, those points
are still properly placed in the manifold, which suggests that the internal representations are not based on
position. In grouping data points by phase, the MLP is learning an internal representation similar to a
Fourier decomposition. Yet, it is a more complicated representation than a Fourier decomposition, because
it also must know bit values and be able to represent a trend in their progression. We can then hypothesize
that, with extrapolation, the MLP is not learning to extrapolate in positional space, but rather projecting
the learned bit-phase-space onto the unlearned positional space.



Under review as submission to TMLR

The results of the analysis of the sine function activations naturally raise the question of internal representa-
tions in the case of composite signals. In the case of the sine function, the MLP generally learned to associate
bit patterns with phase. So, with composite signals, does the MLP learn a single phase representation of the
composite signal or does it learn to separate the signals? To examine this, we performed the same analysis
on the example from Figure[4] the composite sine function.

While the groupings of the sine function activations were stable throughout all five layers of the MLP, the
composite sine function activations are dynamic. We show the 3D UMAP projections of the activations in
Figure The first column shows the projections by phase of the first signal of the composite, f(z) = sin(z)
(referred to hereafter and in the plots as ‘Period 1’, P = 27), the second column shows the projections by
phase of the second signal of the composite, f(z) = 2.5sin(3.7 + 1.4x) (referred to hereafter and in the plots
as ‘Period 2’, P = % ~~ 4.49), the third column shows the projections by position z’, and the fourth column
shows the DBSCAN clustered groups. Layers are shown top to bottom, 1-5 in integer increments. In the
first layer, the UMAP projection of the activations is spherical, generally organized by the phase of Period
1. In the second layer, they form two clear groups. An examination of the contents of these groups showed
that they interestingly separate only by the value of bit 7. This is a perfect separation with no overlap. Bit 7
obviously does not separate the two signals, so the organization of the activations in this manner clearly has
value to the following layers. As another interesting phenomenon, the two periods seem to be represented
orthogonally within the two groups. The groupings expand in subsequent layers with interleaved structure
such that we can no longer trust that DBSCAN is properly identifying all of the independent groups with
such a complicated structure. However, we do find in the fifth layer that four groups are identified, each
containing two distinct bit patterns for bits 4 and 7. We show the bit signatures and phase distributions of
the fifth layer in Figure[14] with the groups broken down by subgroups with unique bit 4 and 7 patterns and
indicating the fraction of the group with each unique signature.

We can see from the plots of 2’ vs. phase for each group in the upper panel of Figure where ‘Period
1’ is the darker shade and ‘Period 2’ is the lighter shade of each color, that, with the composite signal, the
MLP is learning to internally represent activations in terms of both phases. Clear bands of lighter vs. darker
colored scatter points indicate the phase groupings. We can also see that these bands are diagonal, shifting
the phase grouping with position, which we interpret to mean that the MLP has learned a ‘trend’ in the
progression of bit positions, as it is unaware of the value of x’. This trend was present in the activations of
the sine curve as well (see the top panel of Figure , though much less exaggerated.

We note from the bottom left panel of Figure [[4] that the learned phase distributions for Period 1 are nearly
identical for groups 1/4 and groups 2/3. All groups resemble Gaussian distributions. These distributions
account for the dark bands that we see in the subplots of the upper panel of Figure The distributions of
Period 2, in the lower middle panel of Figure also resemble Gaussian distributions but are much broader
in phase, with groups 1/3 and 2/4 having similar distributions, in contrast to Period 1.

We conclude that, with composite periodic signals, NB2E induces implicit joint representations of bit-
phase, as the activations are clearly multi-dimensional functions of the composite phases and bit patterns.
Extrapolation, then, is achieved through an internal representation of periodic signals in bit-phase space
rather than in positional space. Projection of the generalized bit-phase representations onto the positional
axis allows for positional extrapolation within the limits of the NB2E representation.

4.4 Periodic Activations

Earlier in this section, we briefly mentioned that we were not using periodic activation functions in order
to assess the quality of the encoding directly. We wanted to avoid implicit representations of the signals,
which are induced by sinusoidal activation as demonstrated in sinusoidal representation networks (SIREN,
Sitzmann et al., [2020). However, our conclusions regarding the underlying mechanism of NB2E MLPs raised
the question of whether the implicit signal representations of sinusoidal activation would complement the
strengths of NB2E.

To address this question, we ran our experiments again, changing only the activation from the ELU function
to the sine function. We compare each in Figure [15] with ELU activations in the upper panels and sine
activations in the lower panels. We did not attempt a new sensitivity analysis or activation analysis with
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the periodic activations. However, from Figure we can conclude that a MLP with NB2E input and
sinusoidal activations does indeed improve the prediction noticeably for our first three examples, without
much effect in the fourth. Residuals are plotted on the same scale for each example to make the difference
visually perceptible. We emphasize that we changed nothing about the MLP except for the activations for
this comparison. Though our analysis of the periodic activation functions combined with NB2E given here
is minimal, we conclude that the sine function is clearly the superior activation for use with NB2E and we
suspect that there is additional benefit to be gained by fine-tuning the MLP or improving the structure in
conjunction with sinusoidal activation.

5 Discussion

NB2E demonstrates the unique ability to induce internal bit-phase representations that enable MLPs to
extrapolate periodic functions beyond their training bounds. This capability is distinct from existing ap-
proaches: symbolic regression (Schmidt & Lipson) 2009; Martius & Lampert} 2016} [Udrescu & Tegmark,
2020) discovers explicit functional forms through search, Physics-informed Neural Networks (PINNs, [Raissi
et al.l 2019)) leverage known governing equations, and Neural ODEs (Chen et al. 2018) model temporal
derivatives but do not inherently capture periodicity. To our knowledge, NB2E is the first method that
enables extrapolation of unknown periodic functions through input encoding alone, without architectural
modifications or prior knowledge of the functional form.

It is also important to note the characteristic that predictions from a MLP with NB2E input are equally valid
through the entire extrapolation domain. Compare this to sequence-based models, which tend to accumulate
error with each additional step in the prediction horizon. Using NB2E, there is no change in the nature of
the input in the domain [0.5, 1.0), i.e. it is a binary vector of a fixed length where the training data contained
both 0 and 1 in each vector element throughout the course of training. Given this input representation, a
prediction at the upper bound of the extrapolation domain is fundamentally no different from a prediction
at the lower bound.

Expanding on this concept, another valuable characteristic of the NB2E MLP predictions are the continuity
thereof. Sequence-based methods make predictions at fixed intervals, whereas predictions with NB2E can be
made for the entire set of representable numbers less than unity. This novel feature of NB2E extrapolation
lends itself to use with irreqular time series data. Sequence prediction models tend to ignore the actual value
of the progression axis (generally time or position) by assuming regular sampling. In this manner, these
models learn dependencies on order rather than any relationship with the axis. This severely limits any
prediction to the regular sampling cadence (in applications where regularity is inherent, a regular cadence
is of course a feature rather than a limitation). Prediction at any value of time or position, however, as
provided by NB2E, has the potential to enhance prediction models with a continuous extrapolation domain.

Consider, in particular, the representation of time, from research into which our initial development of NB2E
was derived. Although we framed our examples in this work in terms of position, z, the axis could just as
easily be time, t. While cyclical time such as seasonality is representable by a sinusoid and calendar dates
are representable categorically, an effective representation of linear time remains elusive. In ML applications
with time-series data, the actual value of time tends to be ignored as discussed in the previous paragraph
regarding regular sampling, where the actual value of time becomes irrelevant. Representation of a time-
series as a 1D shape (see, e.g., Kostov et al. [2025; |Powell et al., 2021, for astrophysical applications) is
another way to ignore the numerical value of time. Even the Time2Vec (Kazemi et al. [2019) method of
time embedding is not a representation of time as much as it is a means for learning temporal features.
Time can be considered as more of a label than a feature and, as such, requires different treatment, ideally
needing to be a magnitude-free representation of magnitude. Such a representation is provided by NB2E.
We speculate that, in sequence applications where the value of time has a relationship with the output, the
NB2E representation of time could prove to be powerful as an input feature of a sequence prediction model.

Expanding on the concept of magnitude-free representation of magnitude that NB2E provides, we emphasize
that it encodes continuous numerical values in a way that preserves order and relationships without absolute
scale. Each bit represents relative position in a hierarchical decomposition rather than an absolute value.
This creates a coordinate system where “distance” between values is encoded through shared bit patterns,
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not through numerical differences that networks must learn to interpret. This principle may extend beyond
just a representation of time. Any continuous quantity requiring both precise representation and scale-
independent learning could benefit from similar binary hierarchical encodings. The success of NB2E with
extrapolation suggests that, when generalization must occur independently of absolute position, discrete
positional encodings with hierarchical structure may outperform continuous alternatives.

The contrast with Fourier encoding is instructive. In our tests, both NB2E and FFE provide multi-scale
decompositions at identical frequencies, yet NB2E enables extrapolation while FFE does not. While we leave
the theoretical foundation of this phenomenon to future work, we emphasize that this suggests the geometry
of representation space (discrete versus continuous) may matter more than the frequency content for certain
learning tasks.

The prediction limits that we described in Section [3| as well as additional limitations found in the sensitivity
analysis in Section are substantial constraints on the use of NB2E. Due to the necessity of learning the
relationships between each element of the encoding, a neural network trained with NB2E input can only
predict forward to the next power of two greater than the maximum input value of the training data. In
Section [B] we discussed a method of normalization to render this limitation much less obstructive. We also
suggest that future work could establish methods of working with a base-2 input vector in terms of relative
rather than absolute positions. That is, to learn relationships between relative positional differences (as in
Shaw et al. [2018| for transformer positional encoding) in the vector such that powers of two do not form
boundaries in the prediction space.

6 Conclusions

We have demonstrated that binary encoding enables neural networks to extrapolate periodic functions beyond
their training bounds, which is a capability not previously shown with any coordinate encoding method.
Using NB2E, vanilla MLPs successfully extrapolate diverse periodic signals from a simple sine function
to complex composite functions, while FFE and continuous inputs both fail at this task despite identical
network architectures and training procedures.

Through systematic empirical characterization, we established the requirements and limitations of this ap-
proach: extrapolation requires training on several complete cycles with the training domain extending beyond
the 0.5 threshold in normalized space, while predictions remain valid to a limit of unity. While this seems
rather constraining, we identified in Section [3] that normalization need not be to the maximum value of the
dataset, leaving ample room for predictive extrapolation. The NB2E method demonstrates robustness to
noise and sparse data, with prediction quality maintained throughout the continuous extrapolation domain
rather than degrading with discretized distance as in sequence-based approaches.

Our activation analysis reveals that NB2E induces bit-phase representations, where networks learn how bit
patterns and phase interact rather than simply mapping positions to outputs. This position-independent
learning mechanism enables extrapolation by projecting learned bit-phase dynamics onto unseen positional
coordinates. For composite signals, the NB2E MLP represents multiple coupled phases simultaneously, all
within a simple feedforward architecture.

While we have characterized when and how this capability emerges empirically, the theoretical question
of why discrete encodings fundamentally change the learning dynamics remains open. Understanding the
mathematical principles underlying bit-phase learning and formalizing the conditions under which binary
representations enable extrapolation are important directions for future work. Additionally, extensions to
multi-dimensional inputs and integration with modern architectures beyond vanilla MLPs offer promising
avenues for expanding this capability.
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A Composite Signal Functions

To create the function from Figure [5| we defined the following periodic functions:

sawtooth(z, p) = 2 <$ — {x + O.5J> ,
b p

a centered sawtooth wave with period p and range [—1, 1], and
triangle(x, p) = 2[sawtooth(z, p)| — 1,

a triangle wave with period p and range [—1,1]. The composite function with arbitrarily selected parameters
can be written compactly as:
f(z) = sawtooth(z, 3.1) + triangle(z, 5).

To create the function from Figure [6] we defined the following periodic functions:

A 2 2
bea't(m7p17p27A) = = <Sin (m> + sin (m)> ,
2 D1 P2
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a beat frequency pattern with periods p; and ps and amplitude A,

expdecay(z,p, A, A) = Aexp <_)\ (i - {;J>> 7

an exponential decay that resets each period p with decay rate A and amplitude A, and

2
square(x,p, A) = A - sgn (sin <7;m>) ,

a square wave with period p and amplitude A, where sgn(:) denotes the sign function. Given arbitrarily
selected parameters, the composite function can be written as:

f(x) = beat(x,2.1,2.3,4.0) 4+ expdecay(x, 7.2,9.7,2.0) + square(zx, 12.2,0.7).
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Figure 3: Results of training the MLP from Figure [2J] with encoded input data for f(z) = sin(z). Predictions
for the training data (blue) and test data (red) for (top) NB2E, (middle) FFE, and (bottom) continuous,
with residuals plotted on the same scale for visual comparison. The true function is in black.
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Figure 11: UMAP-reduced activation projections of the NB2E MLP for, from top to bottom, layers 1, 2, 3,
4, and 5. The activations in the left column are colored by phase of the sine curve, the middle column is
colored by normalized position, and the right column is colored by clustered group (corresponding to Figure

1).
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Figure 12: (top) Range of bits 5, 6, and 7 for each clustered group. (bottom left) Histogram of the density
of values in each clustered activation grouping. (bottom right) For bit positions 5, 6, and 7, the unique bit
signature of each clustered group.
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Figure 13: UMAP-reduced activation projections of the MLP with NB2E input of the composite sine function
for, from top to bottom, layers 1, 2, 3, 4, and 5. The first column is colored by phase of Period 1, the second
column is colored by phase of Period 2, the third column is colored by z’, and the fourth column is colored

by clustered group (corresponding to Figure |14 for the fifth layer).
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ELU activations and sine activations, labeled accordingly.
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