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Abstract

We demonstrate that Al passes Humanity’s Last Exam by Best-of-N rejection sam-
pling and using appropriate models for different question categories. Specifically,
we pass the HLE with 53% accuracy, without online search, for a cost of around
$3 per question and running time of less than 5 minutes per question, verified
by humans on a random sample of 100 questions. We compare the answers and
performance of different models and methods and analyze their similarities and
differences, finding which pairs of models give the same wrong answers. For
human understanding, we use Al to generate educational videos explaining the
HLE math questions and their answers. An expert Mathematician curates and
analyzes a subset of the most challenging math HLE questions that Al has yet to
solve, providing insights into current limitations.

1 Introduction

The current progress in foundation models and Al agents has resulted in a plethora of LLMs and
inference time methods. We therefore ask the questions: Which LLM to chose? Out of the many
available LLMs, with different strengths, limitations, and specializations. Which inference-time
method and agentic framework to chose? For improving performance and expanding capabilities
across diverse tasks. How do we select models and methods for different question categories? A
recent approach predicts the best model for each prompt [1]. However, new models require data
collection and updated routing, which takes time and resources. In addition, this approach overlooks
different inference time aggregation methods and agentic frameworks that significantly improve
performance. To address these challenges, our approach begins by defining the problem constraints:
a lack of a perfect verifier, disallowing online search or tools that may navigate to the benchmark
dataset and query for answers, and whether a model has an API. We then evaluate multiple models
in a zero-shot setting, evaluate each model’s accuracy and running time, identify the most effective
zero-shot models across all domains under the problem constraints, and find the best zero-shot models
specialized for specific categories such as Computer Science/Al or Humanities/Social Sciences.
Next, we examine various inference and aggregation methods across domains. We compare multiple
inference-time methods and agent-based frameworks, and analyze the trade-offs between accuracy,
running time, and domain performance. We determine which methods perform best across a broad
range of domains. Our ablation studies allow us to select LLMs and an inference aggregation method
within the problem constraints for passing Humanity’s Last Exam as shown in Table[I]

Humanity’s Last Exam (HLE) was recently released as a benchmark to evaluate LLMs’ capabilities
across various categories. Released on 2/11/2025, HLE [3]] comprises 2,700 questions spanning
diverse subjects, including mathematics (42%), physics (11%), biology/medicine (11%), computer
science and Al (9%), humanities and social sciences (8%), chemistry (6%), engineering (5%),
and other topics (8%). Developed by over 1,000 subject-matter experts worldwide, the questions
include multiple-choice and exact-match answers. Initially, LLM performance on HLE was low, with
models achieving single-digit percentage accuracy. However, our work demonstrates a significant
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Table 1: Performance of 17 LLMs on Humanity’s Last Exam. We pass Humanity’s Last Exam achieving
53% accuracy, with an average running time of 251.9 seconds per question, average cost of $3 per question, as
verified by humans on a random sample of 100 questions. We use Best-of-V rejection sampling with N = 8§, as
implemented by OptiLLM [2] and extended to support different LLMs.

1D Company Model Accuracy (%) Time (sec) Cost

1 Cohere Cohere Command A 8 114 low

2 Perplexity Al Sonar Pro 9 NA low

3 DeepSeek DeepSeek-R1 14 174.3 low

4 Alibaba Cloud Qwen2.5-Max 9 NA low

5 Baidu ERNIE 4.5 6 NA low

6 Baidu ERNIE X1 10 NA low

7 Anthropic Claude 3.7 Sonnet 10 307.2 medium

8 Anthropic Claude Opus 3.5 11 NA medium

9 Google Gemini-2.0-Pro-Exp-02-05 9 NA medium

10 Google Gemini-2.0-Flash-Thinking-Exp-01-21 6 253 medium

11 xAl Grok 3 9 NA low

12 XAl Grok 3 DeepSearch 15 89.6 low

13 xAI Grok 3 Think 13 109 low

14 OpenAl 03-mini high 14 76.5 high

15 OpenAl 03-mini high Deep Research 18 134.8 high

16 OpenAl GPT 4o Search 17 59 medium

17 OpenAl GPT 4.5 Preview 9 NA high

18 OpenAl 03-mini high BoN (N=8) 46 3255 high
OpenAl 03-mini high BoN (N=8) .

19 Anthropic Sonnet 3.7 (for CS/AI) BoN (N=8) 30 280 high
OpenAl 03-mini high BoN (N=8)

20 Anthropic Sonnet 3.7 (for CS/AI) BoN (N=8) 53 251.9 high
Google Gemini 2 Flash (for Hum/Social) BoN (N=8)

performance increase through Best-of- N rejection sampling and selecting specific models for different
question categories. Given the static and closed-ended nature of HLE, performance saturation is
anticipated as LLMs continue to advance. Consequently, future benchmarks will shift toward
dynamic, open-ended evaluations focusing on Al agents’ practical utility and economic impact.
Beyond evaluating accuracy, we explore similarities and differences among LLMs based on their
answers to HLE questions and offer insights. By visualizing these model similarities, we understand
the relationships between different LLMs. In addition, we create educational value for HLE by
generating videos explaining mathematical questions and answers.

We have an expert Mathematician analyze the most challenging math questions from HLE to find
the limitations of current LLMs. These include insufficient specialized mathematical knowledge in
advanced topics such as category theory and knot theory, difficulties translating complex problems
into solvable forms, unreliability in handling large numerical answers, limited capability to utilize
recent research, difficulty correcting errors from previous literature, and challenges interpreting
mathematical code. Potential solutions include domain-specific fine-tuning, retrieval-augmented
generation, problem decomposition, computational verification, training on mathematical proofs and
code interpretation, and integration with real-time literature databases and theorem provers. Our key
contributions are (i) Demonstrating Al passes the HLE by Best-of-N rejection sampling and selecting
LLM:s suitable for question categories; (ii) Analysis of trade-offs between zero-shot model accuracy,
running time, and cost; (iii) Analysis of similarity and differences between models on HLE answers;
(iv) Generating a library of educational videos for understanding HLE math questions and answers;
and (v) Curation of a subset of hard HLE math questions with exact match answers by an expert
Mathematician that Al cannot solve yet and explaining current limitations and potential solutions.

Related work. An imperfect verifier generates false positives, which are wrong solutions that
pass the verifier. These false positives pose an upper bound on accuracy despite the increase in
sampling, i.e., inference time compute [4]. In this work we use imperfect verifiers which saturate
with increasing samples. Without a perfect verifier we cannot aggregate by maximum over answers,
and therefore perform ablation studies over aggregation methods. Solving problems with varying
difficulty may require varying amounts of computation at inference time. There is a trade-off between
LLM inference computational cost and accuracy. Solve rates of coding problems increase with the
amount of LLM samples generated for a problem [5]. Simple methods for aggregating the samples
include consensus, for example, by self-consistency [6]. Accuracy on math problems increases with
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the amount of compute at inference time, for example, by ensembling [7]], mixture of agents [S8]],
repeated sampling and aggregation [9, [10], and models trained using reinforcement learning and
chain of thought, which is then applied at inference time [11]. Dialogue and debate between LLMs
with different personas and multi-agent fine-tuning have also been shown to improve mathematical
reasoning [12}[13], which, in effect, increases the amount of computation used for inference. Problems
given during test-time for inference may be out of distribution. Therefore, computing after the test
example is known to be beneficial, especially when handling out-of-distribution examples. Test-time
training has been used early on for improving image classification [[14]. We use OptiLLM [2], a
framework implementing multiple test-time methods for convenient comparison.

2 Methods

We evaluate 17 LLMs and 9 aggregation methods over 8 question categories and two types of
answers. We perform an ablation study of inference time methods [2]] on the HLE using models
03-mini high, Claude Sonnet 3.7, and Gemini 2 Flash. These methods included zero-shot prompting,
Best-of-V rejection sampling, Monte Carlo Tree Search [15]], self-consistency [6], mixture of agents
combining multiple model outputs [8]], round trip optimization for response verification [16]], Z3
theorem prover for formal logical verification [17], prover-verifier interactive methods for iterative
correctness validation [18]], and learning task-specific principles to guide model responses based
on principles learned from few-shot examples [19]. Model answers are evaluated by humans by
comparing them with ground truth. All model hyperparameters are set to defaults.

Best-of-N rejection sampling uses the LLM to answer the question /N times, then uses an LLM to rate
each answer and solution, keeping the answer with the highest rating and rejecting all other samples.
Rejection sampling increases accuracy by decreasing the probability of selecting an incorrect answer.
If the probability of a correct response from a single independent draw from the model is p, then
the probability of all incorrect answers after NV samples is (1 — p)¥ and the probability of at least
one correct answer after N samples is 1 — (1 — p)V. Therefore, increasing N reduces the error
exponentially, given independent samples. The samples from an LLM are not independent since they
are conditioned on the same input prompt and the model parameters, therefore increasing the number
of samples IV leads to diminishing returns. The probability of correcting a systematic error does not
reduce exponentially in practice. Increasing diversity by adjusting the sampling hyperparameters
such as temperature, top-p, and top-k sampling, and combining predictions from diverse models can
produce outputs closer to true independence. Our pipeline is illustrated in Figure ]

3 Results

We achieve an overall accuracy of 53% on the HLE without using online search, with an average cost
of approximately $3 per question and a running time of under 5 minutes per question.

Zero-shot model accuracy and running times. We first test 17 models zero-shot on a random
sample of 100 questions and evaluate accuracy and measure running times as shown in Figures [2|and
[3] Figure[]shows model running time vs. accuracy. Based on this plot we select 03-mini high as our
base model for further ablation studies of inference time aggregation methods. We exclude the three
best performing models (to the right of 03-mini high) since they use search, and the three models
above it since they are slower.

Inference time aggregation methods. Next, we apply 9 different aggregation methods to 03-mini
high and find that Best-of-V rejection sampling is effective across nearly all question categories.
Best-of-V rejection sampling (N=8) significantly improves accuracy compared with zero-shot model
performance as shown in Table[2] with a tradeoff, increasing computation time as shown in Table

Models and aggregation. We find that 03-mini high performs best across most categories, except
for Computer Science/Al for which Claude Sonnet 3.7 performs best, and Humanity/Social Science
for which ERNIE X1 and Gemini 2 Flash perform best. This result of this combination is shown in
Table [ achieving 53% overall accuracy with an average running time of 251.9 seconds per answer.
We find that using models with search improves accuracy by around 2%, however we do not use
search to avoid contamination issues. We find that using different models by answer type improves
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Figure 1: We evaluate 17 LLMs and 9 inference time aggregation methods using OptiLLM and Agent
frameworks over 8 question categories and two types of answers. A human compares the answers and
solutions to ground truth. An LLM creates a script and Python code using the Manim Python library.
This includes a human narrator whose face image and voice sample are provided. The narrator’s
voice is cloned, and their facial movements synchronized with the generated audio. The resulting
narrator video, including the synchronized audio, is combined with the visualization to create an
educational video explanation including the question, answer, and solution. An expert Mathematician
curates hard math questions that the Al cannot solve, explains why LLMs fail on these question, and
their current limitations as well as suggestions for improvement. A human reviews the educational
videos to provide feedback, which is used to improve the prompts and content quality iteratively.

3-mini high Deep Research 16.0% N SEYA
GPT 4o Search 17.0%) 2%
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Figure 2: Comparison of zero-shot model accuracy. For each model we compare the accuracy over
all question types and only multiple choice questions.

accuracy by 1%, however we avoid such a detailed feature. We find that using Prompt2Leaderboard
[1]], ie routing to different models by the actual question did not improve our results. The HLE dataset
was made publicly available on 2/11/2025. We pass the HLE using models that do not use online
search, and without using models with a knowledge cutoff after the HLE release date. We evaluate
recent models and models that use search tools for completeness.

Pairwise LLM comparisons. We compare between the zero-shot answers of pairs of LLMs on
multiple choice questions. Multiple choice questions have an average of seven answer choices per
question. We find that the similarity between wrong answers of pairs of LLMs vary between 25%
and 52%. Figure[3]shows three pairwise comparisons, two with the lowest similarity: DeepSeek-R1
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Figure 3: Comparison of zero-shot average running times of different models. For each model we
compare the average running time over all question types and only multiple choice questions. There is
an order of magnitude difference between the fastest and slowest models. Multiple choice questions
are answered more rapidly.
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Figure 4: Zero-shot model running time vs. accuracy.

vs Claude 3.5 Opus with 25.7% same wrong answer letters, Grok 3 DeepSearch vs. GPT 4.5 Preview
with 27.1% same wrong answer letters, and Qwen2.5-Max vs Grok 3 Think with 51.4% same wrong
answer letters.

Figure[7]shows a graph in which nodes are models and edges denote the % of the same wrong answers
for multiple choice questions between the two models. Edges connect pairs of models with similarity
values above 45%. The graph shows the relationships between models, for example Qwen2.5-Max
shares strong edges with the three Grok models with similarity above 50%. Different models give the
same answers for between 27.1% and 55.7% of the questions and same wrong answer for between
22.9% and 51.4% of the questions. Models like Qwen 2.5 Max and Grok 3 Think frequently provided
similar wrong answers. Similarity between a pair of models may be due to similar training data
curation, similar pre-training or post-training methods, or biases or knowledge gaps shared among
models. Models such as OpenAl GPT-4.5 Preview and Baidu ERNIE 4.5, displayed less overlap in
errors, highlighting the importance of diversity in model ensembles.
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Table 2: Zero-shot accuracy for each model by category and Best-of-N (N=8) 03-mini high accuracy,

by category.
ID Model \ Math Bio/Med CS/AI  Hum/Soc  Other  Physics Chem  Engineering \ Total
1 Command A 0% 23.8% 0% 0% 11.1% 0% 33.3% 0% 8%
2 SonarPro 11.1%  143% 0% 8.3% 11.1% 0% 16.7% 0% 9%
3 DeepSeek-R1 11.1%  286%  143% 8.3% 11.1% 0% 0% 33.3% 14%
4 Qwen25-Max 7.4% 4.8% 28.6% 16.7% 0% 0% 0% 0% 9%
5  ERNIE4S5 3.7% 9.5% 0% 0% 222% 0% 16.7% 0% 6%
6  ERNIEXI 7.4% 9.5% 7.1% 333% 0% 0% 16.7% 0% 10%
7 Claude 3.7 Sonnet 11.1% 9.5% 21.4% 0% 11.1% 0% 0% 33.3% 10%
8  Claude 3.5 Opus 14.8% 9.5% 14.3% 0% 222% 0% 0% 333% 1%
9 Gemini-2.0-Pro 3.7% 143% 7.1% 167%  11.1% 0% 16.7% 0% 9%
10 Gemini-2.0-Flash 3.7% 0% 7.1% 167%  11.1%  12.5% 0% 0% 6%
11 Grok3 7.4% 0% 143% 16.7% 11.1%  125%  16.7% 0% 9%
12 Grok 3 DeepSearch 3.7% 23.8% 7.1% 8.3% 444%  125%  167% 333% 15%
13 Grok 3 Think 11.1%  48% 21.4% 8.3% 22% 125%  167% 333% 13%
14 03-mini-high 185%  143% 0% 8.3% 11.1%  125%  33.3% 333% 14%
15 03-mini-high Deep Research 14.3% 50.0% 21.4% 33.3% 8.3% 7.4% 44.4% 12.5% 18.0%
16  GPT 4o Search 286%  50.0% 0.0% 0.0% 250% 3%  44.4% 0.0% 16.0%
17 GPT-4.5-Preview 11.1%  19.1% 0% 0% 11.1%  125% 0% 0% 9%
18 o3-mini-high BoN (N=8) | 59.3%  38.1%  28.6% 167%  556%  62.5%  66.1% 66.7% | 46%

Table 3: Zero-shot average running times in seconds for each model by category and 03-mini high

BoN (N=8) average running time by category.
ID  Model \ Math  Bio/Med CS/AI  Hum/Soc  Other Physics Chem  Engineering \ Total
1 Command A 11.6 5.0 9.5 3.7 6.2 7.8 73 17.3 8.1
2 DeepSeek-R1 304 92.4 269.5 79.6 1272 1399 1692 193.3 187.3
3 Claude 3.7 Sonnet 366.1 427 133.6 295 20.7 86.5 101.5 403.7 157.1
4 Gemini-2.0-Flash 49.2 9.9 28.1 9.8 7.3 18.0 245 407 25.3
5 Grok 3 DeepSearch 122.4 49.8 122.0 69.3 68.3 68.9 98.0 104.7 89.6
6  Grok 3 Think 164.4 53.7 144.4 61.8 62.8 79.3 149.5 157.7 109.0
7 o3-mini-high 116.6 355 88.0 57.8 44.1 53.4 123.8 87.7 76.5
8  03-mini-high Deep Research | 162.3 106.9 131.1 188.6 63.9 162.6 88.4 117.4 134.8
9 GPT 4o Search 7.3 4.9 59 5.6 4.7 53 5.8 6.8 5.9
18 03-mini-high BoN (N=8) 4195 2207 369.4 286.7 3302 2396 280 4703 325.5

Generating video tutorials. Understanding mathematical problems often requires multimodal
explanations that combine textual reasoning with structured visualizations. Building upon recent
work [20]], we use the Manim Python package [21] to automatically generate educational videos
explaining challenging math questions, solutions, and underlying concepts.

Manim is a Python library used by educational content creators such as 3BluelBrown [22] that
allows to create visual animations by code. We use an LLM to generate the Manim code and video
from the question, answer, and solution. We initially outline the structure, narrative, and educational
flow for explaining the mathematical content. We generate Python scripts to animate concepts and
illustrate solutions visually. Our approach incorporates an Al narrator generated using a human
face image and human-cloned voice. We create narrations synchronizing with the animated content,
delivering natural and personable explanations that enhance engagement and relatability. Figure[T

Table 4: Accuracy and average running times by category of running Best-of-N with N=8 on a
random sample of 100 HLE questions including multiple choice and exact match answers. Overall
combination of the three models running Best-of-N on different categories.

ID  Category Model \ Total  Correct Acc. (%)  Avg. Time (Sec)

1 Math 03-mini high BoN (N=8) 27 16 59.3 419.5

2 Biology/Medicine 03-mini high BoN (N=8) 21 8 38.1 220.7

3 Computer Science/Al Claude 3.7 Sonnet BoN (N=8) 14 8 57.1 44.9

4 Humanities/Social Science Gemini-2.0-Flash BoN (N=8) 12 5 41.7 51.7

5 Other 03-mini high BoN (N=8) 9 5 55.6 330.2

6 Physics 03-mini high BoN (N=8) 8 5 62.5 239.6

7 Chemistry 03-mini high BoN (N=8) 6 4 66.7 280.0

8 Engineering 03-mini high BoN (N=8) 3 2 66.7 470.3
Overall BoN (N=8) \ 100 53 53 251.9
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Figure 5: Three pairwise comparisons between model responses. The donuts show the % of identical
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(Different) between DeepSeek-R1 vs. Anthropic Claude 3 Opus (25.7%), XAl Grok 3 DeepSearch
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Figure 6: Pairwise similarity heatmaps showing the % of identical answers given by pairs of models
on multiple-choice questions: (a) Both correct and incorrect answers, panel (b) Only incorrect
answers. Black diagonals indicate self-similarity, and the color gradient ranges from 25% similarity
(green) to 65% similarity (red), highlighting model pairs frequently choosing similar responses.

illustrates our architecture, and end-to-end running time is around thirty minutes per video. Figure
[ shows three frames from an explanation video generated for an HLE Mathematics question (ID
66edc256d0ce7f90828d744) using Claude Sonnet 3.7 for coding using the Manim Python package.
Videos are a few minutes long and take around thirty minutes to generate. Running time for answering
and solving questions is less than five minutes; audio cloning takes a few seconds; narrator audio is
generated in real-time; narrator video creation takes a few minutes; visualization video rendering
averages around thirty minutes.

Our pipeline generates video content that explains mathematical solutions and visually highlights
common misconceptions and difficult concepts. The given solutions and Manim code create coherent
and educationally sound animations. We interactively review the videos to fix visual inaccuracies,
such as misaligned or overlapping elements. Integrating Manim animations with a realistic Al narrator
can enhance understanding and engagement, bridging textual reasoning with intuitive auditory and
visual insights. We make example videos publicly available.

Hard math HLE questions and LLM limitations. We initially identified four problems with the
HLE dataset: Many questions are not very hard, multiple choice, easily answered by running code or
by searching the web. We therefore have an expert Mathematician select a small subset of difficult

"https://sites.google.com/view/ai-passes-humanitys-last-exam
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Figure 8: Three frames from an explanation video generated for an HLE Mathematics question (ID
66edc256d0ce7f9082f8d744) using Claude Sonnet 3.7 for generating code using the Manim Python
package. Videos are a few minutes long and take around thirty minutes to generate.

math questions from the HLE with exact numerical answers that are not answered by running code or
searching the web. An expert Mathematician curated and analyzed a subset of the most challenging
math HLE questions that Al has yet to solve, which appear in the Appendix. We provide the expert
Mathematician’s insights into why these questions are hard and summarize key limitations of current
LLMs in the Appendix.

4 Conclusions

We demonstrate that Al passes Humanity’s Last Exam, achieving an accuracy of 53% by using
Best-of-NV rejection sampling and selecting LLMs for specific question categories. This result is
achieved without online search. We analyze the trade-offs between model accuracy, running time, and
cost. Our analysis provides insights into model similarities. A pairwise comparison shows similarity
in incorrect answers and knowledge gaps. To improve human understanding and provide educational
value, we use a pipeline of LLMs to generate videos explaining math questions and solutions. Finally,
an expert Mathematician curates challenging HLE math questions and explains why they are hard,
demonstrating the limitations of LLMs and suggestions for their improvements. We hope our results
advance LLM reasoning and math education and, in the spirit of reproducible research, will make our
data and code available online upon publication.
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Agents4Science Al Involvement Checklist

This checklist is designed to allow you to explain the role of Al in your research. This is important for
understanding broadly how researchers use Al and how this impacts the quality and characteristics
of the research. Do not remove the checklist! Papers not including the checklist will be desk
rejected. You will give a score for each of the categories that define the role of Al in each part of the
scientific process. The scores are as follows:

These

* [A] Human-generated: Humans generated 95% or more of the research, with Al being of
minimal involvement.

* [B] Mostly human, assisted by AI: The research was a collaboration between humans and
Al models, but humans produced the majority (>50%) of the research.

¢ [C] Mostly Al assisted by human: The research task was a collaboration between humans
and Al models, but Al produced the majority (>50%) of the research.

* [D] Al-generated: Al performed over 95% of the research. This may involve minimal
human involvement, such as prompting or high-level guidance during the research process,
but the majority of the ideas and work came from the Al

categories leave room for interpretation, so we ask that the authors also include a brief

explanation elaborating on how Al was involved in the tasks for each category. Please keep your
explanation to less than 150 words.

1.

Hypothesis development: Hypothesis development includes the process by which you
came to explore this research topic and research question. This can involve the background
research performed by either researchers or by Al This can also involve whether the idea
was proposed by researchers or by Al

Answer: [B]

Explanation: Mostly human, assisted by Al (Category B). We used Al tools to rephrase text
for clarity; conceptual framing and problem formulation were done by the authors.

2. Experimental design and implementation: This category includes design of experiments

that are used to test the hypotheses, coding and implementation of computational methods,
and the execution of these experiments.

Answer: [B]

Explanation: Mostly human, assisted by Al (Category B). Experiments were designed and
implemented by the authors; Al was used for scripting with all code reviewed by the authors.

3. Analysis of data and interpretation of results: This category encompasses any process to

organize and process data for the experiments in the paper. It also includes interpretations of
the results of the study.

Answer: [B]

Explanation: Mostly human, assisted by Al (Category B). Data analysis and interpretation
were performed by the authors and assisted by LLMs and verified manually.

4. Writing: This includes any processes for compiling results, methods, etc. into the final

paper form. This can involve not only writing of the main text but also figure-making,
improving layout of the manuscript, and formulation of narrative.

Answer: [B]

Explanation: Mostly human, assisted by Al (Category B). The manuscript text was drafted
by the authors; Al assisted with edits. Figures and code for figures were generated by Al,
and verified by humans. Final decisions and content are verified by humans.

. Observed AI Limitations: What limitations have you found when using Al as a partner or
lead author?
Description: To avoid LLM hallucinations their role was limited to generating figures and
text that were verified by humans. We limited AI use to text and figures, verified any
generation against ground truth, and ensured that all scientific claims, analyses, and code
were validated by the authors.
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Agents4Science Paper Checklist

The checklist is designed to encourage best practices for responsible machine learning research,
addressing issues of reproducibility, transparency, research ethics, and societal impact. Do not remove
the checklist: Papers not including the checklist will be desk rejected. The checklist should
follow the references and follow the (optional) supplemental material. The checklist does NOT count
towards the page limit.

Please read the checklist guidelines carefully for information on how to answer these questions. For
each question in the checklist:

¢ You should answer [Yes] , ,or [NA] .

e [NA] means either that the question is Not Applicable for that particular paper or the
relevant information is Not Available.

* Please provide a short (1-2 sentence) justification right after your answer (even for NA).

The checklist answers are an integral part of your paper submission. They are visible to the
reviewers and area chairs. You will be asked to also include it (after eventual revisions) with the final
version of your paper, and its final version will be published with the paper.

The reviewers of your paper will be asked to use the checklist as one of the factors in their evaluation.
While "[Yes] " is generally preferable to " ", it is perfectly acceptable to answer " " provided
a proper justification is given. In general, answering " "or "[NA] " is not grounds for rejection.
While the questions are phrased in a binary way, we acknowledge that the true answer is often more
nuanced, so please just use your best judgment and write a justification to elaborate. All supporting
evidence can appear either in the main paper or the supplemental material, provided in appendix.
If you answer [Yes] to a question, in the justification please point to the section(s) where related
material for the question can be found.

1. Claims

Question: Do the main claims made in the abstract and introduction accurately reflect the
paper’s contributions and scope?

Answer: [Yes]

Justification: Yes. The abstract and introduction match the scope and contributions presented
in the paper.
Guidelines:
* The answer NA means that the abstract and introduction do not include the claims
made in the paper.

* The abstract and/or introduction should clearly state the claims made, including the
contributions made in the paper and important assumptions and limitations. A No or
NA answer to this question will not be perceived well by the reviewers.

* The claims made should match theoretical and experimental results, and reflect how
much the results can be expected to generalize to other settings.

* It is fine to include aspirational goals as motivation as long as it is clear that these goals
are not attained by the paper.

2. Limitations
Question: Does the paper discuss the limitations of the work performed by the authors?
Answer: [Yes]
Justification: Yes. We explicitly discuss limitations and threats to validity.
Guidelines:

* The answer NA means that the paper has no limitation while the answer No means that
the paper has limitations, but those are not discussed in the paper.

* The authors are encouraged to create a separate "Limitations" section in their paper.

12



338
339
340
341
342

344
345

346
347
348

350

351
352

353
354
355
356

357

358
359

360

361
362

363

364

365
366

367

368
369
370

371

372

374

375

376
377

378

379

380
381

382
383

384
385
386
387
388

389

* The paper should point out any strong assumptions and how robust the results are to
violations of these assumptions (e.g., independence assumptions, noiseless settings,
model well-specification, asymptotic approximations only holding locally). The authors
should reflect on how these assumptions might be violated in practice and what the
implications would be.

* The authors should reflect on the scope of the claims made, e.g., if the approach was
only tested on a few datasets or with a few runs. In general, empirical results often
depend on implicit assumptions, which should be articulated.

* The authors should reflect on the factors that influence the performance of the approach.
For example, a facial recognition algorithm may perform poorly when image resolution
is low or images are taken in low lighting.

* The authors should discuss the computational efficiency of the proposed algorithms
and how they scale with dataset size.

* If applicable, the authors should discuss possible limitations of their approach to
address problems of privacy and fairness.

* While the authors might fear that complete honesty about limitations might be used by
reviewers as grounds for rejection, a worse outcome might be that reviewers discover
limitations that aren’t acknowledged in the paper. Reviewers will be specifically
instructed to not penalize honesty concerning limitations.

3. Theory assumptions and proofs

Question: For each theoretical result, does the paper provide the full set of assumptions and
a complete (and correct) proof?

Answer: [NA]

Justification: NA. The paper does not present formal theorems or proofs; results are empiri-
cal.

Guidelines:

» The answer NA means that the paper does not include theoretical results.

¢ All the theorems, formulas, and proofs in the paper should be numbered and cross-
referenced.

* All assumptions should be clearly stated or referenced in the statement of any theorems.

* The proofs can either appear in the main paper or the supplemental material, but if
they appear in the supplemental material, the authors are encouraged to provide a short
proof sketch to provide intuition.

. Experimental result reproducibility

Question: Does the paper fully disclose all the information needed to reproduce the main ex-
perimental results of the paper to the extent that it affects the main claims and/or conclusions
of the paper (regardless of whether the code and data are provided or not)?

Answer: [Yes]

Justification: Yes. We describe all experimental settings needed to verify main claims,
independent of code release.

Guidelines:

* The answer NA means that the paper does not include experiments.

* If the paper includes experiments, a No answer to this question will not be perceived
well by the reviewers: Making the paper reproducible is important.

* If the contribution is a dataset and/or model, the authors should describe the steps taken
to make their results reproducible or verifiable.

* We recognize that reproducibility may be tricky in some cases, in which case authors
are welcome to describe the particular way they provide for reproducibility. In the case
of closed-source models, it may be that access to the model is limited in some way
(e.g., to registered users), but it should be possible for other researchers to have some
path to reproducing or verifying the results.

5. Open access to data and code
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Question: Does the paper provide open access to the data and code, with sufficient instruc-
tions to faithfully reproduce the main experimental results, as described in supplemental
material?

Answer: [Yes]
Justification: Yes. We release the processed data and main results.
Guidelines:

* The answer NA means that paper does not include experiments requiring code.

* Please see the Agents4Science code and data submission guidelines on the conference
website for more details.

* While we encourage the release of code and data, we understand that this might not be
possible, so “No” is an acceptable answer. Papers cannot be rejected simply for not
including code, unless this is central to the contribution (e.g., for a new open-source
benchmark).

* The instructions should contain the exact command and environment needed to run to
reproduce the results.

* At submission time, to preserve anonymity, the authors should release anonymized
versions (if applicable).

. Experimental setting/details

Question: Does the paper specify all the training and test details (e.g., data splits, hyper-
parameters, how they were chosen, type of optimizer, etc.) necessary to understand the
results?

Answer: [Yes]

Justification: Yes. We specify datasets (or question sets), sampling, and evaluation protocols
sufficient to understand and reproduce results.

Guidelines:

» The answer NA means that the paper does not include experiments.

* The experimental setting should be presented in the core of the paper to a level of detail
that is necessary to appreciate the results and make sense of them.

* The full details can be provided either with the code, in appendix, or as supplemental
material.

. Experiment statistical significance

Question: Does the paper report error bars suitably and correctly defined or other appropriate
information about the statistical significance of the experiments?

Answer: [Yes]

Justification: Yes. Where applicable we report averages across multiple trials/samples and
include the evaluation protocol used to assess variance.

Guidelines:

* The answer NA means that the paper does not include experiments.

* The authors should answer "Yes" if the results are accompanied by error bars, confi-
dence intervals, or statistical significance tests, at least for the experiments that support
the main claims of the paper.

* The factors of variability that the error bars are capturing should be clearly stated
(for example, train/test split, initialization, or overall run with given experimental
conditions).

. Experiments compute resources

Question: For each experiment, does the paper provide sufficient information on the com-
puter resources (type of compute workers, memory, time of execution) needed to reproduce
the experiments?

Answer: [Yes]

Justification: Yes. We describe compute resources and relevant settings to reproduce
experiments.
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Guidelines:

» The answer NA means that the paper does not include experiments.

* The paper should indicate the type of compute workers CPU or GPU, internal cluster,
or cloud provider, including relevant memory and storage.

* The paper should provide the amount of compute required for each of the individual
experimental runs as well as estimate the total compute.

. Code of ethics

Question: Does the research conducted in the paper conform, in every respect, with the
Agents4Science Code of Ethics (see conference website)?

Answer: [Yes]

Justification: Yes. The work adheres to the Agents4Science Code of Ethics, including
anonymization and non-discriminatory practices.

Guidelines:
* The answer NA means that the authors have not reviewed the Agents4Science Code of
Ethics.
* If the authors answer No, they should explain the special circumstances that require a
deviation from the Code of Ethics.
Broader impacts

Question: Does the paper discuss both potential positive societal impacts and negative
societal impacts of the work performed?

Answer: [Yes]

Justification: Yes. We discuss potential benefits (e.g., educational videos) and potential risks
(e.g., misuse of auto-generated content).

Guidelines:

* The answer NA means that there is no societal impact of the work performed.

* If the authors answer NA or No, they should explain why their work has no societal
impact or why the paper does not address societal impact.

» Examples of negative societal impacts include potential malicious or unintended uses
(e.g., disinformation, generating fake profiles, surveillance), fairness considerations,
privacy considerations, and security considerations.

« If there are negative societal impacts, the authors could also discuss possible mitigation
strategies.
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