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Abstract

Knowledge distillation (KD) has been shown to be highly effective in guiding
a student model with a larger teacher model and achieving practical benefits in
improving the computational and memory efficiency for large language models
(LLMs). State-of-the-art KD methods for LLMs mostly rely on minimizing explicit
distribution distance between teacher and student probability predictions. Instead
of optimizing these mandatory behavior cloning objectives, we explore an imitation
learning strategy for KD of LLMs. In particular, we minimize the imitation
gap by matching the action-value moments of the teacher’s behavior from both
on- and off-policy perspectives. To achieve this action-value moment-matching
goal, we propose an adversarial training algorithm to jointly estimate the moment-
matching distance and optimize the student policy to minimize it. Results from
both task-agnostic instruction-following experiments and task-specific experiments
demonstrate the effectiveness of our method and achieve new state-of-the-art
performance.

1 Introduction

Large language models (LLMs) like GPT-4 [1] and LLaMA [35] have revolutionized natural language
processing, significantly enhancing the quality of text generation across various tasks. This success is
largely due to the extensive scale of training data and the substantial increase in model parameters
[19]. However, the high computational and memory requirements of these models present significant
challenges for practical deployment. To address these issues, knowledge distillation (KD) [16] has
emerged as a key technique. KD involves transferring knowledge from a large, complex teacher model
to a smaller, more efficient student model, thereby maintaining high performance while reducing
resource demands. Most distillation methods for auto-regressive text generation models, including
LLMs, employ metrics of probability distribution distance, such as Kullback-Leibler (KL) divergence
[20] and reverse KL divergence [14], aiming to align the token-level probability distributions between
the teacher and student models.

The distribution matching-based distillation methods can be viewed as behavior cloning on a decision-
making problem from the perspective of imitation learning [24, 14, 2]. Based on this concept, early
works based on the teacher-generated outputs [20] or a supervised dataset [30] can be viewed as an off-
policy approach. Recent works further incorporate an on-policy approach, training the student on its
self-generated outputs [24], using KL-based divergence [14, 2, 21] and total variation (TV) distance
[39]. Accordingly, such distribution matching-based methods face the sub-optimality problem. The
objective functions aimed at aligning the probability distributions between the teacher and student
models can be straightforward but cannot fully capture the goal of distilling language knowledge.
First, intuitively, the correct output for an input can vary, and thus behavior cloning cannot capture the
full knowledge of a teacher. Besides, there is no standardized definition for the quality of a generated
output given an input, which makes it difficult to define the objective of knowledge distillation. This
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Figure 1: The comparison between the distribution-matching-based distillation and the action-value
moment-matching distillation is outlined. 7y and 7, denote the student policy and the teacher policy,
respectively. For both on-policy (using student-generated outputs) and off-policy (using teacher-
generated outputs) perspectives, our approach optimizes moment-matching of action-value functions
(Q-functions) instead of minimizing the distribution distance measured by M = KL, RKL, TV, etc.

imposes a significant limitation on the generalization performance of the student model through
distillation.

To address the aforementioned issues, we employ a reinforcement learning (RL) formulation for
the auto-regressive text generation problem and utilize the definition of imitation gap to describe
the high-level goal of knowledge distillation. Additionally, we address the imitation gap for KD by
matching moments of the action-value function, which reflects the quality of token-level predictions
for the entire output. In addressing the action-value function, we adopt the approach of Swamy et
al. [33], considering a two-player minimax game between the language policy and the action-value
functions, aiming to minimize an upper bound of the moment-matching objective. For this purpose,
we introduce an adversarial training algorithm based on the policy gradient to jointly optimize the
on-/off-policy objectives. Figure 1 illustrates the overall approach.

Theoretically, we compare the moment-matching objective with other distribution-matching mea-
surements such as step-wise TV distance and analyze the convergence rate of our algorithm to
an e-accurate stationary point for optimization. Empirically, we evaluate our approach on both
the instruction-following dataset and three task-specific datasets for text summarization, machine
translation, and commonsense reasoning. Results demonstrate that the proposed adversarial moment-
matching approach effectively optimizes the moment-matching distance of the imitation gap and
outperforms state-of-the-art KD methods and a range of distribution-matching-based methods. The
code and implementation are released at https://github. com/jiachenwestlake/MMKD.

2 Related Work

Distillation of large language models. There has been an increasing interest in knowledge distillation
(KD) of auto-regressive LMs, especially concerning large language models (LLMs) [41, 42]. This
process effectively transfers elicited knowledge from teacher LLMs to smaller student models, aiming
to compress the large size of neural network parameters and make LL.Ms more efficient. Sequence-
level KD (SeqKD) [20] is a variation of supervised fine-tuning (SFT) in KD. It can be viewed as the
simplest method for distillation of black-box LLMs by fine-tuning the student model with teacher-
generated outputs. This method has been extensively used for LLMs and has achieved success [34, 6].
In contrast, distillation of white-box LLMs can make full use of internal information of the teacher
model, such as logits [30, 39] and hidden states [23], for distribution alignment, making it more
effective and efficient for KD. However, unlike previous work that explicitly clones the distribution
of teacher LLM:s into student models, this work learns an auxiliary ()-value function to guide KD.

Distillation via distribution matching. Most promising results in the distillation of white-box LLMs
are achieved by minimizing divergence between the probability distributions of the teacher model
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and student models. Kullback-Leibler (KL) divergence, reverse Kullback-Leibler (RKL) divergence,
and Jensen—Shannon (JS) divergence are three widely used KD objectives for auto-regressive LMs
[39, 14, 2, 21, 41]. Wen et al. [39] have shown the equivalent formulations of sequence-level KL,
RKL, JS divergences, and the step-wise terms. Additionally, they also present the strong performance
of step-wise total variation (TV) distance for KD, which can upper bound the sequence-level term.
As a result, most recent works focus on on-policy approaches for KD [2] and combine the real-
time-generated outputs by students (on-policy) with the real-time-generated outputs by teachers (or
from supervised datasets) (off-policy). Following this line, Gu et al. [14] further propose a policy
gradient-based method to address the high variance issues of RKL-based methods while Ko et al.
[21] propose a more efficient and effective method using a skew KL divergence loss and an adaptive
off-policy approach. We also focus on a combination of on-policy and off-policy objectives for
KD, but we introduce a more sophisticated moment-matching approach instead of directly using the
well-studied distribution-matching metrics such as KL, RKL, JS divergences, and TV distance.

Distillation via reinforcement learning. In a common formulation of RL in text generation [44, 26,
15], an auto-regressive model can be viewed as a language policy, making decisions on the next token
(action) based on the currently generated sequence (state). From this perspective, KD corresponds
to behavior cloning in imitation learning [20, 7, 14, 2]. For imitation learning in text generation,
early works such as SeqGAN [44] and TextGAIL [40] utilize a generative adversarial framework to
balance between the reward model, optimized by discriminating generated/real-word text, and the
language policy, optimized by policy gradient-based methods using the reward model. Existing work
on KD via imitation learning refers to ImitKD [24], which optimizes the student policy by learning
from demonstrations of the teacher model. RL-based distillation can also be especially relevant for
leveraging the feedback from the teacher to train student models [4, 9], in which teacher models
are used to generate the feedback data for training a reward model. We build our method upon an
RL-based imitation learning framework. However, unlike previous work [20, 14, 2], we propose an
adversarial moment-matching approach to enhance behavior cloning.

3 Method

3.1 Notations and Definitions

In this section, we consider the text generation task as a decision-making process and give a corre-
sponding reinforcement learning (RL) formulation.

Text generation. Given an input x, the auto-regressive generation task in our work aims to generate
a sequence of tokens as the output (y1, . .., yr), where y; comes from a vocabulary ). For simplicity,
we define y = (yo,y1,.-.,yr) as the full input-output sequence, where yo = x denotes the input.

The generator is modeled by a conditional probability distribution py(y|x) = 17— pe (y+1 lY<i),
where y ., denotes the prefix (yo,y1,...,%¢),t € {0,1,...,T —1}.

RL formulation. We model text generation as a finite-horizon, time-independent Markov de-
cision process. At each time step t € {0,...,7 — 1}, the policy 7y takes an action (t):
Y41 € V based on the current state (f): y., € Y, transits to the next state (f + 1):
Y<y11 € Y and receives a reward (): r(y<;, ye+1) by a reward function r : ) x V — R.
The policy corresponds to the generation model mg(ys11|Y<;) = po(yi+1|y<,). We focus on
a (conditional) trajectory {y1,Y<1,¥Y2;.--,Y<p_1,Yr} =: T ~ mglx which refers to a se-
quence of state-action pairs generated by given an initial state yg = @ ~ pg and then repeat-
edly sampling an action y;41 ~ 7o(-|y,) and obtain the next state Y, ; ~ T(|y<s ye+1)'
for T' time steps. In such case, the probability of a (conditional) trajectory is formally rep-
resented as p(7|z,m9) = I} ' T(y<yi1|y<i ver1)m0(yes1|y<,). We also define our value

function and @-value function as V™ (y<,) = E;, <ryly_, {Zg;tl thftr(ygtuyt/ﬂ) and

T-1_4/—
Q™ (Y<ysYtr1) = B ~moly oy [Zt,:t ~t 75r(ygt,, yturl)}, where v € (0,1) denotes the
discounting factor. We define the RL objective in our generation task to maximize the performance

J(We) = EwNmeTNﬂ'le {ZZ;} ’Ytr(ygtv yt+1)j| .

"In text generation, the state-transition is commonly assumed to be deterministic [44, 26], i.e.,
T(y§t+1‘y§t7yt+1) =1L



3.2 Knowledge Distillation as Moment-Matching Imitation Learning

Based on the RL formulation of auto-regressive generation, we can view the goal of knowledge
distillation at a high-level as to bridge the performance gap between the teacher policy and the student
policy.

Definition 1 (Imitation gap). We define the imitation gap between the teacher policy and student
policy as:

T—1 T—1
J(ms) = J(mp) = E lZVtT(y<t7yt+l)]_ E [Zwtr(y<t,yt+1)]7 (1)

T~ P T~ P
T T t=0 T~ |® t=0

From the perspective of imitation learning [33, 32], the objective of distillation from the teacher
policy 7, to the student policy 7y can be represented as to minimize the imitation gap of Eq. (1) w.r.t.
the parameters of student policy 6. A direct idea from Eq. (1) is to use moment matching over the
reward to optimize the imitation gap [33]. However, we actually care about the long-term reward,
at each time step, we should consider the accumulated reward in the future output rather than the
immediate reward to the fitness of previous tokens (prefix). To this end, we can alternatively use the
@-value function (def. in §3.1) for each timestep to represent the overall reward from the current
timestep to the last timestep. Similar to [33], we can apply the Performance Difference Lemma (PDL)
[18, 3, 33] to expand the imitation gap in Eq. (1) into either off-policy or on-policy expressions.

Proposition 1 (Off-policy bound of imitation gap [33]). Let F¢ denote the set of QQ-value functions
induced by sampling actions from gy, then we have:

J(my) = J(mp) < sup R lz—: o0& <f(ygt,yt+1) - E ) [f(’!&t»?ﬂ])] ?)

feEFg Zike y~1o(-|Y<s

T~y |®

=L (7g,f)

In the following sections, we will use L% (mq, f) to represent the off-policy moment-matching
objective of mitation learning for KD.

The off-policy moment-matching objective in Proposition 1 only requires a collected dataset of
teacher-generated trajectories to be evaluated and minimized.

Proposition 2 (On-policy bound of imitation gap [33]). Let F_ denote the set of Q-value functions
induced by sampling actions from m, then we have:

J(m) = J(mg) < sup  E livt< E [f(y<t,y)}—f(y<t,yt+1)>] 3)

fEFQ. Y~ (ly<y)

T~Tg |
6

=:Lo" (79, f)

In the following sections, we will use L% (mg, f) to represent the on-policy moment-matching
objective of an imitation learning for KD.

Proof. See Appendix A.l1 and Appendix A.2 for the complete derivations of Proposition 1 and
Proposition 2, respectively. O

It is notable from Proposition 2 that the on-policy moment-matching objective requires interactions
with the teacher to tell us what action they would take in any state visited by the student as well as
on-policy samples from the student’s current policy 7 ~ 7y |x.

In the remaining content of this section, we will explore the relationship between the moment-
matching objectives and the existing distribution-matching objectives [39]. At the beginning, we
draw a general formulation of the state-of-the-art methods for distillation of LLMs [39, 14, 2, 21] that
rely on distribution-matching between the student’s and teacher’s predictions, through minimizing
the step-wise probability distribution distance between the teacher policy and student policy.



Definition 2 (Generalized step-wise distribution distance). The off-policy and on-policy versions
are defined as follows,

T—1

i(rom) = B vamcyga,mcygt»] ; @
Tmy e [ =0
T—1

By(mom) = B [Z fﬁM<m<~|y<t>,m<~|y<t>>] , “
Tmgle | t=0

where M(-,-) denotes a distribution distance, consisting of total variation (TV) distance [39] and
Kullback-Leibler (KL)-based divergence [14, 2]. Detailed definitions for these distances refer to
Appendix A.3. For simplicity, we directly replace M with TV, KL, RKL, etc in the following sections.

It is notable from Wen et al. [39] that the sequence-level KL, RKL and JS divergences can be
equivalently represented as the step-wise terms, and the sequence-level TV distance can be upper
bounded by the step-wise terms, which can be actually implemented by algorithms. To make a
connection with the step-wise distribution distance (Definition 2), we use the following definition.

Definition 3 (Distribution-matching formulation of moment-matching objectives). Based on
Definition 2, we can re-formulate the off-policy and on-policy moment-matching (MM) objectives
(Proposition 1 and Proposition 2, respectively) via step-wise distribution-matching, which can be
defined as 3t (mg, m.) and d35\;(ma, . ) respectively, where the distance metric MM(-, -) can be
defined as follows,

n off(on off(on
MM {ﬂ-*('|y§t)77r9('|y§t)): E [ ot )(yguy)] - E [f* ( )(ygtay)} ;
Yy~ (Y <) y~7o(-1Y<y) )
Off-policy: T = argmax £°% (7, f);  On-policy: fo" = arg max £L°"(7g, f),
feEFq fEFqQ.

where L (19, f) and L™ (g, f) denote the off-policy and on-policy moment-matching objectives,
which are defined in Proposition 1 and Proposition 2, respectively.

Under Definition 3, we observe that the main difference between the moment-matching objectives

and other step-wise distribution distance, e.g., TV distance and KL-based divergences in formulation

comes from the optimal @Q-value function f, H(On), aiming to maximize the discrepancy of its expec-

tations based on 7. (-|y<;) v.s. mg(-|y<,) for each step t € {0,1,...,T — 1}. To look deeper, we
draw a connection between the moment-matching objectives and step-wise TV distance using the
following corollary.

Theorem 1 (Relationship between moment-matching objective and TV distance). Under a
constrain of uniform boundness on the class of QQ-value functions for off-/on-policy learning: Fg =
Fo. ={f : I flloo < 1}, the moment-matching objectives in Proposition 1 and Proposition 2 can be
upper-bounded by the step-wise TV distance, Formally, we have

J(me) — J(mg) < sup LM (mg, f) < 2d3% (g, m.); ©)
J(my) — J(mg) < sup  L%(mg, [) < 2d7x (7o, s ), (®)
Fillflleo <1

for the off-policy and on-policy perspectives, respectively.
Proof. See Appendix A.4 for the complete derivation. O

We can observe from Theorem 1 that minimizing the step-wise TV distance can achieve sub-
optimal results compared to optimizing the moment-matching objectives £ (g, f), L% (mg, f)
for off-policy and on-policy imitation learning, which are defined in Proposition 1 and Proposition
2, respectively. Thus, optimizing the moment-matching objectives can potentially achieve better
optimization results for imitation learning.



Algorithm 1: Adversarial training procedure

Input: Dataset Dg,, with inputs and ground-truth outputs
Teacher policy 7.; Student policy mg with initial parameters 6 pretrained on Dy, ; Off-policy QQ-value
function fy, and on-policy @-value function fy, with initial parameters ¢ and ¢, respectively;
Step sizes K (outer), IV (inner); Learning rate n); Controlling factor c; Off-/on-policy combination factor 3
Output: The optimized student policy g,
fork=0,1,2,..., K —1do
forn=0,1,2,...,N —1do
Sample an input @ ~ D, and generate an trajectory 7°% ~ 7, |z

b1 ¢1 + afnV e, LoD 04, f4,) > maximize £°% (g, , f4,) in Eq. (9)

Sample an input & ~ D, and generate an trajectory 7°" ~ mg|x

¢2 < ¢2 + a(l = B)nV e, L7(T, Ok, f5,) > maximize L7 (7o, , fo,) in Eq. (9)
end

Sample an input 5, ~ D and generate trajectories 757 ~ 7. |@y and T2 ~ mp| x4
Orr = O —n (=BG (707, 00) + (1 = B)G"(7",04) ) ©> minimize £(ma, S, fou) in Eq. (9)

end

3.3 Adversarial Training Algorithm

Optimization objective. As shown in previous work [14, 2, 21] incorporating both the off-policy
and on-policy distillation benefits effectiveness and efficiency. We thus consider a training objective
to jointly minimize the off-policy moment-matching objective in Proposition 1 and the on-policy
moment-matching objective in Proposition 2. Both the off-/on-policy objectives can be optimized
by viewing the learning procedure as solving a game. More specifically, we consider a two-player
minimax game between the student policy and the ()-value functions. To this end, we initialize
two small networks of a single-layer MLP to estimate the off-/on-policy -value functions, respec-
tively. For example in a causal/seq-to-seq LM, the ()-value estimate module can be represented as

for (W<try) = (h7° + VoMY TyofOn) for any action token y € V. This estimates the Q-value
function by taking the current ¢ € {0,1,...,7 — 1} hidden step of a policy network h}* € R¥ (for

next token prediction) to combine with the feature vector of the token vgﬂ(on) € R with a linear

transformation by wzﬁ(on) € R¥ for off(on)-policy learning. Here, H represents the hidden size

and the additional parameter cost is O(H |V|) for Q-value estimation. Finally, combining off- and
on-policy objectives with a factor 8 € (0, 1), the optimization problem can be represented as follows,

: off . on
min max SL (79, fo.) + (1~ BIL™ (7o, fo), ©)
::‘C(Wﬁaf(b]vf(Pz)

where L(mg, fs,, f4,) represents the overall training objective. To minimize the objective w.r.t the
policy parameters 6, we use a policy gradient approach and derive the policy gradient in Appendix
A5, formally represented as follows,

VL(r9. forofor) = B [—5 E G0+ (1-8) E [GM(,0)]

TP T | T/~ |

T-1
st. G0 =>4 E  [Viegma(yly<)fo, W< y)]; (10)

—0 y"‘ﬂ'@("ygt)
1

N o~

Gon(r',0) = > A'Viogmo(Yp 1 1Y) Qr,, (s Vi),
t=0

where Q foy o Y xV — R denotes the empirical ()-value defined in Eq. (21). Besides, we use

stochastic gradient ascent (SGA) to maximize the objective of L£(7g, fo,, f4,) W.L.t. parameters of
the on-policy )-value function ¢; and parameters of the off-policy ()-value function ¢o.

Training procedure. The goal is to achieve an equilibrium between minimizing the objective w.r.t.
the parameters of student policy § € © and maximizing the objective w.r.t. the parameters of on-policy
and off-policy ()-value functions ¢1, ¢o € @, formally defined as ming maxg, 4, L(mg, f,, fo,)



(Eq. (9)). To this end, we use an adversarial training strategy in Algorithm 1, by starting from
a student model fine-tuned on a dataset Dg,,. In the training algorithm, we iteratively maximize
the objective w.r.t. the parameters of (-value functions f4, , f4, and simultaneously minimize the
objective w.r.t. the parameters of student policy 7y. In each iteration of policy updating, we first
perform N steps of stochastic gradient ascent (SGA) w.r.t. the parameters of ()-value functions
@1, ¢2. Then, the parameters of student policy € are updated by stochastic gradient descent (SGD)
with the estimated policy gradient with sampling policy gradients.

3.4 Convergence Analysis

We further provide a convergence analysis for the algorithm proposed in §3.3. To deal with the
challenges of non-convexity by certain reward structures, the algorithm is expected to obtain an
e-accurate stationary point of the policy parameters 6, € O, satisfying that E[||VL(6,)]|?] < e. We
focus on policy optimization and directly use the optimized off-/on-policy )-value functions in
each outer-loop iteration k € {0,1,..., K — 1}. We denote ¢1(0y) = argmax,, L% (7o, for)s
$2(0x) = argmaxy, L°%(7p,, f,) as the inner-loop optimized functions and use L(0)) :=
L(7o,,, for(0:)5 [o(0,)) (def. in Eq. (9)) for simplicity in this section. We start with the following
standard assumption [45].

Assumption 1. Suppose that the optimized Q-value functions and the parameterized policy Ty satisfy
the following conditions:

(i) The uniformly boundness of offfon-policy Q-value functions optimized by Algorithm 1, i.e.,
||fd>1 ”007 Hf¢2 ||oo <1

(ii) The B-Lipschitzness and the L-smoothness of the parameterized policy, i.e., for any state-
action pair (Y, ys+1) € Y x V at any time step t € {0,1,...,T — 1},

[V log mo(ye+1ly<;)|| < B, forany 6 € ©, (11)
IV1og mo, (yi+1ly<i) — Viog mo, (yetay <)l < Ll|Or — O], for any 61,0, € © (12)

Theorem 2 (Convergence rate of Algorithm 1 to stationary points). Ler {0y }1<k<x be the
sequence of parameters of the policy mg, given by Algorithm 1. Let the learning rate n =

2 1—+T

B\ =KLz Under Assumption 1, we have

. .
,min E[[VL@)]?] <0 (

1
— 13
VK ) (4
Proof. See Appendix A.6 for the complete derivation. O

Theorem 2 illustrates that the output gradient norm square by Algorithm 1 can converge to a
neighborhood around zero with the rate of 1/+/K. Furthermore, leveraging a sufficient number of
training iterations O(e~2), Algorithm 1 can obtain an e-accurate stationary point. This leads to the
following corollary on the computational complexity of the training procedure.

Corollary 1 (Computational complexity of Algorithm 1). We formalize the policy as a softmax
function 7g with a linear transformation: softmax(0y.,) for any y., € R, where € R VIxH
and H denotes the hidden size. Then, to obtain an e-accurate stationary point by Algorithm 1, the
complexity of gradient computation is O(e 2T |V|H(N + T + |V))).

Proof. See Appendix A.7 for the complete derivation. O

Corollary 1 shows that Algorithm 1 has a polynomial computational complexity w.r.t e=2, N, |V|, H

and T, to obtain an e-accurate stationary point for optimizing the training objective in Eq. (9).

4 Experiments

We consider task-agnostic instruction-following experiments and task-specific experiments, including
text summarization, machine translation, and commonsense reasoning. We compare our approach



Table 1: Comparison with state-of-the-art KD methods on the instruction-following dataset using
fine-tuned OpenL.LaMA-7B as the teacher and fine-tuned OpenLLaMA-3B as the student. We format
the best, the second best and worse than SFT results. The results based on GPT-2 are available in
Appendix C.1.

M DollyEval SelfInst VicunaEval S-NI UnNI
ethod

GPT4 R-L GPT-4 R-L GPT-4 R-L R-L R-L
0penLLaMA2-7B (teacher) 58.8i1_2 32'5i0.4 56~7i0.8 2].6i0_2 46-2i0.6 22‘6i0_5 36.3i0_5 38.5i0_2
SFT (student) 46.8.107 267106 408111 163107 348108 173102 304104 286403
KD [16] 439408 224404 435105 174105 337103 164102 293106 234103
SCqKD [20] 50~2i0,6 2()-2i0.4 468i03 15.8i0.5 38.8i142 18-0i0.6 2()-7i0.3 27.8i0‘1
ImitKD [24] 537416 253103 45.0x07 184404 417412 191402 331107 287105
MiniLLM [14] 5874112 284i03 518+15 202106 442411 207405 374104 375102
GKD [2] 57.6+10 27.5t03 524112 209i03 455108 193105 368106 34.8103
DistiLLM [21] 592410 295402 534410 208407 463409 204103 372401 382401
Ours 59-8i0,8 30-7i0.4 54-2i1.2 21°7i0.5 47.8i0,7 21-4i0.4 38.7i0_4 39~1i0.3

with various KD baselines, including: SFT, which fine-tunes the student model on the supervised
dataset Dy, ; KD [16], which uses KL divergence on the supervised dataset Dg,; SeqKD [20],
which applies SFT to the student model with teacher-generated outputs; ImitKD [24], which uses
KL divergence on the student-generated outputs; MiniLLM [14], which uses RKL divergence with a
policy gradient method; GKD [2], which uses JS divergence with an on-policy method; and DistiLLM
[21], which uses an adaptive training method for off-policy optimization of a skew KL divergence.
Additionally, we focus on step-wise distance optimization for KD and compare it with a range of
well-known methods, including KL divergence, RKL divergence, JS divergence, and TV distance, as
discussed by Wen et al. [39]. All the reported results are the average across three random seeds.

4.1 Task-Agnostic Distillation

Experimental Setup. We follow the previous works [14, 21] for the implementation of the instruction-
following experiment, aiming to evaluate the distilled model’s ability to handle diverse tasks presented
in the form of instructions. We construct the training data from databricks-dolly-15k [8], where
we randomly select 15K samples for training and equally split 500 samples for validation and
testing. We evaluate the trained model on five instruction-following datasets: DollyEval, SelfInst [36],
VicunaEval [6], S-NI [37], and UnNI [17]. Following the previous works [14, 21], we also add the
OpenWebText [13] corpus, consisting of long-document plain text, for joint training with a language
modeling task. This has been shown to effectively improve the performance of instruction tuning
[14]. The evaluation metrics include ROUGE-L [25] and GPT-4 feedback with the same prompts as
in [21]. More details on experimental setup refer to Appendix B.

Main results. Table 1 illustrates the instruction-following performances. Compared with the
SFT baseline, which indicates the student model without KD, KD and SeqKD hardly improve the
performances. This indicates that using only supervised datasets or teacher-generated outputs does
not benefit the KD of large language models. In contrast, utilizing the student-generated outputs
with KL divergence [2], RKL divergence [14], and JS divergence [2] shows effectiveness for KD
in the instruction-following task. State-of-the-art methods [14, 2, 21] tend to combine the student-
generated outputs with the teacher-generated output or supervised dataset to further improve the
results of KD. This shows that a mixture optimization of both on-policy and off-policy objectives
can effectively improve the KD performance of large language models on the instruction-following
task. In particular, we use an adversarial moment-matching method and optimize both on-policy and
off-policy objectives for KD, thus achieving the best results on five test datasets with both GPT-4
feedback and ROUGE-L evaluations.

4.2 Task-Specific Distillation

Experimental Setup. We evaluated the KD models on three tasks consisting of text summarization,
machine translation, and reasoning. For the text summarization task, we follow Ko et al. [21] to
conduct experiments on the SAMSum [12] dataset. For the machine translation tasks, we follow Ko et
al. [21] to conduct experiments on the IWSLT’17 (en-de) [5] dataset. For the commonsense reasoning
task, we conduct experiments on the StrategyQA dataset [11] with chain-of-thought augmentations



Table 2: Comparison with the state-of-the-art KD methods on text summarization, machine translation
and commonsense reasoning datasets. We report the ROUGE-L, BLEU and accuracy for SAMSum,
IWSLT’17 (en-de) and StrategyQA, respectively. We format the best, the second best and worse
than SFT results.

Method SAMSum IWSLT’ 17 (en-de) StrategyQA

T5-Small T5-Base T5-Large T5-Small T5-Base T5-Large T5-Small T5-Base T5-Large
T5-XL (teacher) 52.540.4 352402 64.5.08
SFT (student) 40.6400 473403 498400 215101 30.1400 337401 524405 5754108 60.7408
KD [16] 392404 46.5103 474103 217101 298402 317101 497403 553101 592403
SeqKD [20] 397103 477105 493104 212403 292102 329405 50.6407 575411 61.5108
ImitKD [24] 418103 48.6407 512405 222403 287106 341102 538108 597105 617106
GKD [2] 42.1 +0.3 48.210.5 51 .7i0_4 227.710.2 Mi[).l 34-7i0.2 55.6i0_4 60.3i0_5 63.6i0_3
DistiLLM [21] =~ 42.6102 494106 52104 225101 308i02 355401 563403 612407 62.8402
Ours 43.7104 504103 527103 237100 324403 360102 582404 629:03 653i07

[38]. For all of the task-specific experiments, we use T5-XL [29] as the teacher model and T5-Large/-
Base/-Small as the student model. For the machine translation experiments, we employ a multilingual
pretrained model, mT5 [43], to build the methods. For evaluation, we use ROUGE-L [25], BLEU
[27], and accuracy as the performance metrics on SAMSum, IWSLT 17 (en-de), and StrategyQA,
respectively. More details about the experimental setup refer to Appendix B.

Main results. Table 2 displays the performances on three task-specific datasets. Since the original
work of MiniLLM [14] does not consider these tasks, we thus do not make comparisons with
MiniLLM. The performance trend is similar to the instruct-following results, revealing that KD of
large language models for specific tasks also benefits from the combination of on-policy objectives
with student-generated outputs and off-policy objectives with teacher-generated outputs or supervised
datasets. Additionally, we observe that student models of different sizes all benefit from the KD
methods to improve performance. Overall, our approach achieves the best results on all three
task-specific datasets for student models of different sizes. This demonstrates the effectiveness
of an adversarial moment-matching approach for KD of large language models on specific tasks.

4.3 Analysis on Step-Wise
Distance Optimization

ROUGE-L.

Comparison with distribution
matching. We make compar-
isons with different step-wise dis-
tribution distances with a uni-
form formulation of Definition
2, considering the on-policy, off-
policy objectives as well as the
joint form. Results on four tasks
with a default combination fac-
tor # = 0.5 are shown in Fig-
ure 2. More instruct-following
results are available in Appendix
C.2 and results with different val-
ues of off-/on-policy combina-
tion factor are available in Ap-
pendix C.5. Compared with the
KL divergence, RKL divergence,
JS divergence and total variation
distance, the proposed moment-matching distance achieves the best results under both the on-policy
and off-policy training objectives, which shows that the proposed moment-matching approach is
effective for KD of large language models. Besides, we observe that using a joint objective of both
on-policy and off-policy can further significantly improve the performances. This shows that both
on-policy and off-policy moment-matching objectives contribute to the minimization of the imitation
gap and can thus benefit the KD of large language models.

BLEU

KL RKL 15 v ours

(c) IWSLT’17 (en-de). (d) StrategyQA.

Figure 2: Performance of difference step-wise distribution dis-
tances.
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Figure 3: Adversarial training procedure for optimizing the on-policy and off-policy moment-
matching distances dg¥,;, dgth; on the instruction-following dataset.

Adpversarial training procedure. We present the training loss and moment-matching distance against
the adversarial training steps. As depicted in Figure 3 (a), the training loss initially increases within
the first 0-1,000 steps, indicating that initially, the @)-value functions are stronger than the policy in
maximizing the loss function £(7g, fe,, fs,) in Eq. (9). Concurrently, the policy gradient method
contributes to minimizing the training loss, which eventually converges to a much lower stable value.
Additionally, both the on-policy and off-policy moment-matching distances dg¥,; and d$f; decrease
and eventually reach a low value with only minor fluctuations. For more results and details on
experimental setups, please refer to Appendix C.3.

Moment-matching distance optimization. We further illustrate the on-policy moment-matching
distance d3t,; and the off-policy moment-matching distance d3, (defined in Definition 3) optimized
by different step-wise distances in Figure 3 (b) and (c), respectively. Interestingly, we observe that
the total variation (TV) distance obtains the second-best results on average for both on-policy and
off-policy distances. This finding suggests a similarity between the formulations of TV distance
and moment-matching distances to some extent, as supported by the theoretical result of Theorem
1. Across all instruction-following test sets, our approach effectively optimizes both on-policy and
off-policy moment-matching distances more than other step-wise distribution distances used in KD,
including KL divergence, RKL divergence, JS divergence, and TV distance. This observation also
underscores the effectiveness of our policy gradient methods. Extensive results on the task-specific
datasets are available in Appendix C.4.

5 Conclusion

In this work, we investigated a moment-matching approach for knowledge distillation of large
language models. Specifically, we formulated knowledge distillation from a perspective of imitation
learning and derived both on-policy and off-policy bounds for the imitation gap between the teacher
model and student model via moment-matching distance. Additionally, we proposed an adversarial
training algorithm to simultaneously estimate and minimize the joint objective of on-policy and
off-policy moment-matching distances. In experiments, we evaluated the proposed algorithm on
four instruction-following datasets and three task-specific datasets, comparing it with a range of
state-of-the-art KD methods as well as four well-studied step-wise distribution distances for KD of
auto-regressive models. Results demonstrate that our approach can effectively leverage the policy
gradient method to optimize the moment-matching distance and achieve the best results across all
datasets.

Limitations and future work. The proposed adversarial training algorithm requires additional
computational steps for the inner-loop gradient ascent, which may result in increased time complexity.
Moreover, the proposed approach necessitates auxiliary networks to build the ()-value functions,
which may incur additional memory costs. Besides, the experiments are conducted with limited LLM
architectures, such as OpenLLaMA and T5. Therefore, in future work, we aim to enhance the time
and memory efficiency of our approach, and evaluate the proposed approach on a wider range of
architectures.
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A  Proofs

A.1 Proof of Proposition 1

Proof. Similar to the proof of Performance Difference Lemma (PDL) [18, 3, 33], we have
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where (¢) follows from Bellman equation and noting that the transition probability 7'(-|y <, y¢+1) is
deterministic in an auto-regressive text generation problem. This completes the proof.

A.2 Proof of Proposition 2

Proof. Similar to the proof of Proposition 1, we have
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which completes the proof of Proposition 2. O

A.3 Existing Step-Wise Distribution Distance for Distillation

Definition 4 (Step-wise distribution distances for distillation [39]). Following Wen et al. [39], we
define four groups of well-studied probability distribution distances as follows,

 Total variation (TV) distance. The token-level TV distance between the probabilities of
teacher policy 7, and student policy Ty given the current state y ., can be defined by the
Lo-norm as follows, B

1
TV(7T9('|y§t),7r*(~|y§t)) 5:5 Z |7T*(y‘y§t) - 7"9(y|y§t)| (14)
yeV

* Kullback-Leibler (KL) divergence. The token-level KL divergence between the probabili-

ties of teacher policy T, and student policy Ty given the current state y ., can be defined as
follows, B

7T*(?J|y§t)

15
7T9(?J|ygt) ()

KL (7o (ly<i)s 7 (1y<i) = Y m(yly<,) log
yey

* Reverse Kullback-Leibler (RKL) divergence. The token-level RKL divergence be-
tween the probabilities of teacher policy ., and student policy wy given the current state
boldsymboly<; can be defined as follows,

7T9(y|y§t)

16
W*(y‘ygt) (10

RKL(mo (- |y <), T (1y<i)) = D 7o (yly<,) log
yeVy

* Jenson-Shannon (JS) divergence. The token-level JS divergence between the probabilities
of teacher policy ., and student policy g given the current state boldsymboly<; can be
defined based on the KL divergence and RKL divergence as follows,

1 T + Tx
IS(mo(-ly <o), me (1Y <i) =5 KL, =

770"_71—*

)+ %RKL(W@, ) (17)

A.4 Proof of Theorem 1

Proof. We first derive an upper bound for the on-policy moment-matching objective of Eq. (3). Set
Fo. ={f : |Ifllcc <1}, and by the definition of L(mg, f) in Eq. (3), we have
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where (4) follows from Jensen’s inequality, (¢7) follows from [31] and (#i7) follows from the definition
of TV distance.

Similarly, we can bound the off-policy version of Eq. (2) as follows,
sup B [£(mp, f)] < E ZV > e ly<) —mo(yly<,)|

Fillfle<1 2000, R A s Sy

= 2d3%, (g, 7.) (Def. 4),
which completes the proof of Theorem 1. O
A.5 Derivation of Policy Gradient in Eq. (10)
Based on the definition of training objective in Eq. (9), we have
VL(7o, fos f52) = BVLY (70, fp,) + (1= B)VL (g, f4,) (18)
Based on the definition of £°% (g, f4, ) in Eq. (2), we have
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where (4) follows from a standard derivation of gradient policy (c.f. [22]). For simplicity, set
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as the empirical )-value given any draw of trajectory T ~ 7|y, = @, & ~ p, in Eq. (20).
Coming back to Eq. (18) and combining with Eq. (19) and Eq. (20), we have
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Then, using the law of iterated expectations, we obtain the final formulation of policy gradient,
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which completes the derivation of policy gradient in Eq. (10).

A.6 Proof of Theorem 2

Lemma 1. Ler VL(0) = —3G°T(7,0) + (1 — B)G°™(7',0) denote the empirical policy gradient
given any trajectories & ~ pg,T ~ T |x, ' ~ mg|x, where L(0) := L(mg, f4,, fo,) (def. in Eq.
(9)) denote the objective w.rt. the policy parameters 0 given any off-/on-policy Q-value functions fy,
and fy,. Then, under Assumption 1, we have ||VL(0)|| < B with

B(1—-~")B L2-p)0- 7")?B
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Proof. By triangle inequality, we have for any @ ~ pg, T ~ . |x, 7" ~ 9|,

IvL©)] < 860+ 1 - B)||g " 0)| 22)

By the formulation of off-policy gradient |G (7, 6)|| in Eq. (10) under the condition of optimized
off-policy Q-value functions fs, by Algorithm 1, we have

|

By Jensen’s inequality, we have

By Assumption 1, we have

T—1
Y B [Viegmoyly<)fo (y<i )] H

t=0 yNﬂ'B("ygt)

QOH(T,Q)H::

T—1
GOH(T,G)“Sth E  [[|[Viegmo(yly<)| |fo (W<s,v)]]
t=0

yNﬂ”ﬂ('lygt)

5off = B(l_FyT)
e <nS - T2

(23)

Similarly, we can bound the on-policy gradient [|G" (7, 8)|| by Jensen’s inequality as follows,

Based on the definition of Q Fon (yét, yt+1) in BEq. (21) and by Jensen’s inequality, we have

T-1
Sy < E  [fo:(y<env)] = fou (yét”yt/+1)>|

pro y~me (ly <o)

T—1
QO“(TC‘DH <> A Viogmo(yeraly<,)| ‘Qf@ (ygt,ym)‘
t=0

‘Qf¢2 (ygtayt+1)‘ =

T—1
< Z At ( gEI ) [|f¢2(y§t/7y)‘] + |f¢2(y§t/7yt’+1)|>
YT - ygt/

t'=t

A T-1 T-1 2(1 — T
Qf,, (ygt,yt+1)‘ <2y AT <2) 4 = T
t'=t /=0

Then, by Assumption 1 (i) that || f,|lcc < 1, we have
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Thus, we have

21-+")°B
(1 =)

Coming back to the bound of \Wﬁ(Q) || in Eq. (22), we combine it with Eq. (23) and Eq. (24). Then,
we have

g (r',0)| < (24)

_B0-4T)B 20 -8)(1—1")B
- 1y (1—7)? ’
B

VL@l

which completes the proof of Lemma 1. O

Lemma 2. Under Assumption 1, the objective function L(0) is L -smooth such that for any 0,6’ € ©,
1
L(0) < L(6) + (VL(0'),6 —0') + S Lel6 - 6']]%,
with the constant

L.=p

(1-2")(B*+1I) 2(1—4")* (yB?
1—v FO=AT iy <1—7+L>

Proof. Under the definition of policy gradient in Eq. (10), for any #;, 05 € ©, we have
IVL(01) = VL(B:)l
E |: - B E [QOH (T7 91) - GOH (T7 02):|

T~Pa T |

+(1-5) <]E71~7r91m [gon(ﬁa 91)} = Eryro, e [GOH(TQ’ 92)]) } H

Then, by Jensen’s inequality and triangle inequality, we have
IVL(1) — VL(b:)]|

< E [ﬁ E || (r,01) — G (r,6.)|

TPy T |
I (25)
ETlN”fh |z {ngn (7'1, 91)] - ]E72~7792 | [QOH(TQ, 92)} H }

I

+a—m\

Based on the definition of off-policy gradient in Eq. (10) and using Jensen’s inequality, we have for
any & ~ pg, T ~ T.|T,

1 = |G (r.01) = G (r. )|
T—1
DA B [Viegm, Wly<) fo, (<)) B [Viegme, (yly<i)fo, (Y<s:)]
i—o ||[y~mer Cly<e) y~mey (ly<e
(26)
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Then, by triangle inequality, we have for any ¢t € {0,1,...,T — 1},

E  [Viegms, Wly<i)fo,(y<i,¥)]— E [Vlogﬂez(ylyq)fm(yq,y)]H

y~moy (ly<e y~To, (|Y<y

=" [mo, (Wly <) V1og mo, (yly <) fo, (Wsry) — 7o, WY <,)V Iog mo, (Y|y<i) o, (W< v)]
yey

< Z ‘f¢1 (ygtvy)’ |:’7T91 (y|y§t) — T, (y|ygt)‘”V10g o, (ylygt)H
yey

+ o, (Yly<,)||V 1og mo, (y|ly<,) — V log 7, (y|y<t){|}
27)

By Taylor expansion of 74(y|y<,), we have that for any ¢ € {0, 1,...,T — 1},

7m0, Wly<i) — ma, (Wly<,)| = (01 — 02) TV log m5(yly< )75 (yly<,)

<[161 — 02|[|V log w4 (yly <) || 75 (yly <,)
<[|0y = 2| - B - 75(y|y<¢)s

where @ is a vector lying between 6, and 6, i.e., there exists some A € [0,1] such that 0 =
A1 + (1 — A)B2. Then, combining with Eq. (27), yields

E [V 10g7r91 (y‘ygt)fqﬁl (y§t7y)]_ E [v 10g71'92 (y|y§t)f¢1 (y§t7y)}
ywﬂﬂl("ygt) ywﬂﬁz("ygt
2 [B%g(myq)nal 0 + s (uly <) L1101 92@
yey

=(B*+ L)[[r - 62

Then, combining with Eq. (26) yields

A A T-1 (1

G (7,01) — G(r, 02) | < (B2 + L1620 3" " <
t=0

-11)(B*+ 1)
1—

11:‘

161 — 62|
(28)
In addition, we can first bound /> using Jensen’s inequality and triangle inequality,

_[2 == ‘ ]ETlNﬂ'gl |m |:QOI1(T17 91):| - ]ETQNTFQZ‘Z [QOH(TQ, 92):|

t—1

I 7o (w1l <) Viog o, (yer1ly<i)
t'=0

T—1
<> 105 weow)

t=0
t—1

— T 7o (wers1ly <o) Viog o, (ers1ly<p) | dy <y - - dy<,dys - -~ dy,
t’'=0

2(1—+")
1—y

By triangle inequality and the boundess of |Q oy Y<tr Y1) < , we further have,

2(1 —~7) T‘l/ (
Ih <———— Y
t—1

+ H oy (yt’+1|y§t’)||V1Og o, (Ytr+1 ‘ygt') — Vlog o, (yt’+1|y§t')||> dy<y - dy<,dy: - - dy;
/=0
(29)

t—1

t—1
H o, (yt’+1|y§t’) - H TH, (yt’+1|y§t’) |V log m, (yt'+1|ygt/)||
/=0 /=0
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By Taylor expansion of Hz;lo 7o (Yer111Y<y), we have

t—1 t—1
H To, (Y +1lYy<p) — H o, (Yo +1|Y<p)
t'=0 t'=0
t—1 t—1
=]<91 0TS Vmsenlyer)  [] moe i lye)
=0 ' =0,t" £t/

t—1 t—1
<61 = 02] Y IV Iog my(yeraly <o) || TT mo(wer1ly<en)
t'=0 t""=0
t—1
<||6y — o] -t- B - H (Y1 1lY<irr),

t=0

where  denotes a vector lying between 67 and 65, i.e., there exists some A such that 0= M1+ (1 —
A)fs. Coming back to the boundness of I5 in Eq. (29), we have

9 1—’YT T—1 t—1 t—1
I S(l,y) Z /7t B H T (Y ly <) + L H Toy (Y +1Y<p) | 100 — O2lldy<q - - dy<odyy - - - dy,
t=0 =0 t'=0
2(1-17) = 4/ 2 2(1 —4")? [ 4B
=—— ) Y (Bt+L)||61 — 02 < + L) |61 — 6],
= ; ( Nor = boll < =53~ { 7= + L) 161~ 62

(30)

where the last inequality follows from the fact that

T-1
N TP+ (T =1y v =Ty + (T =1y y(1-97)
par (1=9) - (1-7)? (1=9)

Then, combining Eq. (25) with the boundness of I; in Eq. (28) and the boundness of I, in Eq. (30),
we obtain the final bound of

IVL(01) — VL(b:)]|

(1—~")(B*+1L) 2(1 —47)? [ vB?
S(B T +(1-5) 1= )2 (1_7+L)>||91—02| 31)

L.

Next, we have for any 0,60 € O,
L(0) — L(0') — (VL(O'),0 —0")
<|L(0) — L£(0") — (VL(O'),0 —0')

< / (VLO +t(0—0)),0—0)dt — (VLEO),0— )
(0.1)

< / VL@ + 10— 0')) — L@)[0 — 0')|dt
(0,1)

Then, by Eq. (31) and set §; = 6’ + ¢(0 — 0') and 0 = ¢, we have

L(0) — L(0') — (VL®©),0—0)

1
s/ Lell— ¢Ptdt = ~Lello — 6|2,
(0,1) 2

which completes the proof of Lemma 2.
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We prove Theorem 2 as follows.

Proof of Theorem 2. Let 0;, 0,41, t € {0,1,...,T — 1} be adjacent parameters of policy my,,
7p,., given by Algorithm 1. Then, using Lemma 2 by setting 6§ = 011,60’ = 0 for any k €
{0,1,..., K — 1}, we have

L7015 Fo10011)0 So2(0041))

1
SL(Tos fou@0)s fo200)) + (VL(Tors fou(00): Foa(01)): Okt = Ok) + 5 Ll Orr — Or ||

Following from the updating rule 01 = 0 — n@ﬁ(&k) and Lemma 1, we have
163+1 — Okl = 0l VL) < 0B
Then, we have
L(mo, 1 Jér(0r41)s f<¢>2(9k+1))

- 1
SL(Toxs for (00> foa0x)) — (VL(Tow, for (04)> S (00)), MV L(OR)) + 5772B%LL
We introduce a probability measure space (2, F, P) and then 0y, : Q@ — O, k € {0,1,..., K — 1}
can be viewed as a random variable on it. Let {o(6x)}o<k<x—1 denote a sequence of increasing
sigma-algebras such that o(6y) C o(01) C ---0(0k—1) C F, we define the conditional expectation
E[VL(Ok) | o(6k)] as
E[VL(k) | 0(04)] =Exnpy | —=BErmn. 26 (7,600) + (1 = B)Ersnm,, 126" (7', 6r)
=VL(Toy, [o1(01)s foa(61))s

where the second equality follows from the unbiased estimation property in Eq. (10). Then, taking
the conditional expectation, we have

]E[E(Twwd ) f¢1(9k+1)7 f¢2(9k+1))|0(0k)]

1
<SL(mo,,s For(00)s fontor)) — MIVL(To,, For o) Foaton)) 1P+ 57723%%

Taking total expectation, rearranging the terms and making average on k € {0, 1,...
have

, K — 1}, we

1

K—-1

- Z ]E |V‘C 7T9k’f¢1 0r)> f¢2 Gk))” ]

k=0

K—-1

Z ]E[‘C(Tr(gkaf¢1(9k)7f¢2(9k))] - ]E[‘C(TrakJrUf¢1(9k+1)7f¢2(9k+1))]) +
k=0

1
(‘C(ﬂ—eo y f¢1(90)7 f¢2(90)) - E[E(WGK ; f¢1(9K)7 f¢2(9K))]) + 5773?:L£

N

1
< 5”B%LL

3 33
N‘“ N‘H

[N
—~
—_
[
=2
=

1
+ §WB%L£

\
3
=
|
2
=

Letn = ’/(ll'yﬁ and denote L(0x) = L(7o,, f4,(0,)> f2(0,)) for simpilicity for any k €
{0,1,... ,K — 1}, then we have

K-—1
. (1-9")Le /1
< = _
Jomin E [[[VL(0:)]?] kzo]E VL)% < 2B A=K =0 (/%] 62

N\H

21



A.7 Proof of Corollary 1

(A—T)L,

K < ¢, then we have

Proof. Let the convergence rate in Eq. (32) satisfy that 28,
401 —~7)B3L,
1=me

which indicates that when the iteration number of policy updating satisfies K := O(e~?), it can
reach an e-accurate stationary point to optimize the objective in Eq. (9), such that

K>

. B o [2] <
031?%11%4 “'Vﬁ( k)l ] €
For simplicity, we define the policy as a softmax function with a linear transformation of y <t € RH

with @ € RIVIXH  Formally, for any trajectory 7 and any timestep ¢ € {0,1,...,T — 1}, we have
the probability of any y € V,

eXP(‘gyygt)

(33)
y'ev eXP(Gy'ygt)

W@(y|ygt) = D

In the following, we will analyze the computational complexity in each policy updating iteration. First,
we find that each inner-loop step of ()-value function updating has a gradient computation complexity
of O(T|V|H) given the linear formulation of ()-value functions. Accordingly, N inner-loop steps
in each policy updating iteration have a computational complexity of O(NT|V|H). Second, for
policy gradient computation, since computational complexity of V log mg(y|y <) is O(|]V|H), the
computation complexity of policy gradient computation is O(T'|V|H (T + [V|)). Overall, the total
gradient computational complexity is O(e 2T |V|H(N + T + |V|)), which completes the proof of
Corollary 1.

O

B Experimental Setup

We use NVIDIA A40 GPUs with 40GB RAM to conduct all the experiments.

B.1 Instruction-Following Experiments

Base models. We conduct experiments on both GPT-2 [28] and OpenLLLaMA [10]. For the GPT-2
experiments, we use GPT-2 XL? with 1.5B parameters to construct the teacher policy and GPT-23
with 117M parameters to construct the student policy. For the OpenLLaMA experiments, we use
OpenLLaMA-7B* with 6.7B parameters to construct the teacher policy and OpenLLaMA-3B> with
2.7B parameters to construct the student model.

Training details. We fine-tune the OpenLLaMA-7B teacher model and the OpenL.LaMA-3B student
models on the corresponding supervised dataset with 10,000 steps. The GPT-2 teacher and student
models use the fine-tuned checkpoints by Gu et al. [14]. For the implementation of compared
baselines, we use the code by Ko et al. [21] and re-run the results. The optimization protocol for KD
training largely follows the previous work [14, 21]. In particular, we search for the learning rates
among a finite set for each experiment to obtain the best result. The batch size for each experiments
is seleted to make full use of the 40GB RAM of an A40 GPU. To handle the adversarial training, we
choose the number of adversarial steps K = 5 and the adversarial control factor o = 0.1 based on
the development experiments. We use a default off-/on-policy combination factor 8 = 0.5 for main
experiments while exploring other values for analysis. The hyperparameters for training are listed in
Table 3.

’https://huggingface.co/openai- community/gpt2-x1
Shttps://huggingface.co/openai- community/gpt2
*https://huggingface.co/openlm-research/open_llama_7b
https://huggingface.co/openlm-research/open_llama_7b
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https://huggingface.co/openai-community/gpt2
https://huggingface.co/openlm-research/open_llama_7b
https://huggingface.co/openlm-research/open_llama_7b

Table 3: Hyperparameters for instruction-following experiments.

Hyperparameter GPT-2 OpenLLaMA
Max. Step Size (K) 10,000 10,000
Inner Step Size (V) 5 5
Batch Size (per GPU) {8, 16, 32} {4, 8}
Dropout Rate 0.1 0.1
Controlling Factor () 0.1 0.1

{0.90, 0.95, 0.99)
{0,0.5, 0.9, 0.9, 1.0}
{5e75, le~*, 5¢—4}

{0.90, 0.95, 0.99}
{0,0.5, 0.9, 0.99, 1.0}
{576, 1e7?, 5¢7?}

Discounting Factor ()
Combination Factor (3)
Learning Rate ()

Warmup Steps 1,000 500
Weight Decay le—2 le=2

Max Seq. Length 512 512
Sampling (top-p) 1.0 1.0
Sampling (temperature) 1.0 1.0
Evaluation Greedy Sampling Greedy Sampling
#GPUs 2 4

B.2 Task-Specific Experiments

Base models. For the text summarization and commonsense reasoning experiments, we use T5-
XL® with 2.8B parameters to construct the teacher policy and construct the student policy with
T5-Large’ (770M parameters), T5-Base® (220M parameters) and T5-Small® (60M parameters).
For the machine translation experiments, we use mT5-XL [43] to construct the teacher policy and
mT5-Large/-Base/-Small to construct the student policy.

Training details. We initialize the corresponding teacher and student models using 10,000-step-fine-
tuning checkpoints on the SAMSum dataset, 80,000-step-fine-tuning checkpoints on the IWSLT’17
(en-de) dataset and 3,000-step-fine-tuning checkpoints on the StrategyQA dataset. We largely follow
Ko et al. [21] to set the hyperparameters for training. In particular, we search for the learning rate
from a preset range to obtain the best result for each baseline and our method. The batch size is
selected to make full use of the RAM of GPUs. We use a relatively larger maximum number of
training steps for IWSLT’ 17 (en-de) experiments to satisfy sufficient convergences for the machine
translation task. We use beam search for the evaluation of the IWSLT’ 17 (en-de) dataset.

Table 4: Hyperparameters for three task-specific experiments.

Hyperparameter SAMSum IWSLT’17 (en-de) StrategyQA
Max. Step Size (K) 10,000 80,000 3,000
Inner Step Size (V) 5 2 5
Batch Size (per GPU) {16, 32, 64} {16, 32, 64} {16, 32, 64}
Dropout Rate 0.0 0.3 0.1
Controlling Factor («) 0.1 0.1 0.1

{0.90, 0.95, 0.99}
{0,0.5,0.9,0.99, 1.0}
{5e75, le~*, 5e=4)}

{0.90, 0.95, 0.99}
{0,0.5,0.9,0.99, 1.0}
{le=%, 5¢=4, 13}

{0.90, 0.95, 0.99)
{0,0.5,0.9,0.99, 1.0}
{le=%,5e~%, le=3)}

Discounting Factor ()
Combination Factor (3)
Learning Rate (17)

Warmup Steps 1,000 4,000 300
Weight Decay le=2 le™ le=2

Max. Seq. Length 1,024 512 1,024
Sampling (top-p) 1.0 1.0 1.0
Sampling (temperature) 1.0 1.0 1.0
Evaluation Greedy Sampling Beam Search Greedy Sampling
#GPUs 2 4 1

Shttps://huggingface.
"https://huggingface.
$https://huggingface.
‘https://huggingface.

co/google/t5-v1_1-x1
co/google/t5-vl_1-large
co/google/t5-v1_1-base
co/google/t5-v1_1-small
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Table 5: Comparison with state-of-the-art KD methods on the instruction-following dataset using
fine-tuned GPT-2 XL (1.5B) as the teacher model and fine-tuned GPT-2 (0.1B) as the student model.
We format the best, the second best and worse than SFT results.

M DollyEval SelfInst VicunaEval S-NI UnNI
ethod

GPT-4 R-L GPT-4 R-L GPT-4 R-L R-L R-L
GPT-2 XL (teacher) 45.5:‘:()‘7 28~2i0.8 34-7i1.6 ]4.3:‘:0‘2 32. 7j:1.6 16.2:‘:()‘3 27.6i0'3 32-2i043
SFT (student) 29.8:‘:1‘2 23~4i0.2 20-2i0.7 10.3:‘:0‘5 17~8i0.9 14.6:‘:0‘4 16~1i0.3 18-2i0.6
KD [16] 295108 238103 180410 123102 172107 152404 208105 225103
SBqKD [20] 29~8i0A5 24~2i0.2 18.2i()‘8 11~6i044 18-2iOA7 15'5:t08 IS-SiO,G ZOAIiOAl
ImitKD [24] 264406 227105 182405 115104 186404 145103 182403 21.84104
MiniLLM [14] 302419 243403 205403 132403 205407 1854103 227403 23.5402
GKD [2] 292406 236402 207105 127102 202406 177102 251103 259i0.1
DistiLLM [21] 312404 252104 217405 125403 225412 192405 277402 27.6104
Ours 31.710_5 26.1;&0_3 22.7:&()_5 14.210_3 23-6:t0.8 20.510_2 28.6;&0_2 29.9;&0_5

ROUGE-L

KL RKL s ™v ours KL RKL s v ours

(a) DollyEval. (b) SelfInst. (c) VicunaEval.

KL RKL s v ours

(d) S-NL (e) UnNL

Figure 4: Performance of difference step-wise distribution distances on five instruction-following
datasets using OpenLLaMA-7B — OpenLLaMA-3B.

C Additional Results

C.1 Results Based on GPT-2

In addition to the experimental results based on OpenLLaMA for instruction-following tasks, we
also conduct experiments based on GPT-2. Results are illustrated in Table 5. Compared with current
state-of-the-art KD approaches, our method achieves the best results on five datasets with both GPT-4
feedback and ROUGE-L evaluations.

C.2 Comparisons on Step-Wise Distribution Distance

Figure 4 and Figure 5 illustrate performance comparison with well-studied step-wise distribution
distance, including KL, RKL, JS divergences and TV distances. Results show that the optimization
of proposed moment-matching objectives outperforms other step-wise distribution distances via
either on-policy distillation or off-policy distillation. Besides, jointly using on-policy and off-policy
moment-matching further improves the performances and achieves the best results on five instruction-
following datasets with KD from the OpenLLaMA-7B to OpenLLaMA-3B model, and achieves the
best results on three task-specific datasets with KD from the (m)T5-XL to (m)T5-Base model.
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= off-policy
== mixed

ROUGE-L
Accuracy

KL RKL s v ours KL RKL Js v ours

(a) SAMSum. (b) IWSLT’17 (en-de). (c) StrategyQA.

Figure 5: Performance of difference step-wise distribution distances on three task-specific datasets
using (m)T5-XL — (m)T5-Base.
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Figure 6: Training loss and d3%,,, d3f, against training step on four datasets.

C.3 Adversarial Training Procedure

Figure 6 illustrates the training loss and on-/off-policy moment-matching distances against the training
steps on the instruction-following dataset and three task-specific datasets. We can observe that the
training losses on four datasets have a similar trend, increasing at the beginning and then converging
to a relatively lower level. The trend of loss function aligns with the characteristics of adversarial
training with gradient descent ascent. In contrast, both the on-policy moment-matching distance dyjy,
and the off-policy moment-matching distance dgf; reduce as the number of training steps increases,
which shows the effectiveness of our adversarial training approach for moment-matching.
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d?7 on five test sets dS!f on five test sets

KL

Ours

(a) On-policy moment-matching distance. (b) Off-policy moment-matching distance.

Figure 7: Moment-matching via distribution-matching on the instruction-following dataset.
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Figure 8: Moment-matching via distribution-matching on three task-specific datasets.

C.4 Moment-Matching via Distribution Matching

We investigate how the distribution-matching methods via KL, RKL, JS divergences or TV distance
can optimize the moment-matching distance in Figure 7 and Figure 8. Results show that the proposed
adversarial training algorithm is more effective in minimizing the moment-matching distance than

the distribution-matching methods.

C.5 Analysis on the Off-/On-Policy Combination Factor

We study the impact of on-policy and off-policy objectives with the combination factor 5 €
{0.00,0.25,0.50,0.75,1.00} in Eq. (9), which denotes a linear combination coefficient of the
on-policy and off-policy objectives. We observe that if 3 = 0.00, only the on-policy objective
contributes to policy learning. As it increases from O to 1, the influence of off-policy objective
increases while that of the on-policy objective decreases. Finally, when 8 = 1.00, only the off-policy
objective contributes to policy learning. We conduct experiments across four datasets. Specifically,
we evaluate ROUGE-L for OpenLLaMA2-3B on the DollyEval dataset, ROUGE-L for T5-base on
the SAMSum dataset, accuracy for T5-base on the IWSLT’ 17 dataset and accuracy for T5-base on
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Table 6: Effects of the off-/on-policy combination factor 3 on four datasets.

B 0.00 0.25 0.50 0.75 1.00

DollyEval 28.8107 31.2:&0,3 30.710,4 29.810.2 27.410,4
SAMSum 48~2i0.3 SO.SiOAQ 50'4i0A3 51'2i0,4 4847i02
IWSLT’17 (en-de) 30.7101 31.7106 324102 332102 312402
StrategyQA 597404 614102 6294104 627104 60.8403

the StrategyQA dataset. Results in Table 6 show that a combination of on-policy and off-policy
objectives outperforms using either on-policy or off-policy objectives only across four datasets.
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