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Abstract
High-Performance Computing (HPC) job scheduling involves bal-
ancing conflicting objectives such as minimizing makespan, reduc-
ing wait times, optimizing resource use, and ensuring fairness. Tra-
ditional methods, including heuristic-based, e.g., First-Come-First-
Served(FJFS) and Shortest Job First (SJF), or intensive optimization
techniques, often lack adaptability to dynamic workloads and, more
importantly, cannot simultaneously optimize multiple objectives
in HPC systems. To address this, we propose a novel Large Lan-
guage Model (LLM)-based scheduler using a ReAct-style framework
(Reason + Act), enabling iterative, interpretable decision-making.
The system incorporates a scratchpad memory to track scheduling
history and refine decisions via natural language feedback, while a
constraint enforcement module ensures feasibility and safety. We
evaluate our approach using OpenAI’s O4-Mini and Anthropic’s
Claude 3.7 across seven real-world HPC workload scenarios, includ-
ing heterogeneous mixes, bursty patterns, and adversarial cases etc.
Comparisons against FCFS, SJF, and Google OR-Tools (on 10 to 100
jobs) reveal that LLM-based scheduling effectively balances multi-
ple objectives while offering transparent reasoning through natu-
ral language traces. The method excels in constraint satisfaction
and adapts to diverse workloads without domain-specific training.
However, a trade-off between reasoning quality and computational
overhead challenges real-time deployment. This work presents
the first comprehensive study of reasoning-capable LLMs for HPC
scheduling, demonstrating their potential to handle multiobjective
optimization while highlighting limitations in computational ef-
ficiency. The findings provide insights into leveraging advanced
language models for complex scheduling problems in dynamic HPC
environments.
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1 Introduction
High-Performance Computing (HPC) systems enable scientific
breakthroughs but require efficient job scheduling to be opti-
mized. This NP-hard optimization problem [Wang et al.(2021)]
demands rapid decisions balancing conflicting objectives: mini-
mizing makespan, wait times, and fairness while maximizing uti-
lization [Abdurahman et al.(2024), Li et al.(2022)]. Traditional ap-
proaches use heuristic algorithms (FCFS with backfilling) [Srini-
vasan et al.(2002)] or optimization techniques, but struggle with
dynamic workloads and hardware heterogeneity [Goponenko
et al.(2022)]. Deep Reinforcement Learning (DRL) shows promise
but faces sample inefficiency and partial observability chal-
lenges [Wang et al.(2021)].

Modern LLMs demonstrate remarkable reasoning capabilities
through Chain-of-Thought (CoT) approaches [Wang(2025),Kaya-
bali(2025)]. We present the first LLM-based scheduler using a ReAct
framework [Yao et al.(2023)] enhanced with a persistent scratch-
pad memory, that tracks decisions and feedback across timesteps,
enabling interpretable multiobjective optimization without domain-
specific training. Our hybrid architecture separates natural lan-
guage reasoning from constraint enforcement, ensuring reliability
while providing decision transparency critical for HPC operations.

1.1 Related works
HPC scheduling involves allocating heterogeneous jobs with re-
source demands (nodes, memory, walltime) to finite compute re-
sources. The core challenge lies in optimizing makespan and uti-
lization while handling continuous job arrivals [Li et al.(2022)].
Traditional approaches range from simple FCFS policies to multi-
objective optimization strategies [Srinivasan et al.(2002),Blazewicz
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et al.(2019),Zhao and Stankovic(1989),Simon et al.(2013)]. Moreover,
classical metaheuristic methods like Genetic Algorithms (GA) [Mir-
jalili and Mirjalili(2019)], Simulated Annealing (SA) [Bertsimas and
Tsitsiklis(1993)], and Particle Swarm Optimization (PSO) [Wang
et al.(2018)] have been applied to HPC scheduling, primarily to
optimize a single objective (e.g., makespan or throughput) through
iterative search over job permutations [Blum and Roli(2003)].

LLMs are emerging in HPC ecosystems for job script gener-
ation [Yin et al.(2025)] and policy design. Recent works explore
LLM-based resource allocation frameworks [Zhu et al.(2025)] and
multi-agent coordination [Amayuelas et al.(2025)]. Key challenges
include domain adaptation, computational costs, and constraint
integration [Chen et al.(2024)]. Moreover, the concept of LLM
agents capable of planning and tool use suggests future applica-
tions in complex decision-making tasks like scheduling [Wang
et al.(2024), Fu et al.(2024)]. More direct applications involve LLMs
in the decision-making process for resource allocation. For instance,
LLMSched [Zhu et al.(2025)] proposes an uncertainty-aware sched-
uling framework for compound LLM applications themselves, high-
lighting the complexity LLMs introduce as workloads. Enhanced
reasoning in LLMs employs reinforcement learning for intermedi-
ate step optimization via internal search or path exploration. Reli-
ability techniques include self-correction [Ferraz et al.(2024)] and
contrastive methods, while applications span structured planning
model extraction [Tantakoun et al.(2025)] and multiagent coordina-
tion. Unlike previous focus on NLP tasks, our work directly applies
LLM reasoning to scheduling decisions through constraint-aware
prompting.

1.2 Reasoning LLMs
State-of-the-art LLMs employ “slow thinking” mechanism for com-
plex problem-solving:
• OpenAI’s O4-Mini: RL-trained for multi-step reasoning,
excelling in mathematics and coding benchmarks [Ope-
nAI(2024)]
• Claude 3.7 Sonnet: Hybrid architecture offer-
ing speed/quality tradeoffs with 200K token con-
text [WandB(2025)]
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Figure 1: LLM-based HPC scheduling with ReAct-style rea-
soning.

While LLMs show success on static benchmarks, HPC scheduling
presents dynamic challenges with noisy inputs [Naghshnejad and

Singhal(2020)]. Our framework addresses this through: 1) ReAct
(reasoning + action) prompting, shown in Figure 1, for constraint-
aware decisions, 2) Scratchpad memory maintaining scheduling
context, and 3) Natural language feedback for constraint violations.
This enables zero-shot adaptation to diverse workloads while en-
suring feasibility through modular constraint enforcement.

2 LLM-based reasoning agent for multiobjective
job scheduling

We present a language-model-driven scheduling agent designed
to solve the HPC job scheduling problem through iterative, inter-
pretable reasoning. We refer to our system as an agent because it
operates autonomously in a closed-loop interaction with the HPC
environment: observing the system state, reasoning over multiob-
jective goals, and issuing actions to schedule jobs. Unlike tradi-
tional schedulers, this agent learns from feedback and evolves its
behavior over time, embodying key traits of intelligent agent-based
systems. To ensure correctness and realism, the agent interacts
with a discrete event simulator, which functions as the underlying
HPC environment. The simulator maintains the global simulation
clock, tracks system resources, enforces scheduling constraints,
and executes valid agent-proposed actions. This section details the
problem formulation, the architecture of the ReAct-style agent, and
the overall decision-making loop.

2.1 Problem Formulation
We define the HPC scheduling problem as a sequential decision-
making process. At each timestep 𝑡 , the agent receives a snapshot
of the system state 𝑆𝑡 , a job queue 𝑄𝑡 = { 𝑗1, . . . , 𝑗𝑛}, where each
job 𝑗𝑖 has resource demands 𝑟𝑖 = (𝑛𝑖 ,𝑚𝑖 ) for nodes and memory,
and a cumulative reasoning history (“scratchpad”).

The goal is to construct a schedule 𝜋 = {𝑥1, 𝑥2, . . . , 𝑥𝑛} that as-
signs start times to jobs while optimizingmultiple objectives, includ-
ing makespan, resource utilization, fairness, machine throughput,
subject to the system node and memory capacity, and job feasibility
and eligibility constraints.

2.2 ReAct-style LLM Scheduling Agent
To apply large language models (LLMs) in a domain like HPC
scheduling–characterized by numeric constraints and dynamic job
arrival–we use a prompting framework called ReAct (Reason + Act).
ReAct [Yao et al.(2023)] was introduced to enable LLMs to solve
complex problems by alternating between:
• Thought: a free-form reasoning step where the model ex-
plains its logic,
• Action: a structured command representing a concrete
scheduling decision.

This design allows the model to break down complex trade-
offs (e.g., fairness vs. throughput) in human-readable terms. In our
system, the ReAct agent is prompted with the combination of the
current system state (e.g., available nodes, memory), the job queue
with metadata, and a running scratchpad that logs all past thoughts,
actions, and feedback.

The model selects from action spaces:
• StartJob(job_id=X): Start job X immediately,
• BackfillJob(job_id=Y): Opportunistically run a smaller
job earlier,
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• Delay: Wait and defer action until conditions change,
• Stop: End the scheduling process.

This scratchpad-based prompting acts as a form of memory,
enabling continuity across steps without retraining or fine-tuning.

2.3 Reasoning Loop
The ReAct prompting framework supports a structured decision
loop in Algorithm 1:

Algorithm 1 LLM Scheduling Agent Loop
1: Input: Job queue 𝑄 , initial state 𝑆0
2: Initialize scratchpad 𝑃 ← ∅
3: while not all jobs are scheduled do
4: Construct prompt with 𝑆𝑡 , 𝑄𝑡 , and 𝑃
5: Query LLM→ (Thought, Action)
6: if Action is valid then
7: Update system state
8: else
9: Generate feedback
10: end if
11: Append Thought, Action, and Feedback to 𝑃
12: end while

This loop enables correction through natural language feedback
and requires no model retraining. The LLM adapts in a zero-shot
manner using only the structured prompt context.

2.4 Constraint Enforcement
Traditional HPC schedulers hard-code feasibility checks. LLMs, by
contrast, can hallucinate or misinterpret numeric limits. To ensure
validity: the simulator validates each LLM-suggested action; feasi-
ble actions are executed; invalid ones are rejected; violations (e.g.,
memory overflow) are explained in natural language; these expla-
nations are appended to the scratchpad to inform future decisions.
This separation of reasoning from enforcement enables reliable
LLM control in HPC environments.

3 Experiments
3.1 HPC jobs instance generation
To emulate diverse and realistic HPC workloads, we define seven
benchmark scenarios, each reflecting a distinct operational pattern
observed in real-world job traces. The workloads are synthetically
generated using a scenario-driven simulator that produces job logs
with varying runtime distributions, resource demands, and user
metadata. This simulation approach enables precise control over
workload characteristics while capturing the variability seen in
production HPC environments.

Jobs arrive dynamically over time, following workload-specific
interarrival patterns. To mimic realistic submission behaviors in
HPC environments, we simulate job arrival times using Poisson
processes, commonly used to model inter-arrival patterns in real-
world queuing systems. For each workload scenario, we define a
scenario-specific arrival rate 𝜆, which governs the average time
between job submissions. This dynamic queueing captures timing
variability and contention, enabling a more realistic evaluation of
scheduling strategies. The simulated HPC environment models a

cluster partition with 256 compute nodes and 2048 GB of total mem-
ory capacity, representing typical shared-resource configurations
found in scientific computing centers. Each submitted job speci-
fies node counts, memory requirements, and estimated walltime,
executing non-preemptively once resources become available and
scheduling decisions are made. The simulator operates as a discrete
event system, advancing simulation time only at key events such as
job arrivals and job completions. At each step, the simulator injects
any newly arrived jobs into the waiting queue, updates the status
of running jobs (releasing resources for those that have finished),
and then determines the next scheduling action. If there are jobs
ready to be scheduled, the agent queries the LLM for a decision;
otherwise, it advances time to the next event (either the next job
arrival or the next job completion). This event-driven approach
ensures that the simulation efficiently models the dynamic schedul-
ing environment without unnecessary time increments, accurately
reflecting real-world system behavior where state changes occur
only at discrete points in time.

We evaluate scheduling performance across seven dynami-
cally generated, each reflecting distinct HPC usage patterns and
arrival behaviors: Homogeneous Short (uniform 30-120s jobs
with 2 nodes, 4GB) simulates lightweight CI/test workloads; Het-
erogeneous Mix features varied runtime (Gamma distribution,
shape=1.5, scale=300) and resource requirements reflecting real-
istic production environments; Long-Job Dominant combines
20% extremely long jobs (50,000s, 128 nodes) with short jobs (500s,
2 nodes) to test convoy effect handling; High Parallelism uses
large parallel jobs (64-256 nodes, Gamma walltime distribution)
simulating tightly-coupled simulations; Resource Sparse employs
lightweight jobs (1 node, <8GB, 30-300s) testing sparse workload ef-
ficiency; Bursty + Idle alternates between short and long-running
jobs with modest resource demands to evaluate responsiveness un-
der uneven job durations; and Adversarial stress-tests schedulers
with one large blocking job (128 nodes, 100,000s) followed by many
small jobs (1 node, 60s) to expose convoy effects.

Each scenario was instantiated with [10, 20, 40, 60, 80, 100] jobs.
We collect metrics including makespan, average wait time, turn-
around time, node/memory utilization, throughput, and fairness to
compare scheduler performance under these evolving conditions.

3.2 Objectives
We evaluate scheduling performance using seven standard objec-
tives that capture both system-level efficiency and user-perceived
responsiveness. Makespan [Englert et al.(2008)] measures the
total elapsed time from earliest job submission to completion
of the last job (max𝑗∈ 𝐽 (𝑥 𝑗 + 𝑑 𝑗 )), reflecting overall schedule ef-
ficiency. Average wait time [Smith et al.(1999)] captures user-
perceived latency as the time jobs spend queued before execution
(𝑤 𝑗 = 𝑥 𝑗 since all 𝑠 𝑗 = 0), while average turnaround time [Smith
et al.(1999)] measures the total time from submission to comple-
tion (𝑥 𝑗 + 𝑑 𝑗 ). Throughput [Mekkittikul and McKeown(1998)]
indicates queue processing speed as jobs completed per unit time
(𝑛/(Makespan−min𝑗 (𝑥 𝑗 ))).Resource utilization [Lee et al.(2014)]
is measured separately for nodes ( 1

𝐶 ·Makespan
∑

𝑗∈ 𝐽 𝑛 𝑗 ·𝑑 𝑗 ) and mem-
ory ( 1

𝑀 ·Makespan
∑

𝑗∈ 𝐽 𝑚 𝑗 ·𝑑 𝑗 ), where𝐶 and𝑀 represent total system
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capacity and𝑛 𝑗 ,𝑚 𝑗 are per-job resource requirements. Fairness [Aj-
tai et al.(1998)] is evaluated using Jain’s index [Sediq et al.(2013)]
from both per-job ( (

∑
𝑗 ∈ 𝐽 𝑤𝑗 )2

𝑛·∑𝑗 ∈ 𝐽 𝑤2
𝑗
) and per-user ( (

∑
𝑖∈𝑈𝑢𝑖 )2

|𝑈 | ·∑𝑖∈𝑈 𝑢2𝑖
) perspec-

tives, where 𝑢𝑖 represents average wait time per user, with values
ranging from 0 (worst) to 1 (perfect fairness).

3.3 Experimental setup
We evaluated our LLM-based scheduler using two models: O4-Mini
(OpenAI, hosted on Microsoft Azure) and Claude 3.7 (Anthropic,
accessed via Google Cloud Vertex AI). LLMs were accessed via
APIs in a single-turn ReAct-style prompting loop at each discrete
step. For O4-Mini, we used the “reasoning effort: high” setting
with a maximum token context of 100,000. The temperature was
fixed internally and could not be controlled. For Claude 3.7, we
used a maximum of 5,000 tokens with temperature = 0 to ensure
deterministic outputs.

Given 𝑛 jobs 𝐽 = {1, 2, . . . , 𝑛}, each job 𝑗 ∈ 𝐽 arrives at submis-
sion time 𝑠 𝑗 defined by the workload’s dynamic arrival process.
Each job is characterized by three key parameters: 𝑑 𝑗 (job duration),
𝑛 𝑗 (nodes requested),𝑚 𝑗 (memory requested in GB).

The LLM-based scheduler must determine start times {𝑥 𝑗 }𝑛𝑗=1
for all jobs while optimizing system objectives (e.g., makespan
minimization, resource utilization maximization) under the con-
straints:

∑
𝑗∈𝐴(𝑡 ) 𝑛 𝑗 ≤ 𝑁total (Node capacity),∀𝑡

∑
𝑗∈𝐴(𝑡 )𝑚 𝑗 ≤ 𝑀total

(Memory capacity), ∀𝑡 where 𝐴(𝑡) = { 𝑗 ∈ 𝐽 | 𝑥 𝑗 ≤ 𝑡 < 𝑥 𝑗 + 𝑑 𝑗 }
denotes the set of active jobs at time 𝑡 , and 𝑁total,𝑀total represent
the cluster’s total node and memory resources respectively.

We compare our LLM-based scheduler to the following methods:
First Come First Serve (FCFS) is the simplest scheduling algorithm
that executes jobs strictly in their arrival order, subject to resource
constraints.

Shortest Job First (SJF) prioritizes jobs with the shortest esti-
mated runtime, typically reducing average turnaround time but
potentially starving longer jobs, compromising fairness. Google OR-
Tools [Perron and Furnon(2024)] provides an optimization-based
scheduling solution, which we use as a strong baseline; it computes
globally optimal or near-optimal schedules for small-to-medium
workloads, offering a performance upper bound for comparison.
We do not use reinforcement learning (RL) [Wang et al.(2021)] or
graph neural networks (GNNs) [Adimora and Sun(2024)] in this
work, as these methods typically optimize for a single scalar objec-
tive (e.g., reward or cost) and require extensive environment tuning
and retraining for new objective trade-offs. In contrast, our LLM-
based ReAct agent supports multiobjective reasoning in a flexible,
interpretable way (without retraining) by conditioning on natural
language prompts that describe scheduling goals for jobs.

Our LLM scheduler operates at the job selection and alloca-
tion level, using a first-fit strategy on a cluster (256 Nodes, 2048
GB memory). A first-fit strategy allocates each selected job to
the first available set of resources that meet its requirements.
While we abstract system-level details like topology and storage,
these are typically handled by the underlying resource manage-
ment stack. The focus is on evaluating high-level scheduling de-
cisions, with topology-aware placement left for future work. All
workload data, code, prompts, and experiment configurations are

publicly available for reproducibility: https://github.com/swarm-
workflows/ReasonedScheduler/tree/master/llm_scheduler.

3.4 LLM prompt and reasoning traces
A key feature of our LLM-based scheduler is that all scheduling
decisions are made through text-based reasoning, providing full
visibility into the model’s thought process. This enhances inter-
pretability and enables qualitative analysis of the LLM’s emergent
heuristics and decision strategies. Below, we highlight the prompt
that we have constructed and show the excerpts from representative
decision traces in Figure 2 observed during experiments.

3.5 Comparison across diverse workload
scenarios

We evaluated our LLM-based scheduling approach against tra-
ditional baselines across seven workload scenarios with 60 jobs
each, with performance metrics normalized relative to FCFS (base-
line=1.0). The results, shown in the normalized metrics chart (Fig-
ure 3), reveal distinct performance patterns that highlight the
strengths and limitations of different scheduling approaches under
varying workload characteristics. Note that the figure did not in-
clude Heterogeneous Mix because it will be covered in the section
3.6.Also, the average wait time for all methods, including FCFS,
was 0.0. Since the normalization is performed relative to FCFS, the
resulting value becomes undefined (0/0) and is therefore omitted
from the comparison.

Bursty Idle highlights the limits of traditional and optimization-
based schedulers. OR-Tools exhibits a degradation in wait time
fairness, while both LLM-based schedulers maintain balanced per-
formance across all objectives, including throughput, fairness, and
utilization, demonstrating adaptability under workload volatility.
Long Job Dominant shows pronounced differences. FCFS, SJF
suffer significantly from the convoy effect, with higher wait time,
turnaround time. LLMs showed dramatically reduced average wait
and turnaround time. O4-mini performs very well with balanced
fairness and efficiency. Claude 3.7 performed slightly worse on
fairness. In High Parallelism, OR-Tools and LLMs achieve the
highest resource utilization and throughput (>1.2x), benefiting from
reasoning-based job packing compared with the heuristic methods.
O4-Mini performs better than Claude 3.7 in fairness. FCFS, SJF trails
behind, indicating limited capacity to handle fragmentation from
large job sizes.Adversarial conditions lead to flattened differences:
all methods perform nearly identically across metrics. LLMs like
Claude 3.7 and O4-Mini perform no worse than heuristics ones; a
good sign of stability. OR-tools achieved optimal or near-optimal re-
sults in throughput, turnaround time, and system utilization across
scenarios. However, this gain came at the cost of fairness: both
wait time fairness and user-level fairness were lower compared
to simpler heuristics like SJF and FCFS, indicating potential bias
in scheduling priority or resource allocation. Resource Sparse
again yields limited differentiation; all schedulers perform near the
baseline, reflecting minimal contention. LLMs don’t gain much ad-
vantage here, there’s little room for intelligent scheduling to make
an impact. O4-Mini showed notably poor fairness. Its learned policy
likely optimize for system-wide efficiency, prioritizing “easy wins”
(e.g., smaller jobs). This causes starvation or long delays for certain
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# Thought
I need to analyze the current system state and 
job queue to make an optimal scheduling 
decision. Since there are no running jobs and 
the system is completely free (256 Nodes, 
2048 GB memory), I have full resources 
available to schedule jobs. 

Let me consider several scheduling strategies:
…
Looking at the job queue, I notice:
  Job 9 (256 Nodes, 2 GB, walltime=2) would 
complete very quickly, allowing for high 
throughput.  
  Job7 (256 Nodes, 2048 GB, walltime=480) 
would use 100\% of system resources. 
  Job 4 (256 Nodes, 1024 GB, walltime=87) 
would use all Nodes and half the memory with 
a relatively short runtime. 

Since all jobs were submitted at the same 
time, fairness isn't a major factor in this initial 
decision. The key is to maximize utilization and 
throughput while setting up for good future 
scheduling Job 9 is extremely short 
(walltime=2) and uses all Nodes but minimal 
memory. Starting with this job would allow us 
to quickly complete a job and then move on to 
others, improving throughput. After just 2 time 
units, we could schedule another job.

# Action
StartJob (job_id=9)

Decision at t=0
# Thought
I need to analyze the current system state and 
make a scheduling decision.

Current system state:
  Job 9 is running, using 256 Nodes and 2 GB 
memory
  Available resources: 0 Nodes, 2046 GB 
memory
  Current time: 0

Since Job 9 is using all available Nodes (256), I 
cannot start any new jobs at this moment. Job 
9 has a walltime of 2, which means it will 
complete at time=2. At that point, all Nodes 
will become available again.

Since I cannot start any new jobs now due to 
Node constraints, I should wait until Job 9 
completes.

# Action
Delay

Decision at t=0
# Thought

All jobs are queued at time 0, so no one has 
been waiting longer than another.

To balance fairness, makespan, throughput, 
and overall resource utilization, we don't 
want to start a "head-of-queue" job that ties 
up many Nodes for a long period—instead, we 
want to quickly get a short, low-resource job 
running so that we keep the system busy and 
leave plenty of headroom for packing other 
jobs concurrently. 

Job 40:
  Requires only 4 Nodes and 4 GB of memory
  Runs for 63 time units,
  meaning it will complete quickly while barely 
impacting available resources.

This choice:
  Minimizes delay for all users (fairness), leads 
to a faster throughput of completed jobs, and 
makes efficient use of the available 256 
Nodes/2048 GB so that later, larger or more 
demanding jobs can be run concurrently. 

# Action
BackfillJob(job_id=40)

Decision at t=0
# Thought
  I need to analyze the current system state 
and determine what action to take.
  
  Current time is 9997, and we have:
    Available Nodes: 0
    Available Memory: 1920 GB
  
  There is only one running job:
    Job 46: using 256 Nodes and 128 GB 
memory, submitted at t=0
  
  Looking at the waiting jobs queue, there are 
no eligible jobs waiting to be scheduled.
  Reviewing the decision history, I can see that 
all jobs (1-80) have been scheduled already. 
Job 46 is the last running job, and it will 
complete at some point after the current time.
  Since there are no more jobs to schedule and 
all jobs have been assigned a start time, the 
appropriate action is to stop the scheduling 
process.
  
# Action
Stop

Decision at t=9997
# Thought
... I identified several jobs that could maximize 
utilization and fairness. Among them:

  Job 32: 256 Nodes, 8 GB memory, 
walltime=147
  belongs to user_6, who has not had jobs run 
yet
  Expected to improve fairness, throughput, 
and resource usage
Decision: Attempt to schedule Job 32 to 
achieve optimal balance.

# Action
StartJob(job_id=32)

# Feedback from Environment 
appended to a scratchpad
[t=1554] Action: StartJob failed (not enough 
resources)
Feedback: Job 32 cannot be started — 
requires 256 Nodes, 8 GB; available: 238 
Nodes, 576 GB.

# Updated Thought
All eligible jobs currently require more Nodes 
or memory than is available. The next likely 
completion is Job 7 (ends at t = 1707), which 
will release 8 Nodes and 1024 GB memory.

# Action
Delay

Decision at t=1554

Figure 2: Representative LLM reasoning traces demonstrating interpretable scheduling decisions. The traces show multiobjec-
tive trade-off analysis (selecting Job 9 for throughput optimization), resource constraint recognition (delaying when nodes
unavailable), intelligent backfilling strategies (choosing Job 40 for efficient resource utilization), and adaptive recovery from
constraint violations through natural language feedback. Each decision includes explicit reasoning about fairness, utilization,
and system state, providing complete transparency into the scheduling logic. Decision at t = X denotes the simulation time at
which the LLM is queried to make a scheduling decision based on the current system state.

jobs or users when resources are scarce. Homogeneous Short
scenarios also result in uniform performance. All methods deliver
similar makespan, throughput, and fairness, as the low variability
in job characteristics reduces the need for strategic scheduling. O4-
Mini shows reduced fairness, likely due to job similarity making
simple methods sufficient.

3.6 Scalability analysis
To evaluate how scheduling performance scales with problem com-
plexity, we analyzed the Heterogeneous Mix workload scenario
across increasing job queue sizes from 10 to 100 jobs. The results
shown in Fig. 4 demonstrate a clear relationship between problem
scale and the effectiveness of different scheduling approaches, with
performance differentiation becoming increasingly pronounced as
queue size grows. As shown in Figure 4, performance differentia-
tion becomes more pronounced as job size increases: Small queues
(10–20 jobs): All methods perform comparably across most objec-
tives, indicating low contention and reduced room for optimization.
OR-Tools slightly improves utilization early on, while LLM-based
agents start to show fairness benefits. Mid-scale queues (40–60
jobs): Claude 3.7 begins to outperform others across multiple met-
rics, particularly in wait time, turnaround time, and fairness at the
same time. This suggests emerging benefits from reasoning-based
adaptation as scheduling complexity grows. OR-Tools continues to
optimize resource utilization but degrades in wait time and turn-
around time. Large queues (80–100 jobs): Performance differences
widen further. Claude 3.7 and O4-Mini maintain multiobjective
balance, with strong throughput (1.4x) and resource utilization
(>1.4x vs FCFS) while still achieving fairness. In contrast, OR-Tools
maximizes node and memory utilization (up to 1.8×) but shows

higher wait time & turnaround time, reflecting a trade-off due to
its optimization focus. FCFS and SJF remain largely static across
scales, showing limited adaptability. This analysis highlights the
graceful scalability of LLM-based schedulers, which maintain bal-
anced decision-making across job sizes, contrasting with the rigid-
ity of heuristics and the singular optimization focus of OR-Tools.
Reasoning-based agents dynamically adapt to queue complexity
and maintain user-centric objectives under load.

3.7 Computational Overhead analysis
A critical consideration for deploying LLM-based scheduling in
production HPC environments is understanding the computational
overhead and how it scales with both workload complexity and
problem size. We analyze the overhead characteristics across two
dimensions: workload-dependent complexity at fixed scale (60 jobs)
and scalability with increasing job queue sizes for the most repre-
sentative scenario.

3.7.1 Workload-dependent overhead characteristics. To ensure fair
and meaningful overhead analysis, we restrict our measurements to
LLM calls that resulted in feasible and accepted scheduling actions;
namely, start_job and backfill_job. Calls leading to delay events are
excluded, as they typically suggested either when the system is fully
saturated (i.e., all resources are occupied), or when pending jobs
demand more resources than currently available, making any sched-
uling action infeasible. Including such cases would conflate LLM
reasoning latency with external system constraints. Thus, our anal-
ysis isolates the LLM’s decision overhead under conditions where
successful job placement is possible. For each workload model pair,
we collected the total elapsed scheduling time, number of LLM calls,
and the distribution of individual LLM call latencies. The plot below
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𝑑 𝑗 ) and memory ( 1
𝑀 ·Makespan

∑
𝑗∈ 𝐽 𝑚 𝑗 · 𝑑 𝑗 ), where 𝐶 and 𝑀 rep-

resent total system capacity and 𝑛 𝑗 , 𝑚 𝑗 are per-job resource re-
quirements. Fairness [Ajtai et al.(1998)] is evaluated using Jain’s
index [Sediq et al.(2013)] from both per-job ( (

∑
𝑗 ∈ 𝐽 𝑤𝑗 )2

𝑛 ·∑𝑗 ∈ 𝐽 𝑤2
𝑗
) and per-

user ( (
∑
𝑖∈𝑈𝑢𝑖 )2

|𝑈 | ·∑𝑖∈𝑈 𝑢2
𝑖
) perspectives, where 𝑢𝑖 represents average wait

time per user, with values ranging from 0 (worst) to 1 (perfect
fairness).

3.3 Experimental setup
We evaluated our LLM-based scheduler using two models: O4-Mini
(OpenAI, hosted on Microsoft Azure) and Claude 3.7 (Anthropic,
accessed via Google Cloud Vertex AI). LLMs were accessed via
APIs in a single-turn ReAct-style prompting loop at each discrete
step. For O4-Mini, we used the “reasoning effort: high” setting
with a maximum token context of 100,000. The temperature was
fixed internally and could not be controlled. For Claude 3.7, we
used a maximum of 5,000 tokens with temperature = 0 to ensure
deterministic outputs.

Given 𝑛 jobs 𝐽 = {1, 2, . . . , 𝑛}, each job 𝑗 ∈ 𝐽 arrives at submis-
sion time 𝑠 𝑗 defined by the workload’s dynamic arrival process.
Each job is characterized by three key parameters: 𝑑 𝑗 (job duration),
𝑛 𝑗 (nodes requested),𝑚 𝑗 (memory requested in GB).

The LLM-based scheduler must determine start times {𝑥 𝑗 }𝑛𝑗=1
for all jobs while optimizing system objectives (e.g., makespan min-
imization, resource utilization maximization) under the constraints:∑

𝑗∈𝐴(𝑡 ) 𝑛 𝑗 ≤ 𝑁total (Node capacity), ∀𝑡 ∑
𝑗∈𝐴(𝑡 )𝑚 𝑗 ≤ 𝑀total

(Memory capacity), ∀𝑡 where 𝐴(𝑡) = { 𝑗 ∈ 𝐽 | 𝑥 𝑗 ≤ 𝑡 < 𝑥 𝑗 + 𝑑 𝑗 }
denotes the set of active jobs at time 𝑡 , and 𝑁total,𝑀total represent
the cluster’s total node and memory resources respectively.

We compare our LLM-based scheduler to the following methods:
First Come First Serve (FCFS) is the simplest scheduling algorithm
that executes jobs strictly in their arrival order, subject to resource
constraints.

Shortest Job First (SJF) prioritizes jobs with the shortest esti-
mated runtime, typically reducing average turnaround time but
potentially starving longer jobs, compromising fairness. Google OR-
Tools [Perron and Furnon(2024)] provides an optimization-based
scheduling solution, which we use as a strong baseline; it computes
globally optimal or near-optimal schedules for small-to-medium
workloads, offering a performance upper bound for comparison.
We do not use reinforcement learning (RL) [Wang et al.(2021)] or
graph neural networks (GNNs) [Adimora and Sun(2024)] in this
work, as these methods typically optimize for a single scalar objec-
tive (e.g., reward or cost) and require extensive environment tuning
and retraining for new objective trade-offs. In contrast, our LLM-
based ReAct agent supports multiobjective reasoning in a flexible,
interpretable way (without retraining) by conditioning on natural
language prompts that describe scheduling goals for jobs.

Our LLM scheduler operates at the job selection and alloca-
tion level, using a first-fit strategy on a cluster (256 CPUs, 2048
GB memory). A first-fit strategy allocates each selected job to
the first available set of resources that meet its requirements.
While we abstract system-level details like topology and storage,

these are typically handled by the underlying resource manage-
ment stack. The focus is on evaluating high-level scheduling de-
cisions, with topology-aware placement left for future work. All
workload data, code, prompts, and experiment configurations are
publicly available for reproducibility: https://github.com/swarm-
workflows/ReasonedScheduler/tree/master/llm_scheduler.

3.4 LLM prompt and reasoning traces
A key feature of our LLM-based scheduler is that all scheduling
decisions are made through text-based reasoning, providing full
visibility into the model’s thought process. This enhances inter-
pretability and enables qualitative analysis of the LLM’s emergent
heuristics and decision strategies. Below, we highlight the prompt
that we have constructed and show the excerpts from representative
decision traces in Figure 2 observed during experiments.

Prompt Example

You are an expert HPC resource manager, and your task
is to schedule jobs in a high-performance computing (HPC)
environment. Use the current system state, job queue, scratchpad
(decision history), and fairness indicators to make well-balanced
decisions.
System capacity: 256 nodes, 2048 GB memory
Current time: 0
Available Nodes: 256
Available Memory: 2048 GB
Running Jobs:
None
Completed Jobs:
None
Waiting Jobs (eligible to schedule):
None
# Scratchpad (Decision History)
(nothing yet)
Your scheduling objectives are:
You must balance all of the following:

• Fairness: Minimize variance in user wait times. Avoid
starving any user.

• Makespan: Minimize total time to finish all jobs.
• Utilization: Maximize Node & memory usage over time (avoid

idle resources).
• Throughput: Maximize the number of jobs completed per

unit time.
• Feasibility: Do not exceed 256 Nodes or 2048 GB memory at

any time.

Trade-offs are allowed. Do not over-optimize one metric at the
expense of others.
For example:

• Prioritizing a long-waiting job improves fairness, but
may slightly hurt makespan.

• Choosing short jobs improves throughput, but may increase
wait time for large jobs.

Decide:

(1) Which job should be started now (if any)?
(2) Justify your decision in thought.
(3) Return only one of:

• StartJob(job_id=X)
• BackfillJob(job_id=Y)
• Delay
• Stop (when all jobs have been scheduled)

Output format:
Thought: <your reasoning>
Action: <your action>

in Figure 5 compares these overhead metrics between Claude 3.7
and O4-Mini. Elapsed Time (Left Plot): Claude 3.7 consistently ex-
hibits lower total elapsed scheduling time across all workload types
compared to O4-Mini, with up to 7× faster execution for Heteroge-
neous Mix. This highlights Claude 3.7’s faster end-to-end decision
efficiency. LLM Call Count (Middle Plot): All models exhibit 60 calls
(equal to job count), with slight variation due to backfilling. This
confirms comparable action trace lengths, indicating that runtime
differences stem from per-call latency, not the number of decisions.
And LLM Call Time Distribution (Right Plot): Claude 3.7’s per-call
latencies are tightly clustered below 10 seconds, showing low vari-
ance and stable reasoning latency. In contrast, O4-Mini exhibits
high variance, with several outliers exceeding 100s, particularly in
Heterogeneous Mix. This behavior indicates struggles in complex
state-action mappings requiring longer reasoning chains. The el-
evated overhead observed for O4-Mini in the Heterogeneous Mix

scenario can be attributed to the increased complexity of decision-
making under resource heterogeneity and scheduling contention.
In this setting, jobs vary widely in size (nodes, memory) and du-
ration, creating a larger and more constrained scheduling search
space. The observed latency patterns are consistent with increased
reasoning difficulty driven by workload diversity.

3.7.2 Scalability with job queue size. The scalability analysis for
HeterogeneousMixworkloads reveals how computational overhead
grows with problem size, as depicted in Figure 6. This analysis is
crucial for understanding deployment feasibility in large-scale HPC
environments.

Total Elapsed Time (Left): Both models show a monotonic in-
crease in total elapsed time as job size increases, but O4-Mini’s
growth is superlinear from 40 jobs onward. This suggests com-
pounding latency effects, potentially due to increased reasoning
complexity when the waiting queue contains more heterogeneous
jobs. Claude 3.7 scales more gracefully, maintaining a near-linear
growth profile. LLM Call Count (Middle): Call counts scale propor-
tionally with job size for both models, as more scheduling decisions
are needed. The similarity in call counts indicates that elapsed
time differences stem from per call latency, not from a larger num-
ber of decisions. LLM Call Times Distribution (Right): Claude 3.7
maintains a tight latency distribution across job sizes, with mini-
mal outliers. O4-Mini exhibits significant spread and heavy-tailed
latency distributions, especially at 60–80 jobs, where outliers ex-
ceed 200 s. This variance indicates occasional very slow decision
episodes, likely caused by increased search space and reasoning
over conflicting scheduling objectives.

3.7.3 Deployment implications. The overhead analysis reveals sev-
eral critical considerations for deploying LLM-based scheduling in
production HPC environments. The wall-clock times required (up
to an hour for 100 jobs) indicate that, at the moment, LLM-based
scheduling is not suitable for real-time job submission scenarios.
However, it may be practical for batch scheduling systems, peri-
odic resource optimization, or strategic scheduling decisions where
quality is prioritized over immediate response.

For HPC installations regularly processing hundreds or thou-
sands of concurrent jobs, the computational overhead may be-
come prohibitive. The analysis suggests practical deployment limits
around 100-200 jobs for periodic scheduling optimization, beyond
which the overhead may outweigh the scheduling benefits.

The results suggest that on-premise fast reasoning models are
critical to overcome the computational overhead barriers identified
in this analysis. As reasoning model efficiency continues to im-
prove and deployment costs decrease, LLM-based scheduling may
become viable for increasingly latency sensitive and large-scale
HPC applications.

4 Statistical Robustness and Repeatability
Given the inherent stochasticity of LLMs, we evaluate the statisti-
cal robustness of our results through multiple independent runs of
each scheduling method. Specifically, we conduct 5 repetitions of
the full scheduling pipeline for the Heterogeneous Mix workload
with 100 dynamically arriving jobs (We selected the Heterogeneous
Mix scenario with 100 jobs to evaluate scheduler robustness under
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Figure 3: Normalized performance metrics across six workload scenarios with 60 jobs each. All metrics are normalized relative
to FCFS performance. Lower values indicate better performance for negative metrics (makespan, wait & turnaround times),
while higher values indicate better performance for positive metrics (utilization, throughput, and fairness). The comparison
includes traditional heuristics (FCFS, SJF), optimization-based scheduling (OR-Tools), and LLM-based approaches. Claude 3.7
demonstrated superior adaptability and multiobjective balance in Bursty Idle and Long Job Dominant. In contrast, OR-Tools
focuses on utilization but degrades in fairness, while heuristics show limited responsiveness to workload variation.

realistic, high-load conditions that involve diverse job durations
and resource demands—emulating the variability and contention
typical in production HPC workloads.), and repeat metric distribu-
tions normalized against the FCFS baseline. Figure 7 presents box
plots for eight performance metrics across five methods. Each box
represents the distribution of outcomes across five trials per method,
providing insight into the stability and variance of each scheduler
under repeated execution. Key observations include: LLM-based
schedulers show tight variance bounds for makespan, wait time,
turnaround time, and throughput, with consistent improvements
over heuristics. Claude 3.7 exhibits strong user-level fairness and
low wait times with minimal variance, indicating reliable perfor-
mance across runs despite non-determinism. OR-Tools achieves the
highest utilization but shows greater variance in fairness, revealing
a trade-off between resource efficiency and user experience con-
sistency. FCFS and SJF remain deterministic and thus flat in their
metric distribution, yet underperform in multiobjective balance. No
significant outliers were observed for LLM methods on negative
metrics, suggesting robustness in the ReAct-style reasoning frame-
work. These results demonstrated that, even without fine-tuning
or deterministic control, LLM-based agents produce repeatable and
statistically stable scheduling behavior under complex, dynamic
workloads with the lowest temperature parameter. This supports
the viability of using zero-shot LLMs for multiobjective HPC sched-
uling, especially when transparency and fairness are critical.

5 Evaluation on real workload traces
To assess the applicability of our LLM-based scheduler on real-
world workloads, we evaluated it using job traces from the Polaris
supercomputer at Argonne National Laboratory. Polaris consists of
560 compute nodes, each with 512 GB of memory. Polaris data was
generated from resources of the Argonne Leadership Computing
Facility, which is a DOE Office of Science User Facility supported
under Contract DE-AC02-06CH11357. We preprocessed 100 jobs
submitted in November 2024 from the public job history logs, se-
lecting a contiguous segment of completed jobs for evaluation.
Data Preprocessing: The raw trace was filtered to remove failed
jobs (i.e., 𝐸𝑋𝐼𝑇_𝑆𝑇𝐴𝑇𝑈𝑆 = −1) and sorted by submission time.
Key fields such as job name, user, group, submission, start, and
end timestamps, requested nodes, walltime, and queued wait time
were retained. Timestamps were normalized relative to the earliest
submission to produce relative submission, start, and end times in
minutes. Job identifiers, user, and group labels were factorized to
anonymized IDs (e.g., User_1, Group_1). We used node count as is
and derived total memory (using 512 GB per node) per job, yielding
a dataset compatible with our LLM agent.

Assumptions and Limitations: Since the trace was sampled mid-
stream, the exact system state at the beginning of the sequence
is unknown. For simplicity, we assumed the cluster was idle at
time zero, an optimistic assumption that deviates from the real
system conditions, where nodes may have been partially occu-
pied. Consequently, this setup is not intended as a fair comparison
against the actual Polaris scheduler, which operates under complex
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Figure 4: Scalability analysis showing normalized performance metrics across increasing job queue sizes (10 to 100 jobs) for
the Heterogeneous Mix workload scenario. All metrics are normalized relative to FCFS performance (baseline = 1.0). The
results demonstrate how scheduling performance differentiates as problem complexity increases. At small scales (10 jobs), all
methods perform similarly, but significant performance gaps emerge with complexity. OR-Tools achieves exceptional resource
utilization (up to 1.75× FCFS) at higher scales but shows more variable performance across other metrics. LLM-based schedulers
maintain consistently balanced performance across all metrics and scales, demonstrating robust scalability characteristics.
Traditional heuristics (FCFS, SJF) show limited improvement potential as queue size increases, highlighting the importance of
advanced scheduling approaches for large-scale HPC workloads.

Figure 5: Computational overhead comparison across six workload scenarios. Metrics include total elapsed time (left), number
of LLM calls (center), and per call latency distribution (right) for Claude 3.7 and O4-Mini. Only successful scheduling actions
(start_job, backfill_job) are considered. Claude 3.7 demonstrates significantly lower and more stable inference overhead,
especially in complex workloads like Heterogeneous Mix, where O4-Mini exhibits high latency variance.

queue policies and system-wide constraints. Rather, this experiment
demonstrates that the LLM scheduler generalizes to real traces and
can produce plausible schedules when provided with normalized
historical data.

This evaluation underscores that, even under simplified assump-
tions, LLM-based scheduling can be grounded in real-world HPC
logs, highlighting the generality of the reasoning framework. Fig-
ure 8 presents normalized performance metrics for five schedulers

evaluated on 100 real jobs from the Polaris workload trace. All
values are normalized for FCFS. The LLM-based schedulers achieve
substantial improvements in average wait time and turnaround
time, comparable to the idealized SJF policy. Importantly, both LLM
agents maintain resource utilization and throughput on par with all
baselines, confirming that system efficiency is preserved. In terms
of wait time and turnaround time, the LLM schedulers show above
and at par performance as OR-tools. Claude 3.7, Or-Tools achieves
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Figure 6: LLM computational Overhead scaling with job queue size for Heterogeneous Mix workloads. Scheduling time grows
super-linearly, reaching 4k s (O4-Mini) and 700 s (Claude 3.7) for 100 jobs, while API calls scale linearly. O4-Mini exhibits a
pronounced spike in total runtime at job size 80, exceeding 6.9k s, despite having fewer jobs than the 100-job case. It could be
the case that the workload generation process or attributable to transient network/API latency during execution, rather than
purely scheduling-reasoning complexity.

Figure 7: Distribution of normalized perofrmancemetrics for the HeterogeneousMix workload with 100 jobs over 5 independent
runs, normalized to FCFS (baseline=1.0). LLM-based schedulers (Claude 3.7, O4-Mini) show low variance and consistent
improvements across multiple objectives, while OR-Tools excels in utilization but exhibits fairness trade-offs. FCFS and SJF
remain deterministic with static performance. Results demonstrated the robustness of LLM scheduling under stochastic
reasoning.

the highest wait time fairness, and O4-Mini demonstrates superior
user-level fairness. These results highlight that, even under real-
world job traces and an assumed idle system state, LLM agents can
generalize effectively and deliver low latency and balanced fairness
without explicit optimization objectives.

6 Conclusion
We have conducted the first comprehensive evaluation of reasoning-
capable Large Language Models for multiobjective HPC job sched-
uling, demonstrating their potential and limitations through sys-
tematic analysis across diverse workload scenarios. Our ReAct-style
scheduling agent enables interpretable, zero-shot scheduling that
balances makespan, utilization, throughput, and fairness without re-
quiring domain-specific training. The separation of reasoning from
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Figure 8: Normalized performance metrics for 100 Polaris job logs. LLM-based schedulers reduce latency and improve fairness
while maintaining system efficiency.

constraint enforcement ensures system reliability while providing
complete decision transparency essential for HPC operations.

Through evaluation across seven scenarios and varying job sizes,
we demonstrate that LLM-based scheduling performs well in com-
plex, heterogeneous environments where traditional heuristics
struggle with multiobjective trade-offs. However, our computa-
tional overhead analysis reveals significant time requirements, with
scheduling times ranging from 1-2 hours for 100 jobs using current
cloud-based API services. Our evaluation establishes that while
current cloud-based LLM services impose significant latency con-
straints limiting real-time deployment, the consistent multiobjec-
tive balancing and superior adaptivity demonstrated by reasoning-
based approaches suggest potential for HPC scheduling applications
with appropriate deployment strategies.

Our future research directions include extending our approach
to use on-perm fast reasoning mode, handle dynamic job arrivals
and real-time workload changes, validating performance on pro-
duction traces, and exploring advanced constraint handling for job
dependencies and energy-aware scheduling.
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