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ABSTRACT

Generative Recommendation Models (GRMs) frame recommendation tasks as au-
toregressive sequence modeling, achieving strong accuracy. However, training on
all exposure tokens or sequences can be inefficient, as user logs often contain a
large proportion of redundant or uninformative interactions that inflate token bud-
gets without significant learning gains. To address this inefficiency, we propose
the concept of semantic token entropy, which maps an item’s multimodal con-
tent into a compact semantic vocabulary, enabling tractable entropy estimation.
We trained a GR-4B model from scratch on an industrial-scale recommendation
corpus and analyzed the token entropy. The analysis reveals that high-entropy
tokens and sequences lead to larger gradient updates. Leveraging these insights,
we developed a skipping policy based on semantic entropy, named SKIPGR, that
selectively and adaptively bypasses uninformative tokens and sequences. This ap-
proach accelerates convergence and reduces computational costs, resulting in even
superior outcomes compared to using the full corpus. Extensive empirical evalua-
tions on both public datasets and large-scale industrial datasets have validated the
enhanced performance.

1 INTRODUCTION

Generative Recommendation Models (GRMs) have revolutionized recommendation systems by in-
tegrating tasks like item retrieval, ranking, and explanation through autoregressive sequence gener-
ation. By capturing user interaction histories as source sequences while viewing target items as to-
kens, GRMs leverage the scalability associated with large language models (LLMs), driving strong
performance across diverse recommendation tasks. Models such as GR (Zhai et al., 2024) and
OneRec (Deng et al., 2025) showcase the paradigm’s ability to excel in long-sequence prediction,
surpassing traditional models like SASRec (Kang & McAuley, 2018) and DIN (Zhou et al., 2018),
etc. However, these advancements entail significant computational costs, especially in industrial ap-
plications involving vast user sequences. Training GRMs with billions of parameters often demands
substantial token budgets, exceeding those of LLMs, and requires extensive GPU time, leading to
notable financial and computational implications. This highlights the urgent need for more efficient
training methods that maintain high-quality recommendations while alleviating resource demands.

Current GRMs assume uniform informativeness across user behavior sequences, processing entire
user histories akin to LLMs (Feng et al., 2025). This approach neglects key differences between user
logs and natural language texts. User sequences often contain behavioral noise from repetitive ac-
tions or low engagement, and mismatched intentions, such as interactions driven by reward triggers
or passive swiping. These elements can make short session segments uninformative or misleading
despite appearing valid. Additionally, recommendation data exhibits a long-tail distribution, where
rarely viewed items complicate the efficient training of models. These factors imply that much of
the training data provides limited value, hindering convergence and increasing computational costs.

We conduct a preliminary analysis on the Alipay short-video corpus. We observe distinct patterns:
10% of users account for 70+% of the page view (PV) samples. Further examination reveals that
30–50% of sequences include identifiable uninformative items, with 20% of items being viewed for
less than 3. These sequences align with known behavioral patterns such as task-oriented browsing or
passive usage. This raises a natural question: Can we skip such uninformative tokens or sequences
without degrading GRM performance?
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To this end, we propose SKIPGR, a dynamic pruning framework that accelerates GRM training by
skipping uninformative tokens and sequences via their semantic token entropy. SKIPGR begins with
semantic tokenization, converting user items into compact semantic tokens by utilizing multimodal
large language model (MM-LLM) embeddings, such as Qwen2.5-VL (Bai et al., 2025), combined
with vector quantization. Semantic token entropy is assessed at both the token level, indicating the
uncertainty of individual items, and the sequence level, reflecting global diversity within a user’s
history. This assessment enables the selective skipping of noisy segments or sequences while retain-
ing valuable tokens. Guided by these entropy signals, SKIPGR accelerates convergence and reduces
computational costs, even achieving superior results compared to using the full corpus.

Our Contributions. 1) We design a comprehensive approach for calculating token and sequence
entropy within the semantic space, enabling more effective identification and skipping of uninforma-
tive elements while preserving crucial information for model training. 2) We introduce SKIPGR, a
novel framework designed to enhance GRM training efficiency by dynamically skipping uninforma-
tive tokens and sequences guided by semantic token entropy, thereby reducing training complexity
without sacrificing accuracy. 3) Through extensive empirical evaluations on both public datasets
and large-scale industrial datasets from Alipay, we demonstrate that SKIPGR effectively decreases
training time and computational costs, while providing lossless or even enhanced performance.

RELATED WORK

Sequential recommendation models. Deep sequential models are a core paradigm in industrial
recommendation systems (Chang et al., 2023; Chen et al., 2021; Cao et al., 2022). Early work such
as DIN (Zhou et al., 2018) introduced interest-aware embeddings, followed by extensions including
DIEN (Zhou et al., 2019), CAN (Bian et al., 2021), and TWIN (Chang et al., 2023; Si et al., 2024).
More recently, transformer-based variants like LONGER (Chai et al., 2025) have been optimized
for GPU efficiency. While these models improve the expressiveness of sequential recommendation,
they are often developed in isolation from upstream and downstream tasks, limiting opportunities
for end-to-end optimization.

Generative recommendation models. Generative approaches reformulate recommendations as
sequence generation, where the model autoregressively outputs item identifiers given user his-
tory (Rajput et al., 2023; Zhai et al., 2024; Deng et al., 2025). GENRE (Cao et al., 2021) demon-
strated the feasibility of transformer-based entity generation, and later works such as TIGER (Rajput
et al., 2023) and LD-REC (Zheng et al., 2024) applied residual quantization for scalable training.
OneRec (Deng et al., 2025) further scaled this formulation, leveraging LLM scaling laws to improve
both accuracy and business metrics. Despite these advances, most GRMs assume all user sequences
are equally informative, overlooking noise and low-utility behaviors that reduce training efficiency.

Dataset pruning for generative models. While scaling models and datasets has improved per-
formance, pruning studies reveal inefficiencies when all data are used indiscriminately (Qin et al.,
2023; Wang et al., 2025a). Recent methods address this by pruning along different dimensions.
Rho-1 (Lin et al., 2024) trains selectively on high-utility tokens, achieving results comparable to
DeepSeekMath with only 3% of the pre-training data. TokenSkip (Xia et al., 2025) enables LLMs
to skip unimportant tokens for efficient CoT compression, while LVPruning (Sun et al., 2025) prunes
vision tokens to streamline multimodal LLM training. However, in industrial-scale GRMs with mas-
sive token volumes, token and sequence pruning remains largely unexplored; existing work (Petrov
et al., 2025) has focused primarily on inference-time item pruning.

2 PRELIMINARIES

Notations. Given a set of N items {Φi}Ni=1, Φi and an action set of A actions {ai}Ai=1, e.g., like,
skip, video completion, and share. We use Xc to denote the token item and use Xa to denote the
collection of ai. V = Xc ∪ Xa is the vocabulary of the recommendation system. For each user u,
let o(u)t = (Φ

(u)
t , a

(u)
t ) is the item-action pair at timestep t. Thus, we use a time-ordered sequence

o(u) = (o
(u)
1 , . . . , o

(u)
T ) to denote the observed history item-action interaction, with a fixed observed

sequence length T . O = {oi}Mi=1 is the colletions of all users’ histories sequence. For brevity, when
clear from context we drop the user superscript on o(u) and simply write o.
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Generative Recommendation Models. We focus on transformer-based generative recommen-
dation models (GRMs) (Zhai et al., 2024) parameterized by θ and denoted πθ. Given a user’s
interaction context o<t = (o0, . . . , ot−1), the parameters θ are found by maximizing the expected
log-likelihood:

Eo∼O

[ T∑
t=1

log πθ(ot |o<t)
]
. (1)

Token Entropy for Large Language Models. Token entropy (Wang et al., 2025b) measures the
uncertainty of the next-token prediction under the large language models’ (LLMs) posterior. Given
a large language model πθ. During text generation, the model outputs a probability distribution
pt ∈ R|V| over the vocabulary V , conditioned on the given prompt q and the sequence of previously
generated tokens o<t. The token-level generation entropy is defined as

Ht := −
|V|∑
j=1

pt,j log pt,j , with (pt,1, . . . , pt,|V|) = pt = πθ(·|q,o<t) = softmax(
zt
ρ
) (2)

where zt ∈ R|V| denotes the pre-softmax logits at time step t, ρ ∈ R is the decoding temperature.
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Figure 1: Illustration of the proposed SKIPGR framework. SKIPGR consists of two main skipping
policies: token-level and sequence-level. (a) Recommendation Corpus: Multimodal content, e.g.,
images, descriptions, is embedded using a pretrained model (Qwen2.5-VL) to generate semantic
embeddings Φ. (b) Semantic ID Tokenization: The embeddings are tokenized into semantic IDs
using residual quantization, producing a sequence of semantic tokens. (c) Generative Recommen-
dation: The GRM generates sequences of item and action tokens autoregressively, using causal
self-attention to predict the next token. (d) Dynamic Skipping Policy: The dynamic skipping policy
applies skipping at both token and sequence levels. At the token level, subtokens with low entropy
are skipped, and at the sequence level, entire low-entropy sequences are skipped. Gradient rescaling
is applied to ensure skipped sequences still contribute to training.

3 METHODOLOGY

3.1 PROBLEM DEFINITION

We aim to skip uninformative tokens or sequences during GRM training selectively. Specifically,
we discard tokens ot ∈ V or sequences o ∈ O that satisfy skipping conditions, allowing the vo-
cabulary V or sequence set O to evolve dynamically across epochs. Following dataset pruning
practices (Toneva et al., 2019), we define a token-level skipping policy Htok

τ and a sequence-level
skipping policy Hseq

τ that assigns an information score to each token oi,t or sequence oi at epoch τ .
The skipping probability is then defined as

P tok
τ (oi,t) = 1

(
Htok

τ (oi,t) < εx
)
, P seq

τ (oi) = 1(Hseq
τ (oi) < εo), (3)
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where Hseq
τ (oi) = 1

T

∑T
t=1 Hτ (oi,t) is the mean of the tokens within sequence oi. εx and εo are

adaptive thresholds for tokens and sequences, and 1(·) is the indicator function.

We then construct a skipped training corpus at epoch τ as Sτ =
{
oi,t | P tok

τ (oi,t) = 1 ∧ P seq
τ (oi) =

1
}

, that is, Sτ ⊆ V retains only the tokens oi,t that are not skipped at token level and whose sequence
oi is not discarded at sequence level. Thus, minimizing the cross-entropy loss under a skipped
corpus leads to the following optimization problem:

min
θ

Eoi∼Sτ

1

|Sτ |

M∑
i=1

T∑
t=1

P seq
τ (oi)P tok

τ (oi,t)
[
− log πθ(oi,t | oi,<t)

]
, (4)

where πθ is the GRM parameterized by θ, oi,<t is the history before token t in sequence oi, and Sτ

denotes the dynamic skipped corpus at training step τ .

3.2 SEMANTIC TOKEN ENTROPY IN GENERATIVE RECOMMENDATION MODELS

While prior work has emphasized the significance of token entropy in enhancing reasoning processes
of LLMs, such as in (Wang et al., 2025b), where high-entropy tokens are filtered for post-training
using Reinforcement Learning with Verifiable Reward (RLVR; Guo et al. 2025). However, directly
applying token entropy in GRMs poses considerable challenges, for the presence of extremely large
and redundant corpora, leading to |V| that can exceed 10B. This motivates us to define entropy
at a semantic token level (Rajput et al., 2023; Deng et al., 2025), where each item is mapped into a
compact but meaningful semantic vocabulary, enabling tractable and informative entropy estimation.

Semantic token entropy. We assume that each item is associated with multimodal content (e.g.,
titles, descriptions, images, or speech transcripts) Ci = {texti,imagesi, . . .}. Let C denote the
multimodal content space. Given multimodal content Ci ∈ C for item i, we leverage a pretrained
multimodal large language model as encoder MM-LLM as an encoder to transform these multimodal
features into a d-dimensional embedding Φi

Φi = MM-LLM(Ci) (5)

where MM-LLM : C 7→ Rd is instantiated by Qwen2.5-VL (Bai et al., 2025).

This embedding Φi is then mapped to sequences of sparse IDs s via a hierarchical clustering tok-
enizer. Since residual quantization variational autoencoder (RQ-VAE; Lee et al. 2022) has demon-
strated its effectiveness as a tokenizer for GRMs (Ju et al., 2025). Following this fashion, we adopt
Residual Quantization Variational Autoencoder (RQ-VAE) (Lee et al., 2022) with joint codebook
optimization (Zhu et al., 2024), which has been shown effective for GRMs (Ju et al., 2025), to dis-
cretize the semantic embeddings. Given a quantization depth L, we use the Tokenizer represents
Φ as an ordered sequence of L codes

s = Tokenizer(Φ;Q, L) = (s1, s2, . . . , sL) ∈ [K]L (6)

where Q is the codebook of size |Q| = K, and sl represents a subtoken at depth l of the semantic
hierarchy of Φ. The set of all such subtokens {s1, s2, . . . , sL} together represent the semantic
token Φi, where lower layers (l) capture coarser, broader semantic concepts, and deeper layers
capture more fine-grained details of the token. Starting with 0-th residual s0 = Φ, the Tokenizer
recursively computes sl, which is the code of the residual ql−1 and the text residual ql as

sl = argmin
k

∥ql − qlkW
l∥22; ql = ql−1 − qlslW

l (7)

where W is the collection of learnable linear layers with Wl ∈ Rd×d, l = 1, . . . , L. The final
discretized vector is defined as Φ̂(l) =

∑l
i=1 q

i
siW

i, and Φ̂ := Φ̂(D) represents the quantized
version of Φ. Figure 1 (a) illustrates the process in a high-level overview.

The discrete semantic vocabulary is then given by Vs = {s1, . . . , s|Vs|}, where each item token Φi

is mapped into a semantic token Φ̃t = Tokenizer(Φt;Q, L). For convenience, let õt = (Φ̃t, at)
denote the token and its associated attributes. The GRM πθ autoregressively predicts distributions
over these semantic tokens:

pt = πθ(· | õi,<t). (8)
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Thus, the semantic generation entropy, capturing the uncertainty of the model’s predictions over the
semantic tokens, is defined as:

Htok
t := −

|Vs|∑
j=1

pt,j log pt,j , (9)

where Vs is the semantic vocabulary produced by the quantizer.

3.3 DYNAMIC SKIPPING POLICY IN GENERATIVE RECOMMENDATION MODELS

Building on the semantic token entropy in Eq. (9), we examine how token entropy influenced the
model’s performance during standard GRM pre-training. Concretely, we train GR-4B (Zhai et al.,
2024) from scratch on user queries from the Alipay short-video platform. Tokens are divided into
four groups based on the semantic token entropy.

Semantic Entropy Interval

0.0
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0.6
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G
ra
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t N
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m

0 0.25 0.50 0.75 1.0

Figure 2: Analysis of the gradient
norms on the Alipay short video dataset
during training of GR-4B. Tokens are
divided into four groups based on the
quartiles of their semantic entropy.

Figure 2 reveals a consistent trend: tokens with higher en-
tropy are associated with larger gradient magnitudes dur-
ing training, suggesting that they provide stronger learn-
ing signals; in contrast, low-entropy regions align with
trivial or redundant behaviors and yield comparatively
smaller updates.

This observation motivates a skipping strategy that pref-
erentially retains high-entropy content while eliding less
informative regions. Motivated by these observations, we
introduce SKIPGR, a novel dynamic pruning framework
that accelerates GRM training by skipping uninformative
tokens and sequences for achieving lossless training ac-
celeration, as sketched in Figure 1 (d). We now present
the details of each component.

Token-level skipping policy. In this policy, we skip individual subtokens within each semantic
token, rather than skipping the entire item. This selective skipping discards less informative subto-
kens while retaining the most meaningful semantic information, improving computational efficiency
without losing essential details.

At each training step τ , we introduce a skipping ratio rtok ∈ (0, 1], which controls the expected frac-
tion of subtokens to be skipped. Each semantic token õi,t is represented by a hierarchical sequence
of L sub-tokens:

õi,t = [s1i,t, . . . , s
L
i,t], (10)

where sli,t ∈ [K] denotes the subtoken at layer l. Conditioned on realized subtokens up to layer l−1

and the history oi,<t, the GRM emits a layer-wise predictive distribution p
(l)
t = πθ(· | õ(<l)

i,t , oi,<t).
We define the layer-wise semantic token entropy,

H
(l)
t = −

K∑
j=1

p
(l)
t,j log p

(l)
t,j , (11)

which quantifies model uncertainty at granularity l.

We implement skipping with binary layer-wise skip indicators P(l)
τ (sli,t) ∈ {0, 1}, where 1 means to

skip. Let r(l)τ ∈ [0, 1] be the per-layer skipping ratios, for each layer l, we compute the r
(l)
τ -quantile

threshold τ
(l)
τ over the entropy values {H(l)

t }t∈Sτ
, and set:

P(l)
τ (sli,t) = 1(H

(l)
t < H̄(l)

τ ), (12)

which skips the lowest-entropy r
(l)
τ fraction of subtokens at layer l.

Then, the skipping mechanism applies across all hierarchical subtokens within õi,t. Practically, this
involves:

P tok
τ (sli,t) =

{
0 if sli,t ranks in the top rtok% of Htok

t

1 otherwise , (13)

5
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Notably, a token is skipped only if all its subtokens are skipped:

P tok
τ (oi,t) =

L∏
l=1

P(l)
τ (sli,t), (14)

which induces a token-level skipping policy that is conservative at coarse layers yet allows fine-
grained retention when uncertainty concentrates at specific depths.

Sequence-level skipping policy. Sequence-level focuses on identifying and skipping continu-
ous whole sequences that contain redundant or noisy information. This improves the efficiency of
GRMs by retaining only the most informative sequences, based on their semantic entropy. For each
semantic sequence õ, we first calculate the sequence-level semantic entropy Hseq as its information
score,

Hseq = − 1

T

T∑
t=1

|Vs|∑
j=1

pt,j log pt,j , (15)

Then, the decision to prune a sequence is based on a skipping probability Pseq
τ at each time step

τ , which depends on the entropy of the sequence Hseq . We define a soft probability function as
follows:

P seq
τ (õ) =

{
rseq Hseq(õ) < H̄seq

τ

0 Hseq(õ) ≥ H̄seq
τ

, (16)

where H̄seq is the mean value of all the sequences that adjust dynamically based on the model’s
learning progress.

For sequences with Hseq(õ) < H̄seq
τ , we scale their gradients by 1/(1 − rseq), which increases

their learning signal. This ensures that even lower-entropy, potentially redundant sequences still
contribute meaningfully to training, helping the model avoid overlooking important patterns. Se-
quences with scores greater than or equal to H̄seq

τ are retained and not skipped.

4 EXPERIMENTAL RESUALTS

We first evaluate the performance of SKIPGR through extensive experiments on both public and in-
dustry datasets. For public datasets, we conduct a series of experiments using MovieLens, Amazon
Reviews, and Amazon Product Reviews. We follow sequential recommendation settings in litera-
ture, using the last item per user for test, second-to-last for validation, and the rest for training. We
report Recall@K and NDCG@K for Amazon Product Reviews, Hit Rate@K and NDCG@K for
MovieLens and Amazon Reviews, consistent with recent work. For industry datasets, we perform
a series of experiments using the Alipay short video platform, report gauc and wgauc over the en-
tire corpus. All results are averaged over 5 runs with different seeds. Additional experiments on
different skipping probabilities, along with ablation studies, are provided in Appendix ??.

4.1 AMAZON PRODUCT REVIEWS RESULTS

Amazon product reviews (He & McAuley, 2016) are a public, real-world benchmark that con-
tains user reviews and item metadata from May 1996 to July 2014. We compare SKIPGR for the
generative retrieval task with the following sequential recommendation methods: P5 (Geng et al.,
2022), Caser (Tang & Wang, 2018), HGN (Wang et al., 2025c), GRU4Rec (Hidasi et al., 2016),
BERT4Rec (Sun et al., 2019), FDSA Zhang et al. (2019), SASRec (Kang & McAuley, 2018),
GRID (Ju et al., 2025). Among them, the other algorithms all utilize a dual encoder and Maxi-
mum Inner Product Search (MIPS) to generate next-item predictions, whereas GRID is a standard
generative recommendation model. Therefore, we primarily compare it with GRID.

The results for all baselines are taken from the publicly accessible results made available by Rajput
et al. (2023) and Ju et al. (2025). The results are shown in Table 1. We observe that GRID outper-
forms most of the existing baselines. Our approach maintains over 95% performance after reducing
10% of tokens and 30% of sequences, and even achieves better results on the overall datasets.
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Table 1: Performance comparison on sequential recommendation. The last row depicts % improve-
ment with SKIPGR relative to the best baseline.

Methods
Sports and Outdoors Beauty Toys and Games

Recall
@5

NDCG
@5

Recall
@10

NDCG
@10

Recall
@5

NDCG
@5

Recall
@10

NDCG
@10

Recall
@5

NDCG
@5

Recall
@10

NDCG
@10

P5 0.0061 0.0041 0.0095 0.0052 0.0163 0.0107 0.0254 0.0136 0.0070 0.0050 0.0121 0.0066

Caser 0.0116 0.0072 0.0194 0.0097 0.0205 0.0131 0.0347 0.0176 0.0166 0.0107 0.0270 0.0141

HGN 0.0189 0.0120 0.0313 0.0159 0.0325 0.0206 0.0512 0.0266 0.0321 0.0221 0.0497 0.0277

GRU4Rec 0.0129 0.0086 0.0204 0.0110 0.0164 0.0099 0.0283 0.0137 0.0097 0.0059 0.0176 0.0084

BERT4Rec 0.0115 0.0075 0.0191 0.0099 0.0203 0.0124 0.0347 0.0170 0.0116 0.0071 0.0203 0.0099

FDSA 0.0182 0.0122 0.0288 0.0156 0.0267 0.0163 0.0407 0.0208 0.0228 0.0140 0.0381 0.0189

SASRec 0.0233 0.0154 0.0350 0.0192 0.0387 0.0249 0.0605 0.0318 0.0463 0.0306 0.0675 0.0374

GRID 0.0239 0.0154 0.0363 0.0194 0.0429 0.0285 0.0639 0.0353 0.0373 0.0237 0.0565 0.0300

/ + SKIPGR 0.0245 0.0163 0.0371 0.0205 0.0441 0.0298 0.0639 0.0362 0.0382 0.0240 0.0573 0.0300

∆ ↑2.51% ↑5.84% ↑2.20% ↑5.67% ↑2.79% ↑4.56% ↑0.00% ↑2.55% ↑2.41% ↑1.26% ↑1.42% ↑0.00%

4.2 MOVIELENS AND AMAZON REVIEWS RESULTS

In this section, we evaluate SKIPGR on the MovieLens and Amazon reviews datasets (Liu, 2025).
We first follow the procedure outlined in Appendix ??, including full shuffle and multi-epoch train-
ing. For baseline, we use SASRec (Kang & McAuley, 2018) and GR (Zhai et al., 2024), both
state-of-the-art GRM implementations. Results are presented in Table 2. We are using identical
configurations for our SKIPGR and baseline models following recent works (Zhai et al., 2023; Dall-
mann et al., 2021), i.e. same number of layers, heads, etc. “GR-Large” represents 4x layers and 2x
heads of base GR encoders. Results show that 1) SKIPGR with its design efficiency accelerating op-
timized for recommendations, achieves comparable results to the baseline and even surpasses when
using the same configuration, and 2) SKIPGR can further improve the scaling capability of the base
model.

Table 2: Evaluations of methods on MovieLens and Amazon Reviews datasets in multi-pass, full-
shuffle settings.

Methods
MovieLens-1M MovieLens-20M Amazon Reviews

HR
@10

NDCG
@10

HR
@200

NDCG
@200

HR
@10

NDCG
@10

HR
@200

NDCG
@200

HR
@10

NDCG
@10

HR
@200

NDCG
@200

SASRec 0.2853 0.1603 0.7528 0.2498 0.2906 0.1621 0.7655 0.2521 0.0292 0.0156 0.1400 0.0350

w / + SKIPGR 0.2794 0.1539 0.7533 0.2490 0.2899 0.1539 0.7673 0.2497 0.0283 0.0132 0.1420 0.0321

∆ ↓2.07% ↓3.99% ↑0.07% ↓0.32% ↓0.24% ↓5.06% ↑0.24% ↓0.95% ↓3.08% ↓15.38% ↑1.43% ↓8.29%

GR 0.3097 0.1720 0.7716 0.2620 0.3252 0.1878 0.7943 0.2774 0.0404 0.0219 0.1710 0.0450

w / + SKIPGR 0.2959 0.1668 0.7742 0.2594 0.3251 0.1874 0.7963 0.2774 0.0447 0.0300 0.1894 0.0498

∆ ↓4.46% ↓3.02% ↑0.34% ↓0.99% ↓0.03% ↓0.21% ↑0.25% ↑0.00% ↑10.64% ↑36.97% ↑10.76% ↑10.67%

GR-Large 0.3294 0.1893 0.7839 0.2771 0.3567 0.2106 0.8076 0.2971 0.0469 0.0257 0.1876 0.0508

w / + SKIPGR 0.3301 0.1902 0.7839 0.2779 0.3542 0.2092 0.8072 0.2838 0.0544 0.0241 0.2139 0.0599

∆ ↑0.21% ↑0.48% ↑0.00% ↑0.29% ↓0.70% ↓0.66% ↓0.05% ↓4.48% ↑15.99% ↓6.23% ↑14.02% ↑17.91%

4.3 ALIPAY SHORT VIDEO DATASET

In this section, we apply SKIPGR to an industrial dataset collected from the recommendation logs
of the Alipay short video platform. The dataset has over 12 million users and 2.5 million videos.
To ensure a fair comparison, all baseline algorithms adhered strictly to the network architectures as
described in their original publications. Table 3 shows the performance comparison under the stay-
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Figure 3: We continual train 1B and 4B GR with 10B Alipay short video tokens. While baselines are
trained using a sequential recommendation model. SKIPGR improve AUC on Alipay short video by
over 0.05%, achieving the baseline performance 1.1x-1.3x faster.

time of AUC and GAUC. We’ve observed that SkipGR also demonstrates superior performance
on industrial datasets. Figure 3 demonstrates that SKIPGR significant improvements while reducing
sequences by 30%∼50% and token computation by approximately 10%. Note that 1% improvement
is a significant advancement in the recommendation domain.

Table 3: Evaluations of methods on Alipay datasets under view time

Metric SASRec SASRec+SKIPGR ∆ GR GR+SKIPGR ∆ GRID GRID+SKIPGR ∆

AUC 0.8012 0.7983 ↓0.36% 0.8707 0.8711 ↑0.05% 0.8431 0.8509 ↑0.93%

GAUC 0.5174 0.5169 ↓0.10% 0.6044 0.6038 ↓0.10% 0.5782 0.5871 ↑ 1.54%

What tokens and sequences are selected? We aim to analyze the tokens and sequences chosen by
the GRM in pretraining to explore its working mechanism further. To this end, we visualize the to-
kens and sequences selection process during the training of GRID. In Appendix, we have highlighted
in blue the subtokens and sequences that were retained during actual pretraining. We observe that
the majority of subtokens chosen by GRID are closely related to high-level and low-level subtokens,
while the tokens that are skipped are mostly mid-level tokens. This may be because during training,
high-level subtokens can directly indicate the category of an item, while low-level subtokens can
clearly indicate the subtle differences between items in the same category. The discarded sequences
are mostly for purposeful incentives for users, whose viewing time is fixed and from which they
cannot obtain a fixed set of interests.

Figure 4: Comparison of skipping conditions. Random∗ here is using a total dynamic random
strategy in each training step. Experiments are conducted on Amazon Product Reviews datasets.
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4.4 ABLATION EXPERIMENTS AND ANALYSIS

We perform extensive ablation experiments to illustrate the characteristics of SKIPGR. If not stated,
the experiments are conducted on Amazon Product Reviews by default.

Evaluating the components of SKIPGR. We conduct an ablation study by evaluating SKIPGR,
as shown in Table 4. Specifically, we run GRID, GRID with Qwen2.5-VL embedding, GRID with
token skip, GRID with SimVQ, GRID with sequence skip, and GRID with SKIPGR on Amazon
Product Reviews datasets. The results from these experiments provide insights into the contribution
of token and sequence skip to the overall performance of SKIPGR.

Table 4: Ablation study on Amazon Product Reviews datasets.

Methods
Sports and Outdoors Beauty Toys and Games

Recall
@5

NDCG
@5

Recall
@10

NDCG
@10

Recall
@5

NDCG
@5

Recall
@10

NDCG
@10

Recall
@5

NDCG
@5

Recall
@10

NDCG
@10

GRID 0.0239 0.0154 0.0363 0.0194 0.0429 0.0285 0.0639 0.0353 0.0373 0.0237 0.0565 0.0300

/ + Qwen2.5-VL-7B 0.0241 0.0156 0.0365 0.0195 0.0429 0.0285 0.0639 0.0353 0.0373 0.0237 0.0565 0.0300

/ + SimVQ 0.0242 0.0154 0.0361 0.0198 0.0425 0.0286 0.0631 0.0351 0.0370 0.0232 0.0569 0.0293

/ + token skip 0.0241 0.0158 0.0359 0.0196 0.0431 0.0280 0.0635 0.0358 0.0374 0.0239 0.0568 0.0296

/ + sequence skip 0.0235 0.0155 0.0360 0.0194 0.0421 0.0284 0.0630 0.0352 0.0355 0.0232 0.0559 0.0298

/ + SKIPGR 0.0245 0.0163 0.0371 0.0205 0.0441 0.0298 0.0639 0.0362 0.0382 0.0240 0.0573 0.0300

From Table 4, we find that each component of SKIPGR contributes to improving the overall frame-
work in complementary ways. Incorporating Qwen2.5-VL embeddings yields slight but consis-
tent gains, indicating that high-quality multimodal representations provide a stronger foundation
for quantization and entropy estimation. SimVQ achieves results on par with the baseline, show-
ing that the choice of quantization method influences the balance between information fidelity and
efficiency. Token-level skipping proves particularly effective, consistently improving Recall and
NDCG by removing redundant low-entropy tokens while retaining the most informative ones. In
contrast, sequence-level skipping alone may slightly degrade performance, as discarding entire user
histories risks losing contextual information. When combined, however, the full SKIPGR frame-
work achieves the strongest results across all domains, with notable improvements such as over
4.5% gains on Recall@5 and NDCG@5 in the Beauty dataset. These results demonstrate that fine-
grained entropy-guided skipping is essential for efficiency, while the integration of both token- and
sequence-level strategies ensures robustness and superior performance.

Exploring where to skip. In default setting, tokens or sequences with H
(l)
t < H̄

(l)
τ (Hseq

τ <

H̄seq
τ ) are skiped. Other possible rules are to skip with H

(l)
t > H̄

(l)
τ (Hseq

τ > H̄seq
τ ), static skip,

random skip, or dynamic random skip. We compare the performance of these skipping strategies
in Figure 4. Compared to training on the original dataset, the other strategies are far inferior to
SKIPGR. However, they can provide higher skipping probabilities.

5 CONCLUSION

In this work, we presented SKIPGR, a lightweight yet powerful framework for accelerating gen-
erative recommendation models by adaptively skipping uninformative tokens and sequences. By
introducing semantic token entropy as a principled measure of informativeness, SKIPGR dynam-
ically prunes redundant training signals while retaining high-utility content. This design not only
reduces computational overhead but also improves convergence speed, achieving lossless—or even
superior—recommendation quality.

Through extensive experiments on public benchmarks and a large-scale industrial dataset, we
demonstrated that SKIPGR consistently enhances efficiency while maintaining or surpassing base-
line performance. These findings suggest that entropy-guided skipping provides a general and scal-
able strategy for building the next generation of efficient, industrial-scale generative recommenda-
tion systems.
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