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Abstract

In the context of the Classification and Regression Trees
(CART) algorithm, the efficient splitting of categorical fea-
tures using standard criteria like GINI and Entropy is well-
established. However, using the Mean Absolute Error (MAE)
criterion for categorical features has traditionally relied on
various numerical encoding methods. This paper demon-
strates that unsupervised numerical encoding methods are not
viable for the MAE criteria. Furthermore, we present a novel
and efficient splitting algorithm that addresses the challenges
of handling categorical features with the MAE criterion. Our
findings underscore the limitations of existing approaches and
offer a promising solution to enhance the handling of categor-
ical data in CART algorithms.

Introduction
The CART family of algorithms (random forest, gradient
boosting tree) is well-known for its top performance on tab-
ular data. Real-world tabular data often contains not only
numerical but also categorical features. The CART algo-
rithm recursively partitions the input dataset with a binary
split optimization step and terminates when reaching a min-
imum number of instances. While traditional machine learn-
ing models only work with numerical data, the CART family
of algorithms can process categorical features directly. This
flexibility is because the binary split optimization step in the
CART algorithm only requires feature data types that allow
for different subsets.

The binary split step is recognized as a major bottleneck
regarding the computational efficiency of tree learning al-
gorithms (Catlett 1991). Specifically, when processing cate-
gorical features, the associated discrete set topology can re-
sult in an exponential search space for binary splits. As a
result, various numerical encoding methods have been de-
veloped to address this limitation. Consequently, many pop-
ular tree-based machine learning software packages (such as
XGBoost (Chen and Guestrin 2016), LightGBM (Ke et al.
2017), and Catboost (Prokhorenkova et al. 2018)) only sup-
port numerical data or include automatic numerical encod-
ing methods for categorical data. On the other hand, only
a subset of splitting criteria (such as mean squared error
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and Gini impurity) have optimally guaranteed numerical en-
codings for categorical data (Hastie, Tibshirani, and Fried-
man 2001). The splitting criterion MAE (Mean Absolute
Error) lacks a proven optimal numerical encoding. MAE
is more robust when dealing with outliers and skewed dis-
tributions and is widely adopted in various statistical do-
mains. The most successful and practical numerical encod-
ing method for this criterion is a median-based heuristic nu-
merical encoding. This heuristic has been implemented in
scikit-learn, and takes O(n2) time, where n is the
dataset size (jiangfeng 2017). Unfortunately, O(n2) running
time is too slow for practical purposes. The community sug-
gests using subsampling to avoid the running time issue at
the cost of finding a worse split, which is the standard in
LightGBM.

Our Contributions We are motivated by two open prob-
lems: whether there is a numerical encoding that works for
MAE, and if not, does there exist a fast exact algorithm for
binary split through MAE?
1. We prove that no unsupervised numerical encoding

method is optimal for MAE, and show a median heuristic
could be twice the optimal. While the proof itself is rela-
tively straightforward, the significance of this result is re-
flected in the substantial effort invested in seeking the op-
timal numerical encoding method. For instance, dozens
of unsupervised numerical encoding methods are under
development (McGinnis et al. 2018).

2. We develop an exact and completely new algorithm to
solve the binary split of categorical features with the
MAE criterion in O(n log n+k log k log n) time without
using numerical encoding, where n is the number of data
points and k is the number of categories. The new algo-
rithm is faster than the current heuristics, and also gives
the exact result. So it both handles real-world size data
without subsampling and is completely optimal. The new
algorithm may also hold independent interest, as it solves
the unimodal cost 2-median problem, which generalizes
various problems studied in computational geometry lit-
erature.

Preliminaries
In regression tree learning, during a node split computation,
the goal is to find a binary partition S, Sc of Y ∈ Rn,
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based on some feature X . Here, Sc is the complement of
S with respect to Y . When X is categorical, the goal can
be further simplified as finding a binary partition of Y =
{Y1, Y2, . . . Yk}, where Yi ⊆ R is the subset of the target
data points with category i in feature X . We assume the col-
lection of data points in Y is a set, and they are all disjoint.
This is only for the benefit of exposition. Everything would
still hold with proper definition if repeated data points are
allowed. One easy way is to assume that if there are copies
of the same element, we just perturbed each one of them by
an infinitesimal amount, so all data points are unique.

Depending on the splitting criteria, the partition must
maximize or minimize an objective function. For a given set
S ⊆ Y , the MAE is defined as

MAE(S) = min
a∈R

∑
x∈∪S

|x− a|. (1)

The a achieving the minimum is M(∪S), where M(·) is the
median of the input. Define the error of a split S and Sc as
λ(S), which is the sum of their MAE.

λ(S) := MAE(S) + MAE(Sc). (2)
When using MAE as the splitting criterion, the objective

value would be the minimum over all splits:

λ := min
S⊂Y,S̸=∅

λ(S). (3)

The problem of computing the split S, Sc that achieves
the minimum λ(S) is referred to as the MAE split problem.

To solve for the minimum, one can enumerate all subsets
of Y , resulting in an undesirable O(2k) search space. On the
other hand, the community has developed numerous heuris-
tic numerical encoding methods.
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Figure 1: A example where Y = {Y1, Y2, Y3, Y4}, and the
encoding function e maps elements in Y to R. There are 5
downward closed sets, and 3 of them splits, so D(Y, e) =
{{Y1}, {Y1, Y3}, {Y1, Y3, Y2}}.

Unsupervised Numerical Encoding Rather than enumer-
ating all subsets, one can employ a numeric encoding/set
function e : 2R → R to establish an ordering ⪯e and se-
lect sets based on this ordering.

A numerical encoding function is considered unsuper-
vised if specified independently of the data, meaning it is
determined without observing the input.

The numerical encoding provides a natural ordering over
the elements of Y , where A ⪯e B if e(A) ≤ e(B). We
define the downward closed sets of Y as D′(Y, e), which

consists of sets of the form {A | e(A) ≤ x,A ∈ Y} for
some x.

Numerical encoding has been used as a heuristic to iden-
tify the optimal partition within the downward closed sets.
Specifically, let D(Y, e) = D′(Y, e) \ {Y, ∅}, which are
downward closed sets that splits Y into two non-empty sets.
See Figure 1 for example. Our goal is to find S ∈ D(Y, e)
that minimizes the objective λ. This modified problem leads
to a more favorable O(k) search space, although optimality
is not guaranteed.

For instance, the median heuristic employs the encoding
function e = M by arranging sets based on their medians. It
then enumerates the downward closed sets and their comple-
ments as potential splits. Consequently, this approach yields
only k − 1 potential splits, which can be tested one by one
and return the optimum.

Piecewise-linear functions We also introduce a few use-
ful functions and their properties. A function f : R → R is
unimodal, if there exists a c such that for any x ≤ y ≤ c, we
have f(x) ≥ f(y), and for c ≤ x ≤ y, f(x) ≤ f(y).

A function h : R × R → R is totally monotone, if for
any x1 ≤ x2 ≤ y1 ≤ y2, h(x1, y1) ≥ h(x1, y2) then
h(x2, y1) ≥ h(x2, y2). A positive linear combination of to-
tally monotone functions is totally monotone. A matrix is
totally monotone if the function h(i, j) = Mi,j is totally
monotone. The main property of a totally monotone matrix
is the index for row minimum is non-decreasing. That is, if
Mi,ai is the minimum value of the ith row, then we have
a1 ≤ a2 ≤ . . . ≤ an (Park 1999).

We use B(f) to denote the set of breakpoints for a
piecewise-linear function. Recall the median function M(S)
is an element y ∈ S, such that

∑
x∈S |x− y| is minimized.

Table 1: Comparison of unsupervised encoding for different
criteria.

Splitting Criteria Numerical Encoding Optimal
MSE Mean ✓
Gini impurity Single class percentage ✓
MAE One-hot ×
MAE Median ×

Numerical encoding and median heuristic
Is there a numerical encoding that can be used to find the
optimal binary split for MAE? Specifically, is there an en-
coding function e such that the following equality holds: λ
is equal to minS∈D(Y,e) λ(S)?

Table 1 shows target mean-based numerical encoding for
categorical features has been proven optimal in decision tree
regression with mean squared error (MSE) in (Breiman et al.
1984), the same heuristic does not work with MAE.

Still, this does not rule out the existence of other unsu-
pervised numerical encodings that work for MAE. Unfortu-
nately, we prove that such encoding cannot exist.

Suppose a unique optimal partition of a dataset mini-
mizes the MAE. In that case, any encoding that works for
MAE must have the encoding of all elements in one partition



strictly smaller than or greater than the encoding of the other
partition. Formally, let {A,B} forms the unique optimum
partition of dataset Y , and e is a encoding that works for
MAE, then either e(A) < e(B) for all A ∈ A and B ∈ B,
or e(A) > e(B) for all A ∈ A and B ∈ B. If the encoding e
works for MAE, then the optimal partition is in D(Y, e).
Theorem 1. No numerical encoding function works for bi-
nary split with MAE splitting criteria.

Proof. Assume such an encoding e exists and prove by con-
tradiction via constructing a counter-example. Let ϵ > 0 be
some small and fixed value, say 0.01.

Let a1 = 0, a2 = 2, a3 = 3, a4 = 5. We define Ai =
{ai − ϵ, ai, ai + ϵ}, A′

i = {ai − ϵ, ai + ϵ, a1} if i ∈ {3, 4},
otherwise A′

i = {ai − ϵ, ai + ϵ, a4}.

1. The unique optimum partition of {A1, A
′
1, A4, A

′
4}

is {A1, A
′
1}, {A4, A

′
4}, without loss of generality, let

e(A1) < e(A4).
2. The unique optimum partition of {A2, A

′
1, A3, A

′
4} is

{A2, A
′
1}, {A3, A

′
4}, hence e(A′

1) < e(A′
4).

3. The unique optimum partition of {A2, A
′
2, A3, A

′
3} is

{A2, A
′
2}, {A3, A

′
3}, hence e(A2) < e(A3).

4. The unique optimum partition of {A1, A
′
2, A

′
3, A4} is

{A1, A
′
3}, {A′

2, A4}, hence e(A4) < e(A1), a contradic-
tion.

Now we know that any encoding-based heuristic would
not give the correct result, but maybe it can still give a good
enough result. To answer this, we examine the limitations of
the most widely used encoding-based heuristic, the median
heuristic.

Empirically, it has been shown that the median numeri-
cal encoding works most of the time for MAE splitting cri-
teria (Torgo 1999). The conclusion is made based on ex-
periments on limited datasets. The median encoding result
in sub-optimal splits was only observed through some rare,
randomly generated datasets.

However, we design an input so that the median heuristic
is almost twice as bad as the optimum. Let n be an even
integer. Consider 4 collections of data points Y0, Y1, Y2, Y3.
Y0, Y1 consists of n copies of 0 and 1, respectively. Let Y2

consist of n/2 copies of 0, n/2 + 1 copies of 0.5 + ϵ, and
Y3 consists of n/2 copies of 1 and n/2 + 1 copies of 0.5 −
ϵ. Using the median heuristic, the potential points to split
are 0, 0.5 − ϵ, 0.5 + ϵ, 1. Observe that no matter which one
is chosen, the output of the median heuristic would give a
solution of value n + 2ϵ. The actual optimal would give a
value around n/2 + 1.

Methodology
Knowing that no unsupervised numerical encoding e works
for MAE, there might still be efficient algorithms that give
the exact solution and don’t use any encoding. In the follow-
ing section, we propose such an algorithm. The algorithm
is a fairly complicated divide-and-conquer that uses tools in
computational geometry.

We first transform the MAE split problem into a more
manageable version, where instead of optimization of sub-
sets (which can be as large as 2k), it becomes optimizing
over O(n2) points.
Lemma 1. Let Y be a family of disjoint sets. Then

λ = min
∅⊊S⊊Y

(
MAE(S) + MAE(Sc)

)
can be equivalently written as

λ = min
a,b∈R

∑
S ∈Y

min
(∑
i∈S

|i− a|,
∑
j ∈S

|j − b|
)
.

Proof. By definition,

MAE(S) = min
a∈R

∑
i∈⋃S

|i− a|.

Hence, for any subset S ⊆ Y with complement Sc, we have

MAE(S)+MAE(Sc) = min
a∈R

∑
i∈⋃S

|i−a| + min
b∈R

∑
j∈⋃Sc

|j−b|.

Note that
⋃
S and

⋃
Sc partition all elements in

⋃
Y . We

may reorganize the sums set by set (i.e., over each S ∈ Y),
introducing two real parameters a and b. Gathering the terms
for each S and observing that the choice

min
(∑
i∈S

|i− a|,
∑
j∈S

|j − b|
)

corresponds to placing S into S or its complement Sc, re-
spectively, yields

min
∅⊊S⊊Y

(
MAE(S) + MAE(Sc)

)
= min

a,b∈R

∑
S ∈Y

min
(∑
i∈S

|i− a|,
∑
j∈S

|j − b|
)
.

This confirms the claimed equivalence, completing the
proof.

After the transformation, we consider the following opti-
mization problem.
Problem 1 (Median split problem). Given Y , a family of
subsets of R, find a, b ∈ R, such that

∑
S∈Y min(

∑
i∈S |i−

a|,
∑

j∈S |j − b|) is minimized.

We define a few more substitutions to simplify (and at the
same time, generalize) the problem even further.

Define fS(x) =
∑

y∈S |y−x|. Observe that we try to op-
timize g(a, b) =

∑
S∈Y min{fS(a), fS(b)}. Note that each

fS is piecewise-linear and unimodal. Indeed, let c = M(S),
when x < c, fS is monotonically decreasing and when
x > c, fS is monotonically increasing. Hence, fS is uni-
modal. We use this property to design a much faster algo-
rithm. To this end, we introduce a much more general prob-
lem, the Unimodal Cost 2-Median problem (UC2M).
Problem 2 (Unimodal Cost 2-Median (UC2M)). Let
f1, . . . , fk : R → R be k piecewise-linear unimodal
functions with a total of n breakpoints. Let g(a, b) =∑k

i=1 min{fi(a), fi(b)}. Find a, b ∈ R such that it mini-
mizes g.



Theorem 2. Problem 1 reduces to Problem 2 in linear time.

Proof. Let fS =
∑

i∈S |i−x|. Let the input to the Problem 1
be Y = {S1, . . . , Sk}. This reduces to Problem 2 with input
functions fS1 , . . . , fSk

.

See Figure 2 for the entire reduction assuming inputs are
data points of pairs (r, c), where r is the value and c is the
category of the feature. Note for simplicity of presentation,
we only compute the value instead of the actual split, but it
is easy to extend it to return the entire solution.

BINARYMAESPLIT(data):
C ← list of categories of the feature
for c ∈ C

G← ∅
for (r, c) ∈ data

add function x 7→ |r − x| to G
fc ←

∑
g∈G g

return UNIMODAL2MEDIAN({fc|c ∈ C})

Figure 2: Find the optimum value of the MAE criteria.

Therefore, we shift gears and try to solve Problem 2 in the
remainder of the paper.

Algorithm for Unimodal Cost 2-Median
UC2M is related to various classical 2-median problems in
1D, where there is a cost that is a function of the distance to
the center (Hassin and Tamir 1991; Chen and Wang 2011).
Those problems can be seen as a symmetric unimodal cost
2-median problem. A function f : R → R is symmetric, if
there exists some c ∈ R, such that f(c−x) = f(c+x) for all
x ∈ R. Previous techniques do not help with our problem,
as our functions are not always symmetric. Hence, we have
to design the algorithm from the ground up.

For a piecewise-linear function f of n breakpoints, the
representation consists of the sorted list of breakpoints
x1, . . . , xn, and the corresponding values f(x1), . . . , f(xn).
Additionally, the initial slope and the final slope are also
stored. Given i, one can find xi, and evaluate f , the right
slope of f , and the change of slope of f at xi, all in O(1)
time. If we are interested in finding the value of f(x) by giv-
ing x instead of any index, it takes O(log n) time by doing
a binary search over the list and then interpolating adjacent
breakpoints.

Properties of the problem
Let f1, . . . , fk be the input of Problem 2, and g(x, y) =∑k

i=1 min{fi(x), fi(y)}. Evaluate g for all x, y takes O(k)
time each if we look at x, y in order. Hence, Problem 2 has
an O(n2k) time algorithm.

This algorithm is extremely naive, looking through all
possible input pairs. One might guess that if we fix a, then
the function ga(b) = g(a, b) is a unimodal function, and
then a binary search-like procedure can be applied to find
the minimum b for ga. Unfortunately, this is false; ga can
have many local minima. Fortunately, g is a totally mono-
tone function.

Theorem 3. Let f : R → R be an unimodal function. The
function g : R2 → R defined as g(x, y) = min(f(x), f(y))
if x ≤ y, and g(x, y) = ∞ if x > y, is a totally monotone
function.

Proof. Consider for any x1 ≤ x2 and y1 ≤ y2.
In order to show h is totally monotone, we have to

show that if min(f(x1), f(y1)) ≤ min(f(x1), f(y2)), then
min(f(x2), f(y1)) ≤ min(f(x2), f(y2)).

If we do not have x1 ≤ x2 ≤ y1 ≤ y2, we will obtain an
infinity case, and one can see the inequalities hold.

Hence we assume x1 ≤ x2 ≤ y1 ≤ y2.
There are two cases.
Case 1. If f(y1) ≤ f(y2), then min{f(x2), f(y1)} ≤

min{f(x2), f(y2)}.
Case 2. Otherwise, assume f(y1) > f(y2). Because

f(y1) > f(y2) but y1 ≤ y2, so we must have y1 is in
the decreasing part of the function f . Therefore, we must
have f(x1) ≥ f(x2) ≥ f(y1) > f(y2). Hence, f(y1) =
min{f(x1), f(y1)} ≤ min{f(x1), f(y2)} = f(y2) <
f(y1), a contradiction.

By Theorem 3, and the fact that the sum of totally mono-
tone functions is totally monotone (Park 1999), the function
we try to optimize in Problem 2 is a totally monotone func-
tion. Let x1, . . . , xn be all the breakpoints of all the func-
tions ordered from smallest to largest. Consider the matrix
M , such that Mi,j = g(xi, xj), where xi is the ith break-
point of g, then M is a totally monotone matrix. It is useful
for us to consider the index-based version of the breakpoint
instead of the breakpoint itself for ease of implementation.

For a totally monotone matrix M , the SMAWK algorithm
finds the row minima of each row of M in O(n) evalua-
tions of entries in M (Aggarwal et al. 1987). Each evaluation
takes O(k log k) time. Therefore, we obtain an O(nk log k)
time algorithm. The SMAWK algorithm is known to use a
minimum number of evaluations (up to a constant), so it
seems there is no way to beat the current running time by
much, as it is unlikely to do a single evaluation in less than
O(k) time in the worst case.

However, observe that evaluations are not all independent.
After evaluating Mi,j , evaluating Mi+1,j or Mi,j+1 would
become easier, as the difference is only a single breakpoint,
so the change in the function g is easy to describe. Hence,
if one can arrange the order of evaluation and compute the
”difference” with a better data structure, a fast algorithm can
be designed. In the next section, we show this is possible by
massively speeding up the average time of each evaluation
at the cost of slightly increasing the number of evaluations.

Slowing down to speed up
Recall that we are interested in finding the x and y such that
g(x, y) is minimized, where x, y are from a lattice grid and
g(x, y) evaluated on the grid results in a totally monotone
matrix. We can make the evaluation dependent on prede-
cessors through an alternative divide-and-conquer algorithm
other than the SMAWK. This new divide-and-conquer algo-
rithm will take a total of O(n log n) evaluations of the ma-
trix, so a slow down in the number of evaluations. However,



a total speed up is obtained by speeding up each individual
evaluation.

We outline the idea as follows: for a fixed i, let j be the
value that minimizes Mi,j . The optimum of the entire matrix
must be either Mi,j , or of the form Mi′,j′ where i′ < i and
j′ ≤ j, or i′ > i and j′ ≥ j (Park 1999). Hence, this gives
us a natural divide-and-conquer algorithm: find the row min-
imum of the center row and recursively solve the new prob-
lem on the two smaller matrices. Observe the total num-
ber of evaluations of a n ×m matrix would be T (n,m) =
T (n/2,m1) + T (n/2,m2) + O(m) = O(m log n). Since,
in our case, n = m, we get an algorithm taking O(n log n)
evaluations.

Naively, this would give us an O(nk logn log k) time al-
gorithm, which is even worse than the SMAWK algorithm.
However, instead of the number of evaluations, we can show
that the running time follows a similar recursion, and thus
we obtain an O(n log n+ k log k log n) time algorithm.

Naturally, we have to describe how to solve the two parts
of the problem: Finding the row minimum and divide-and-
conquer.

Find the minimum over a single row
Finding a minimum of a given row in the matrix M ,
is equivalent to answer the following question: Given
functions f1, . . . , fk, and an fixed index a, how to find
minb

∑k
j=1 min(fj(xa), fj(xb)) quickly?

For a fixed a, define the active set at index b to be the
set of function indices j, such that fj(xa) > fj(xb). Let
A1, . . . , An be the sequence of active sets at 1, . . . , n, re-
spectively. Each function fj moves out of the active set only
once. That is, for an index j ∈ [k], there exists an index qj ,
such that for each i ≥ qj , we have j ∈ Ai, and j ̸∈ Ai

otherwise.
Define fA =

∑
i∈A fi. If we can quickly evaluate fA and

update A, then we can quickly evaluate g. Indeed, in order
to evaluate g(xa, xb), the idea is to break it down into eval-
uating fĀ(xa) + fA(xb) where A is the active set at index
b.

It’s not hard to describe a data structure that maintains
the value of fA(xa) under updates of A and a; this is pre-
cisely the evaluation data structure in Theorem 6. However,
we must also decide which function has to be added or re-
moved from A. This is done through a useful transformation.
Let f be an unimodal function with the local minimum at c,
define f† : R→ R to be f†(x) = max{x′ | f(x′) ≤ f(x)}
if x ∈ (−∞, c] and −∞ otherwise. Intuitively, this means
for any x ≤ c, if we have x ≤ x′ ≤ f†(x), then we
know f(x′) ≤ f(x). Namely, one can quickly observe if
f(x) ≤ f(x′) by checking if x′ ≤ f†(x). See Figure 3.

If f is a piecewise-linear unimodal function of n break-
points, then f† is a piecewise-linear decreasing function in
(−∞, c] of n breakpoints and can be computed from f in
O(n) time. We can find the value of f†(x) in O(log n) time.
Since f† can be computed in linear time when f is created,
we always assume that f† is computed when we use f .

Knowing f†
i (xa) for each i, then we know precisely when

i moves out of the active set: i moves out of the active set

when xb > f†
i (xa) for the first time. See Figure 5 for imple-

mentation of ROWMINIMA.

Theorem 4. If the input is k functions with a total of n
breakpoints, row minima can be found in O(n + k log k)
time.

Proof. We analyze the running time of ROWMINIMA. Or-
dering the functions by evaluation of f†

j (xa) for each j,
which takes

∑k
j=1 nj log nj = O(k log n

k ) time, where nj

is the number of breakpoints of fj . Sorting the k functions
by their † value takes O(k log k) time. The linear scan takes
O(n) time. Hence, going through each breakpoint takes
O(n) time. Note k = O(n), hence O(k log n

k ) = O(n). The
total running time of RowMinima is O(n+ k log k).
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<latexit sha1_base64="pMmepIStKDa4xV7pxIe7wGHvle4=">AAAB6HicbZC7SwNBEMbnfCbxFbW0OQyChYQ7wUcZsLFMwDwgOcLe3lyyZm/v2N0TwpHGxsLGQhFbe/8ZO/8a3TwKTfxg4cf3zbAz4yecKe04X9bS8srq2nouX9jY3NreKe7uNVScSop1GvNYtnyikDOBdc00x1YikUQ+x6Y/uBrnzTuUisXiRg8T9CLSEyxklGhj1cJuseSUnYnsRXBnUKrkH4KP7/uTarf42QlimkYoNOVEqbbrJNrLiNSMchwVOqnChNAB6WHboCARKi+bDDqyj4wT2GEszRPanri/OzISKTWMfFMZEd1X89nY/C9rpzq89DImklSjoNOPwpTbOrbHW9sBk0g1HxogVDIzq037RBKqzW0K5gju/MqL0Dgtu+fls5pbqjgwVQ4O4BCOwYULqMA1VKEOFBAe4RlerFvryXq13qalS9asZx/+yHr/AY74kG0=</latexit>

f
<latexit sha1_base64="pMmepIStKDa4xV7pxIe7wGHvle4=">AAAB6HicbZC7SwNBEMbnfCbxFbW0OQyChYQ7wUcZsLFMwDwgOcLe3lyyZm/v2N0TwpHGxsLGQhFbe/8ZO/8a3TwKTfxg4cf3zbAz4yecKe04X9bS8srq2nouX9jY3NreKe7uNVScSop1GvNYtnyikDOBdc00x1YikUQ+x6Y/uBrnzTuUisXiRg8T9CLSEyxklGhj1cJuseSUnYnsRXBnUKrkH4KP7/uTarf42QlimkYoNOVEqbbrJNrLiNSMchwVOqnChNAB6WHboCARKi+bDDqyj4wT2GEszRPanri/OzISKTWMfFMZEd1X89nY/C9rpzq89DImklSjoNOPwpTbOrbHW9sBk0g1HxogVDIzq037RBKqzW0K5gju/MqL0Dgtu+fls5pbqjgwVQ4O4BCOwYULqMA1VKEOFBAe4RlerFvryXq13qalS9asZx/+yHr/AY74kG0=</latexit>

f

<latexit sha1_base64="JMGRE7IQR9T/97TCAP+uJBbCxY0=">AAAB9XicbVDJSgNBEO1xjXEb9aaXxiDES5gRXI4BLx48JGAWSCahp6dm0qRnobtHDUO+wB/w4kERr36Ef+DNv/AT7CwHTXxQ8Hiviqp6bsKZVJb1ZSwsLi2vrObW8usbm1vb5s5uXcapoFCjMY9F0yUSOIugppji0EwEkNDl0HD7lyO/cQtCsji6UYMEnJAEEfMZJUpLHb+TtT0SBCCGxfvjrlmwStYYeJ7YU1Iom9Xvj+v9h0rX/Gx7MU1DiBTlRMqWbSXKyYhQjHIY5tuphITQPgmgpWlEQpBONr56iI+04mE/Froihcfq74mMhFIOQld3hkT15Kw3Ev/zWqnyL5yMRUmqIKKTRX7KsYrxKALsMQFU8YEmhAqmb8W0RwShSgeV1yHYsy/Pk/pJyT4rnVbtQtlCE+TQATpERWSjc1RGV6iCaogigR7RM3ox7own49V4m7QuGNOZPfQHxvsPnYSViw==</latexit>

f†(x)
<latexit sha1_base64="JMGRE7IQR9T/97TCAP+uJBbCxY0=">AAAB9XicbVDJSgNBEO1xjXEb9aaXxiDES5gRXI4BLx48JGAWSCahp6dm0qRnobtHDUO+wB/w4kERr36Ef+DNv/AT7CwHTXxQ8Hiviqp6bsKZVJb1ZSwsLi2vrObW8usbm1vb5s5uXcapoFCjMY9F0yUSOIugppji0EwEkNDl0HD7lyO/cQtCsji6UYMEnJAEEfMZJUpLHb+TtT0SBCCGxfvjrlmwStYYeJ7YU1Iom9Xvj+v9h0rX/Gx7MU1DiBTlRMqWbSXKyYhQjHIY5tuphITQPgmgpWlEQpBONr56iI+04mE/Froihcfq74mMhFIOQld3hkT15Kw3Ev/zWqnyL5yMRUmqIKKTRX7KsYrxKALsMQFU8YEmhAqmb8W0RwShSgeV1yHYsy/Pk/pJyT4rnVbtQtlCE+TQATpERWSjc1RGV6iCaogigR7RM3ox7own49V4m7QuGNOZPfQHxvsPnYSViw==</latexit>

f†(x)

<latexit sha1_base64="xucc+JZdU7GmHxbRAjAaUATt8vA=">AAAB63icbVDLSsNAFL2pr1pfUXe6CRahbkoi+FgW3Lhw0YJ9QBvKZDpph85MwsxELKFfILhxoYhbv8Q/cOdf+AlO2i609cCFwzn3cu89Qcyo0q77ZeWWlldW1/LrhY3Nre0de3evoaJEYlLHEYtkK0CKMCpIXVPNSCuWBPGAkWYwvMr85h2RikbiVo9i4nPUFzSkGOlMCkv3J1276JbdCZxF4s1IsWLXvj9uDh6qXfuz04twwonQmCGl2p4baz9FUlPMyLjQSRSJER6iPmkbKhAnyk8nt46dY6P0nDCSpoR2JurviRRxpUY8MJ0c6YGa9zLxP6+d6PDST6mIE00Eni4KE+boyMked3pUEqzZyBCEJTW3OniAJMLaxFMwIXjzLy+SxmnZOy+f1UwaLkyRh0M4ghJ4cAEVuIYq1AHDAB7hGV4sbj1Zr9bbtDVnzWb24Q+s9x/OipEK</latexit>

f(x)
<latexit sha1_base64="xucc+JZdU7GmHxbRAjAaUATt8vA=">AAAB63icbVDLSsNAFL2pr1pfUXe6CRahbkoi+FgW3Lhw0YJ9QBvKZDpph85MwsxELKFfILhxoYhbv8Q/cOdf+AlO2i609cCFwzn3cu89Qcyo0q77ZeWWlldW1/LrhY3Nre0de3evoaJEYlLHEYtkK0CKMCpIXVPNSCuWBPGAkWYwvMr85h2RikbiVo9i4nPUFzSkGOlMCkv3J1276JbdCZxF4s1IsWLXvj9uDh6qXfuz04twwonQmCGl2p4baz9FUlPMyLjQSRSJER6iPmkbKhAnyk8nt46dY6P0nDCSpoR2JurviRRxpUY8MJ0c6YGa9zLxP6+d6PDST6mIE00Eni4KE+boyMked3pUEqzZyBCEJTW3OniAJMLaxFMwIXjzLy+SxmnZOy+f1UwaLkyRh0M4ghJ4cAEVuIYq1AHDAB7hGV4sbj1Zr9bbtDVnzWb24Q+s9x/OipEK</latexit>

f(x)

<latexit sha1_base64="xhUB28E/CjzR59465REZGw8i7w0=">AAAB6XicbZC5TgMxEIZnOUO4wtHRWEQIqsiLxNERiQLKgMghJavI63gTK17vyvYiwipvQEMBQrT0VDwJHSVvgnMUkPBLlj79/4w8M34suDYYfzkzs3PzC4uZpezyyuraem5js6KjRFFWppGIVM0nmgkuWdlwI1gtVoyEvmBVv3s+yKu3TGkeyRvTi5kXkrbkAafEWOv6br+Zy+MCHgpNgzuG/NnH/ffF+3ZaauY+G62IJiGThgqidd3FsfFSogyngvWzjUSzmNAuabO6RUlCpr10OGkf7VmnhYJI2ScNGrq/O1ISat0LfVsZEtPRk9nA/C+rJyY49VIu48QwSUcfBYlAJkKDtVGLK0aN6FkgVHE7K6Idogg19jhZewR3cuVpqBwW3OPC0RXOFzGMlIEd2IUDcOEEinAJJSgDhQAe4Amena7z6Lw4r6PSGWfcswV/5Lz9AGh3kPM=</latexit>

x0<latexit sha1_base64="xhUB28E/CjzR59465REZGw8i7w0=">AAAB6XicbZC5TgMxEIZnOUO4wtHRWEQIqsiLxNERiQLKgMghJavI63gTK17vyvYiwipvQEMBQrT0VDwJHSVvgnMUkPBLlj79/4w8M34suDYYfzkzs3PzC4uZpezyyuraem5js6KjRFFWppGIVM0nmgkuWdlwI1gtVoyEvmBVv3s+yKu3TGkeyRvTi5kXkrbkAafEWOv6br+Zy+MCHgpNgzuG/NnH/ffF+3ZaauY+G62IJiGThgqidd3FsfFSogyngvWzjUSzmNAuabO6RUlCpr10OGkf7VmnhYJI2ScNGrq/O1ISat0LfVsZEtPRk9nA/C+rJyY49VIu48QwSUcfBYlAJkKDtVGLK0aN6FkgVHE7K6Idogg19jhZewR3cuVpqBwW3OPC0RXOFzGMlIEd2IUDcOEEinAJJSgDhQAe4Amena7z6Lw4r6PSGWfcswV/5Lz9AGh3kPM=</latexit>

x0

<latexit sha1_base64="4/VF1ipggj5rLCMHKH59q17KzxU=">AAAB7HicbVDLSsNAFL3xWesr6k43g0Wsm5IIPpYFNy5ctGDaQhvKZDpph04mYWYiltAvcOHGhSJu/RH/wJ1/4Sc4fSy09cCFwzn3cu89QcKZ0o7zZS0sLi2vrObW8usbm1vb9s5uTcWpJNQjMY9lI8CKciaop5nmtJFIiqOA03rQvxr59TsqFYvFrR4k1I9wV7CQEayN5IXF++OTtl1wSs4YaJ64U1Io29Xvj5v9h0rb/mx1YpJGVGjCsVJN10m0n2GpGeF0mG+liiaY9HGXNg0VOKLKz8bHDtGRUToojKUpodFY/T2R4UipQRSYzgjrnpr1RuJ/XjPV4aWfMZGkmgoyWRSmHOkYjT5HHSYp0XxgCCaSmVsR6WGJiTb55E0I7uzL86R2WnLPS2dVk4YDE+TgAA6hCC5cQBmuoQIeEGDwCM/wYgnryXq13iatC9Z0Zg/+wHr/AS/MkTs=</latexit>

f(x0)
<latexit sha1_base64="4/VF1ipggj5rLCMHKH59q17KzxU=">AAAB7HicbVDLSsNAFL3xWesr6k43g0Wsm5IIPpYFNy5ctGDaQhvKZDpph04mYWYiltAvcOHGhSJu/RH/wJ1/4Sc4fSy09cCFwzn3cu89QcKZ0o7zZS0sLi2vrObW8usbm1vb9s5uTcWpJNQjMY9lI8CKciaop5nmtJFIiqOA03rQvxr59TsqFYvFrR4k1I9wV7CQEayN5IXF++OTtl1wSs4YaJ64U1Io29Xvj5v9h0rb/mx1YpJGVGjCsVJN10m0n2GpGeF0mG+liiaY9HGXNg0VOKLKz8bHDtGRUToojKUpodFY/T2R4UipQRSYzgjrnpr1RuJ/XjPV4aWfMZGkmgoyWRSmHOkYjT5HHSYp0XxgCCaSmVsR6WGJiTb55E0I7uzL86R2WnLPS2dVk4YDE+TgAA6hCC5cQBmuoQIeEGDwCM/wYgnryXq13iatC9Z0Zg/+wHr/AS/MkTs=</latexit>

f(x0)

Figure 3: Intuition of the † transform.

Divide-and-conquer
In the divide-and-conquer step, we split the problem into
evaluations over 2 smaller submatrices, which are almost
disjoint.

Observe that once we are searching for the optimum
in a submatrix where the row index ranges from amin to
amax and the column index ranges from bmin to bmax. All
the values of the functions outside this range are irrele-
vant. Hence, we can safely assume we process all the func-
tions passed into the recursive call by removing the break-
points outside the ranges. In practice, this is not explicit
but is done through implicit bookkeeping. This allows us to
bound the running time related to traversing the functions by
O((bmax − bmin) + (amax − amin)) inside each recursive
call. See the recursive algorithm OPTIMUM in Figure 5.

The main observation is that the sequence of func-
tions is also split into two subproblems. Let Ma,b be
the optimum value on the row a. We consider the func-
tions in two classes, L = {i|fi(xa) ≤ fi(xb)}, and
R = {i|fi(xa) > fi(xb)}. The algorithm would be cor-
rect if we pass down all functions. However, when we
pass the function to the left recursion, during the eval-
uating values Ma′,b′ where a′ ∈ [amin, a] and b′ ∈
[bmin, b], the contribution of the function fi where i ∈
R is apparent: min(fi(xa′), fi(xb′)) = fi(xb′). Namely,∑

i∈R min(fi(xa′), fi(xb′)) =
∑

i∈R fi(xb′). A similar re-
sult holds for right recursion. Therefore, there is no need to



Table 2: Comparison between LightGBM and our algorithm.

Dataset Feature Data size Categories LightGBM relative Accuracy LightGBM Time (s) Our Time (s)
Predict Droughts TS 19,300,680 7,588 0.9957 5.40698 0.948483

WS10M 19,300,680 1,740 0.9991 5.64445 0.737965
QV2M 19,300,680 2,210 0.9734 5.13713 0.843196
T2M RANGE 19,300,680 3,029 0.9729 5.40553 0.847019

delays zurich transport windspeed avg 5,465,575 66 0.9996 1.25839 0.283073
temp 5,465,575 143 0.9984 1.26260 0.289960
stop id 5,465,575 1,530 0.9766 1.29020 0.370960
time 5,465,575 3,526 0.9870 1.23520 0.402581

gpu kernel performance MWG 5,100,000 5 0.9234 2.25632 0.598805
MDIMC 5,100,000 7 0.9903 2.33057 0.271983
NWG 5,100,000 6 0.9583 2.36985 0.465714

diamonds carat 53,940 273 0.6193 0.021328 0.016229
table 53,940 127 0.9829 0.022840 0.008226
x 53,940 554 0.6213 0.028240 0.019635

house sales sqft living 21,613 1,038 0.8553 0.026370 0.009103
zipcode 21,613 70 0.8322 0.016795 0.005777
sqft above 21,613 946 0.8932 0.036526 0.008170

wine fixed acidity 1,143 91 0.8662 0.012946 0.000178
density 1,143 388 0.7094 0.010698 0.000281
volatile acidity 1,143 135 0.8067 0.005512 0.000193
citric acid 1,143 77 0.8611 0.004860 0.000177

boston ZN 506 26 0.8926 0.005560 0.000262
INDUS 506 76 0.7886 0.005856 0.000444
DIS 506 412 0.7320 0.018420 0.000626

pass down all the functions; instead, we sum the functions
and pass them down. This ensures the sequence of functions
passed down is partitioned into two, each with one more
function appended.

<latexit sha1_base64="fWU8koobvBf6acpZImatk/x9tck=">AAAB7nicbVDJSgNBEK0xLjFuUfHkZTAInsKM4HIMePEYwSyQDKGnU5M06e4ZunuEMOQjvHhQxKu/4S94EDz5KdpZDpr4oODxXhVV9cKEM20879NZyi2vrK7l1wsbm1vbO8XdvbqOU0WxRmMeq2ZINHImsWaY4dhMFBIRcmyEg6ux37hDpVksb80wwUCQnmQRo8RYqUE6mWBy1CmWvLI3gbtI/BkpVXIf328HX1jtFN/b3ZimAqWhnGjd8r3EBBlRhlGOo0I71ZgQOiA9bFkqiUAdZJNzR+6xVbpuFCtb0rgT9fdERoTWQxHaTkFMX897Y/E/r5Wa6DLImExSg5JOF0Upd03sjn93u0whNXxoCaGK2Vtd2ieKUGMTKtgQ/PmXF0n9tOyfl89ubBoeTJGHQziCE/DhAipwDVWoAYUB3MMjPDmJ8+A8Oy/T1iVnNrMPf+C8/gA9cJPi</latexit>amin
<latexit sha1_base64="fWU8koobvBf6acpZImatk/x9tck=">AAAB7nicbVDJSgNBEK0xLjFuUfHkZTAInsKM4HIMePEYwSyQDKGnU5M06e4ZunuEMOQjvHhQxKu/4S94EDz5KdpZDpr4oODxXhVV9cKEM20879NZyi2vrK7l1wsbm1vbO8XdvbqOU0WxRmMeq2ZINHImsWaY4dhMFBIRcmyEg6ux37hDpVksb80wwUCQnmQRo8RYqUE6mWBy1CmWvLI3gbtI/BkpVXIf328HX1jtFN/b3ZimAqWhnGjd8r3EBBlRhlGOo0I71ZgQOiA9bFkqiUAdZJNzR+6xVbpuFCtb0rgT9fdERoTWQxHaTkFMX897Y/E/r5Wa6DLImExSg5JOF0Upd03sjn93u0whNXxoCaGK2Vtd2ieKUGMTKtgQ/PmXF0n9tOyfl89ubBoeTJGHQziCE/DhAipwDVWoAYUB3MMjPDmJ8+A8Oy/T1iVnNrMPf+C8/gA9cJPi</latexit>amin

<latexit sha1_base64="c/VDdnLJ6nar8S/a13HjXyhqbJ0=">AAAB7nicbVDJSgNBEK1JXGLcouLJS2MQPIUZweUY8OIxglkgCaGm05M06ekZunvEMOQjvHhQxKu/4S94EDz5KdpZDpr4oODxXhVV9fxYcG1c99PJZJeWV1Zza/n1jc2t7cLObk1HiaKsSiMRqYaPmgkuWdVwI1gjVgxDX7C6P7gc+/VbpjSP5I0ZxqwdYk/ygFM0VqpjJw3xbtQpFN2SOwFZJN6MFMvZj++3/S9W6RTeW92IJiGThgrUuum5sWmnqAyngo3yrUSzGOkAe6xpqcSQ6XY6OXdEjqzSJUGkbElDJurviRRDrYehbztDNH09743F/7xmYoKLdsplnBgm6XRRkAhiIjL+nXS5YtSIoSVIFbe3EtpHhdTYhPI2BG/+5UVSOyl5Z6XTa5uGC1Pk4AAO4Rg8OIcyXEEFqkBhAPfwCE9O7Dw4z87LtDXjzGb24A+c1x9AcpPk</latexit>amax
<latexit sha1_base64="c/VDdnLJ6nar8S/a13HjXyhqbJ0=">AAAB7nicbVDJSgNBEK1JXGLcouLJS2MQPIUZweUY8OIxglkgCaGm05M06ekZunvEMOQjvHhQxKu/4S94EDz5KdpZDpr4oODxXhVV9fxYcG1c99PJZJeWV1Zza/n1jc2t7cLObk1HiaKsSiMRqYaPmgkuWdVwI1gjVgxDX7C6P7gc+/VbpjSP5I0ZxqwdYk/ygFM0VqpjJw3xbtQpFN2SOwFZJN6MFMvZj++3/S9W6RTeW92IJiGThgrUuum5sWmnqAyngo3yrUSzGOkAe6xpqcSQ6XY6OXdEjqzSJUGkbElDJurviRRDrYehbztDNH09743F/7xmYoKLdsplnBgm6XRRkAhiIjL+nXS5YtSIoSVIFbe3EtpHhdTYhPI2BG/+5UVSOyl5Z6XTa5uGC1Pk4AAO4Rg8OIcyXEEFqkBhAPfwCE9O7Dw4z87LtDXjzGb24A+c1x9AcpPk</latexit>amax

<latexit sha1_base64="7S0YzzEZoV9EkYQOkk6W+ybRGAQ=">AAAB7nicbZDJSgNBEIZrjEuMW1Q8eRkMgqcwI7gcA148RjALJEPo6dQkTbp7hu4eIQx5CC8eFPHqa/gKHgRPPop2loMm/tDw8f9VdFWFCWfaeN6ns5RbXlldy68XNja3tneKu3t1HaeKYo3GPFbNkGjkTGLNMMOxmSgkIuTYCAdX47xxh0qzWN6aYYKBID3JIkaJsVYj7GSCyVGnWPLK3kTuIvgzKFVyH99vB19Y7RTf292YpgKloZxo3fK9xAQZUYZRjqNCO9WYEDogPWxZlESgDrLJuCP32DpdN4qVfdK4E/d3R0aE1kMR2kpBTF/PZ2Pzv6yVmugyyJhMUoOSTj+KUu6a2B3v7naZQmr40AKhitlZXdonilBjL1SwR/DnV16E+mnZPy+f3filigdT5eEQjuAEfLiAClxDFWpAYQD38AhPTuI8OM/Oy7R0yZn17MMfOa8/P0qT5A==</latexit>

bmin

<latexit sha1_base64="7S0YzzEZoV9EkYQOkk6W+ybRGAQ=">AAAB7nicbZDJSgNBEIZrjEuMW1Q8eRkMgqcwI7gcA148RjALJEPo6dQkTbp7hu4eIQx5CC8eFPHqa/gKHgRPPop2loMm/tDw8f9VdFWFCWfaeN6ns5RbXlldy68XNja3tneKu3t1HaeKYo3GPFbNkGjkTGLNMMOxmSgkIuTYCAdX47xxh0qzWN6aYYKBID3JIkaJsVYj7GSCyVGnWPLK3kTuIvgzKFVyH99vB19Y7RTf292YpgKloZxo3fK9xAQZUYZRjqNCO9WYEDogPWxZlESgDrLJuCP32DpdN4qVfdK4E/d3R0aE1kMR2kpBTF/PZ2Pzv6yVmugyyJhMUoOSTj+KUu6a2B3v7naZQmr40AKhitlZXdonilBjL1SwR/DnV16E+mnZPy+f3filigdT5eEQjuAEfLiAClxDFWpAYQD38AhPTuI8OM/Oy7R0yZn17MMfOa8/P0qT5A==</latexit>

bmin

<latexit sha1_base64="qB6kKDX2JH3pDghOE74gDgzQgnw=">AAAB7nicbZDJSgNBEIZrEpcYt6h48jIYBE9hRnA5Brx4jGAWSELo6dQkTbp7hu4eMQx5CC8eFPHqa/gKHgRPPop2loMm/tDw8f9VdFUFMWfaeN6nk8kuLa+s5tby6xubW9uFnd2ajhJFsUojHqlGQDRyJrFqmOHYiBUSEXCsB4PLcV6/RaVZJG/MMMa2ID3JQkaJsVY96KSC3I06haJX8iZyF8GfQbGc/fh+2//CSqfw3upGNBEoDeVE66bvxaadEmUY5TjKtxKNMaED0sOmRUkE6nY6GXfkHlmn64aRsk8ad+L+7kiJ0HooAlspiOnr+Wxs/pc1ExNetFMm48SgpNOPwoS7JnLHu7tdppAaPrRAqGJ2Vpf2iSLU2Avl7RH8+ZUXoXZS8s9Kp9d+sezBVDk4gEM4Bh/OoQxXUIEqUBjAPTzCkxM7D86z8zItzTiznj34I+f1B0JMk+Y=</latexit>

bmax

<latexit sha1_base64="qB6kKDX2JH3pDghOE74gDgzQgnw=">AAAB7nicbZDJSgNBEIZrEpcYt6h48jIYBE9hRnA5Brx4jGAWSELo6dQkTbp7hu4eMQx5CC8eFPHqa/gKHgRPPop2loMm/tDw8f9VdFUFMWfaeN6nk8kuLa+s5tby6xubW9uFnd2ajhJFsUojHqlGQDRyJrFqmOHYiBUSEXCsB4PLcV6/RaVZJG/MMMa2ID3JQkaJsVY96KSC3I06haJX8iZyF8GfQbGc/fh+2//CSqfw3upGNBEoDeVE66bvxaadEmUY5TjKtxKNMaED0sOmRUkE6nY6GXfkHlmn64aRsk8ad+L+7kiJ0HooAlspiOnr+Wxs/pc1ExNetFMm48SgpNOPwoS7JnLHu7tdppAaPrRAqGJ2Vpf2iSLU2Avl7RH8+ZUXoXZS8s9Kp9d+sezBVDk4gEM4Bh/OoQxXUIEqUBjAPTzCkxM7D86z8zItzTiznj34I+f1B0JMk+Y=</latexit>

bmax
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Right recursion

Figure 4: A demonstration of one step of the recursion algo-
rithm.

Theorem 5. Finding the optimum of Problem 2 for the in-
put of k function of a total n breakpoints takes O((n +
k log k) logn) time.

Proof. See appendix.

Some additional optimization can be done that does not
change the asymptotic worst-case running time but improves
the running time in practice. For example, in the recursion,
if at some point, the only function remaining is the function
that came from a sum of original functions, then the recur-
sion can stop earlier.

Data structure for piecewise-linear functions
We describe a data structure over a set of piecewise-linear
functions, and it can return the sum quickly. This data struc-
ture is required to implement ROWMINIMA, where two dy-
namic sums of piecewise-linear functions need to be main-
tained, and also OPTIMUM, where the sum of piecewise-
linear functions has to be computed and passed down.

Let f1, . . . , fk be piecewise-linear functions with a total
of n distinct breakpoints. Although our algorithms can han-
dle the case when breakpoints are not distinct, describing
them does not provide additional insights.

Let fA =
∑

i∈A fi. Let a global set of points x1, . . . , xn

contain all the breakpoints of each fi. We aim to maintain a
data structure that includes a set A and an index a, enabling
the fast evaluation of fA(xa).

Formally, the data structure should have the following op-
erations.
1. INITIALIZE(f1, . . . , fk): Process the functions

f1, . . . , fk, and return a data structure for f∅ and
a = −1.

2. ADD(i): Update A into A ∪ {i}.
3. REMOVE(i): Update A into A \ {i}.
4. EVALUATE(): Return fA(xa).
5. NEXT(): Update a to a+ 1.

Such a data structure is standard, but we sketch it here for
completeness.



UNIMODAL2MEDIAN(f ):
Compute the global list of breakpoints x1, . . . , xn

Compute the † transform for each function
return OPTIMUM(1, n, 1, n, f )

OPTIMUM(amin, amax, bmin, bmax, f ):
a← (amax + amin)/2
v, b← ROWMINIMA(a, bmin, bmax, f)
if amin = amax:

return v
L← {i|fi(xa) ≤ fi(xb)}
R← {i|fi(xa) > fi(xb)}
fL ← {fi|i ∈ L} ∪ (

∑
i∈R fi)

fR ← {fi|i ∈ R} ∪ (
∑

i∈L fi)
vL ← OPTIMUM(amin, a, bmin, b, f

L)
vR ← OPTIMUM(a, amax, b, bmax, f

R)
return min(vL, vR, v)

ROWMINIMA(a, bmin, bmax, f ):
f1, . . . , fk are renumbered such that f†

j (xa) ≤ f†
j+1(xa)

p← 1
A← {1, . . . , k}
for i from bmin to bmax

while f†
p(xa) < xi

A← A \ {p}
p← p+ 1

v ← fĀ(xa) + fA(xi)
if v is smallest seen value

b← i
return b

Figure 5: Algorithm for finding unimodal 2 medians. For
each one of the procedures, the input f is a sequence of
piecewise-linear unimodal functions.

Theorem 6. Assuming all the breakpoints have been sorted,
the data structure takes O(n) time to construct, and any se-
quence of O(n) queries takes O(n) time.

Proof. See appendix.

Theorem 7. Problem 2 can be solved in O((n +
k log k) logn) time.

Theorem 8. The median split problem on k categories and
n data points can be solved in O((n+ k log k) log n) time.

In particular, if the number of categories is small with re-
spect to the number of datapoints, then our running time is
simply O(n log n).

Experiments
We implemented the algorithm in C++ and ran it on an 8-
core AMD Ryzen 7 5800H processor with 16GB of RAM.1
We selected several regression datasets from OpenML: two
large datasets (more than 500k data points) (OpenML 2017,

1Code is available at https://anonymous.4open.science/r/
binary-split-F12B.

Figure 6: Running time in seconds vs number of data points

2023), two medium-sized datasets (around 50k data points)
(OpenML 2019, 2020), and two small datasets (about
1000 data points) (Kaggle 2022; OpenML 2014). For each
dataset, we attempted a binary split on each of its features.
We used LightGBM, as it can handle large-scale data inputs,
whereas scikit-learn often fails to complete in a reasonable
amount of time.

We recorded the running time and MAE values of our al-
gorithm and LightGBM, and calculated the relative accuracy
(our result / LightGBM result) for each dataset, as shown in
the table above (OpenML dataset IDs in parentheses).

To further evaluate performance under imbalanced
data, we selected two datasets from Kaggle: Predict
Droughts(Minixhofer 2021) and Wine. Their results are also
included in the table.

Our algorithm achieves exact MAE-optimal splits in all
cases. Interestingly, LightGBM is sufficiently accurate in
most instances. However, since our algorithm is consistently
faster, there is no need to use subsampled data to reduce
computation. For the imbalanced datasets, our method main-
tains higher accuracy than LightGBM and also demonstrates
superior time efficiency. Furthermore, since our evaluation
focuses only on single-level binary splits, we have reason
to believe that, in multi-level decision trees, the cumulative
error from heuristic methods like LightGBM may grow sig-
nificantly as the depth increases.

We also examined running time asymptotics by creat-
ing subsets of the gpu performance dataset with feature
MDIMC via sampling without replacement from 0.01 to 1.0
in 0.01 increments. We ran both our algorithm and Light-
GBM on each subset and compared the runtime. The result
in Figure 6 confirms our method scales nearly linearly with
input size.
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