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REALM: Real-Time Estimates of Assistance for

Learned Models in Human-Robot Interaction

Michael Hagenow! and Julie A. Shah!

Abstract—There are a variety of mechanisms (i.e., input types)
for real-time human interaction that can facilitate effective
human-robot teaming. For example, previous works have shown
how teleoperation, corrective, and discrete (i.e., preference over
a small number of choices) input can enable robots to complete
complex tasks. However, few previous works have looked at
combining different methods, and in particular, opportunities
for a robot to estimate and elicit the most effective form of
assistance given its understanding of a task. In this paper,
we propose a method for estimating the value of different
human assistance mechanisms based on the action uncertainty
of a robot policy. Our key idea is to construct mathematical
expressions for the expected post-interaction differential entropy
(i.e., uncertainty) of a stochastic robot policy to compare the
expected value of different interactions. As each type of human
input imposes a different requirement for human involvement, we
demonstrate how differential entropy estimates can be combined
with a likelihood penalization approach to effectively balance
feedback informational needs with the level of required input.
We demonstrate evidence of how our approach interfaces with
emergent learning models (e.g., a diffusion model) to produce
accurate assistance value estimates through both simulation and
a robot user study. Our user study results indicate that the
proposed approach can enable task completion with minimal
human feedback for uncertain robot behaviors.

Index Terms—Human-Robot Teaming; Human Factors and
Human-in-the-Loop

I. INTRODUCTION

OR complex and critical tasks, it is beneficial to maintain

a skilled human operator in the loop who can ensure
appropriate task outcomes. Within the broad umbrella of
human-in-the-loop (HIL) methods, there are many different
levels of automation and corresponding mechanisms of human
input; including traded teleoperation (i.e., alternating periods
of teleoperation and autonomy), control of robot subspaces
(e.g., the human controls only rotation or position), and
discrete input. However, few works have explored methods
where robots elicit different levels of human feedback in real-
time during task execution. Combining mechanisms offers an
opportunity for robots to select their feedback requests in a
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Fig. 1. REALM is a method to estimate the value of different types of
human assistance during periods of robot uncertainty. Our method uses
rollouts from a diffusion policy and an entropy-based formulation to assess
the value of different human interactions. In this example, the policy rollouts
(and corresponding entropy metrics) indicate a discrete intervention from the
human is the most effective way to resolve the uncertainty.

way that balances the simplicity of human input with the
informational needs of the robot. This work presents a method
that mediates human assistance by estimating and selecting the
most appropriate mechanism for real-time human feedback.

Recent diffusion-based robot policies [1]] are gaining trac-
tion in human-robot interaction [2f, [3] and have made it
possible to better capture the probability distribution of robot
actions, which can serve as a measure of the robot’s uncer-
tainty. The pattern of this uncertainty can further serve as an
indicator of the required granularity of human assistance. For
example, if the uncertainty suggests there are two clear paths
a robot might take (e.g., as shown in Figure [I), a simple
discrete choice from a human may be sufficient for the robot to
proceed. If instead there are an uncountable number of paths,
it may be most efficient for the person to temporarily tele-
operate the robot. Our approach operationalizes this intuition
by constructing entropy metrics that estimate the remaining
uncertainty after candidate human interventions.

In this paper, we describe a method, REALM (Realtime
Estimates of Assistance for Learned Models), that leverages
uncertainty in a stochastic robot policy (i.e., the learned model)
to estimate the value of different forms of real-time human
feedback. The main contributions of this work include 1) a
method for estimating the value of different assistance mech-
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anisms based on entropy measures in the robot action space
and 2) evidence through a simulated study and user-study
evaluation that the proposed method can estimate and select
appropriate human interactions given the robot’s uncertainty.
In the remaining sections, we describe prior research in real-
time interaction mechanisms, we describe our method for
estimating the value of assistance mechanisms, we discuss the
results of our evaluation, and we conclude with a general dis-
cussion related to our method for human-robot collaboration.

II. RELATED WORK

Mechanisms for Human Interaction— Past work has
proposed several input mechanisms for human interaction with
robot autonomy. Generally, these are characterized by the
resulting level of autonomy (LOA) [4] of the robot in the
human-robot team. Within the LOA, many methods involving
real-time human interaction would generally be considered
instances of shared control [5]]. For example; previous work
has enabled high autonomy (e.g., supervisory) interfaces where
humans provide discrete or preference feedback, real-time
corrections or control over subspaces of the robot state space,
and traded control where a human temporarily teleoperates
at uncertain task moments. Often, the mediation of control
handoffs is dictated by a measure over task/robot (e.g., action
variance) or human uncertainty [6]—[11].

Approaches with Multiple Mechanisms— Several past
works have developed methods that fuse multiple mecha-
nisms for human input, but focus on robot task learning
(i.e., refining a reward function) rather than effective real-
time interaction. Often, these methods are categorized as
interactive task learning or reinforcement learning from human
feedback (RLHF) [12]. At the most basic level, many methods
allow the human to choose the most appropriate feedback
to aid in robot learning [[13]]-[16]]. Other methods combine
multiple mechanisms under fixed interaction sequences (e.g.,
demonstrations followed by preferences) [[17]], [18]]. To accom-
modate varied sources of human input, recent formalisms try
to unify input types and their effects on learning [19] and
propose interfaces to learn from diverse human input [20],
[21]. Most relevant to our proposed method is INQUIRE [21]],
which uses information gain to reason about what interaction
(e.g., demonstrations, corrections, or preferences) would lead
to the largest information gain over uncertain robot reward
parameters. Instead of interactive learning, our work focuses
on real-time human interventions. For greater robot policy
compatibility, we don’t assume access to a reward function
and instead use policy uncertainty in the robot’s action space to
guide user interventions. The coupling between robot actions
and human input also necessitates a new formulation for
mapping user interaction to expected entropy reductions.

III. ESTIMATING THE VALUE OF ASSISTANCE

Our approach involves estimating the value of different hu-
man assistance mechanisms based on the real-time uncertainty
of a robot policy (as illustrated in Figure [2). In this section,
we describe the problem setting, our estimation method that
leverages differential entropy and penalization, and finally
practical considerations for implementing our approach.

A. Problem Setting and Assumptions

Similar to existing robot-gated assistance methods, our
method assumes that policy variability is generally meaning-
ful, requires human intervention, and that the human knows
what needs to be done and can generally provide the correct
input when asked (i.e., resolving the robot’s uncertainty in
a near-optimal manner). We find that policy variability often
may signal a need for human intervention, such as when policy
variability arises from a lack of data or from variable action
data (e.g., different forces during surface finishing depending
on surface characteristics) in similar robot states. While it
is true that this assumption does not hold in all cases, such
as where an imitation policy’s variability is due to training
on multiple valid trajectories or generally when variability
doesn’t impact task success, we still advocate that our input-
minimizing method would be beneficial in potential false-
positive cases (i.e., requesting assistance when unnecessary).
Section [V] discusses mitigation strategies related to false-
positive policy uncertainty and our human input assumptions.

Our approach is instantiated with a predefined set of human
interaction mechanisms, M. To estimate the mechanism value,
we assume access to a learned robot policy with a stochastic
and continuous action space, 7 : S x A — [0,1] (e.g., a
diffusion model). Specifically, we leverage n, samples from
the policy action distribution of a finite discrete-time horizon,
T, from the current state, s, to estimate the assistance type
values. We define tensor A of the rollout actions at time 7.

A, € RMeXmxTe oy t) € [0,...,n, — 1] x [0,..., T, — 1],

[AT];,n,t ~ 7(Sp,t)

(D
where n, is the dimension of the action space and s, ; is
the forecasted state. The horizon is necessary (as opposed to
just the current action) to uncover behaviors such as bimodal
junctions that diverge slowly in a continuous distribution. The
finite horizon can be achieved through either a dynamics model
of the policy or an action representation that explicitly includes
a horizon (e.g., as is common in robot diffusion models [1]]). It
is assumed that the actions are absolute (e.g., pose instead of
velocity) to allow for comparisons across the different actions
at each time step in the forecasted behavior. In the case where
the action space is differential, the differential actions can
simply be aggregated over time. Ultimately, our goal is to
define and estimate the value, V(m | m,s;) = V(m | A;),
for each mechanism (i.e., Ym € M), which is a trade-off
between reduction in uncertainty and required human input.
We drop 7 and s, as they are implicitly represented in the
rollouts, A.. Our problem setting dictates that the value of
assistance mechanisms can be estimated online to propose
real-time human interventions when the robot needs help.
Thus, the sampling must be fast enough to use in the robot’s
decision-making loop.

B. Value Estimation Approach

Our premise is to compute assistance value estimates based
on the policy action distribution. Our value estimates are based
on characterizing the action uncertainty through an entropy
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Fig. 2. Overview of the proposed method. Left: We generate rollouts of a stochastic robot policy and calculate post-intervention differential entropy estimates
to quantify the value of human assistance mechanisms (m) through a penalized likelihood. Right: We provide illustrative 2D examples of how different action
distributions map to different assistance likelihoods (the actual likelihoods are computed over a higher dimensional action space and over a time horizon).

formulation, as is common in the active learning literature [22].
We next describe the specific mechanisms and parameteriza-
tions used in this work, followed by explaining our formulation
to estimate the value of the assistance mechanisms. We end
by discussing implementation considerations of our approach.

1) Choice of Mechanisms: There is a range of interaction
types that have been considered previously in the robotics
literature that vary by granularity of input [23]]. In our work,
we consider three common types: discrete preferences, tele-
operation, and real-time corrections. We also define a fourth
estimate, no assistance, where the robot operates without
human input. Generally, our method is extensible to any
interaction type where we can formulate an entropy-based
value estimate and quantify the level of human input. As we
are interested in continuous robot control, for each interaction,
we leverage the post-intervention differential entropy as a
measure of uncertainty.

h(AyJm, ) = — / p(a|m,m)n(p(a | m,7m) @)

ac A,

where A; is a random variable over the set of all possible
actions at a given time step. Given that we have a forecast
of robot actions, we will compute the differential entropy for
each time step in horizon 7;.. To simplify notation, we define
A; = [A;]. ., as the sample of actions for a given time step in
the forecast. As the probability distribution of .4, is unknown,
we will approximate the differential entropy by formulating
expressions related to the policy rollouts, A, (i.e., h(A¢|m)).

For each input mechanism (m), our method requires a def-
inition for the expected post-intervention (i.e., the remaining
uncertainty after human input) differential entropy (h(A:|m))
as well as a measure of the human input, defined as k,,,, that is
used later as a penalization factor. We note that the formulation
could equivalently be formulated through information gain
because the pre-intervention entropy is the same across mech-
anisms. We define k,, as the total input over the time horizon
to differentiate mechanisms that require constant versus one-
time input. Going forward, we describe the mechanisms in an
order that simplifies notation.

No Assistance— The no user assistance/intervention (1mg)
is for when the robot can act confidently without the aid of
the human operator. In this case, the value of post-intervention

entropy is simply the policy uncertainty, and our estimate is
the sample entropy from the policy’s action distribution:

h(A; | mg) = h(A,) (3)

where  is the sample entropy. This mechanism requires no
operator input (i.e., kp,, = 0).

Discrete Input— The discrete mechanism (mg(y,,)) is when
the operator is presented with a finite set of choices for what
behavior the robot executes. We define our estimate for a
fixed number of discrete choices (e.g., 2 versus 3 choices)
and the system can maintain and choose between different
value estimates for the different number of discrete choices
(with different penalizations). For a discrete estimate with ng
choices, we then cluster the rollouts (using random restarts
K-means clustering over the entire forecasted horizon) and
compute the expected entropy over the clusters. Intuitively,
this clustering approach should only significantly reduce the
entropy if the data falls nicely into ng clusters, such as when
the rollouts consist of distinct paths.

ng
C= argminz Z [[A]: . — M| % 4)
¢ i neC;
- [Cil 5
WA magng) = (A e, ) )
where C is the set of clusters (of size ng), || - || is the

Frobenius norm, M; € R"*Tr are the cluster means, and
|C;| is the number of trajectories in a cluster. As an example,
if the forecasted robot behavior contains two distinct paths
(e.g., toward one of two objects), the weighted-sum differential
entropy over the two separated behaviors will be much lower
than the differential entropy of the full forecast. If there are
not clear clusters (e.g., a uniform distribution) or one of
the clusters has high entropy, the weighted-sum entropy over
clusters will still be relatively high, suggesting the discrete
interaction might not be appropriate. The required user input
is the selection of a discrete path. We represent the input as
the number of choices (i.e., kyy,, gy = ng) to differentiate the
increased effort of selecting from larger discrete options.
Teleoperation— The teleoperation mechanism (m, for re-
mote) is where the operator temporarily controls the robot’s
actions when the robot’s behavior is highly uncertain of the
correct action to execute. We assume that the operator is able
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to completely resolve the policy uncertainty (i.e., they know
what action to perform) and executes the action in a noisily
optimal way (e.g., due to interface error in providing teleop-
eration input [24]). We can accordingly model the probability
of the operator selecting an action as:

p(a; | my, ™) x e Pllae—¢,ll (6)

where [ is the level of optimality and ¢, is the desired optimal
human action. With the assumptions of noisily optimal action
selection and that the error in the human’s input is independent
across variables (i.e., a diagonal covariance matrix) and with
the same variance (derived from f), the differential entropy
can be expressed in closed form [25] as:

h(At ‘ mr) = lh’l(ﬂ_”a) + %(1 + ln(27r)) (7)

2

The modeling assumptions can also be removed if the human
error covariance can be directly estimated. Note that this
estimate is a constant that only depends on the dimension of
the action space and the estimated noise of the teleoperator
(i.e., it is independent of A;). The input required from the
human is the product of the size of the action space and length
of the horizon (i.e., k. = ng - T7).

Differential Corrections— The correction mechanism
(Me¢(n,)) is when the operator provides differential corrections
to a subspace of the robot control. For example, an operator
might provide precise adjustments to the rotation of a peg as
it is inserted into a hole or adjustments to the applied force
during surface finishing operations. Similar to the discrete
mechanism, we define the estimate for a fixed number of
operator control dimensions (n.) and can maintain separate
estimates for different correction dimensions. Our approach
to differential corrections closely follows the formulation of
Hagenow et al. [26] where the singular value decomposition
(SVD) and principal component analysis (PCA) are used to
extract out the most likely corrections at each time step.
Intuitively, the entropy estimate here is the sample entropy
after projecting noisily optimal human actions onto the first
n. principal directions (i.e., the maximum variance subspace
of the actions) that the operator will control and leaving the
original policy actions for the remaining robot-controlled for
the remainder of the action basis.

UXZV = SVD(A; — Ay)
Ay =i . OFAC+0 V], TT(Ar — Ay)
Ya. € A, a. ~ N(0,1/8)
h(A¢ [ meen)) = iL(At)

e Mg

®)

where A; is the mean forecast trajectory, UXV is the SVD
(vectors and values), AC is a matrix of Gaussian samples,
and A; is a superposition of samples from the human model
Gaussian and the original robot actions (the composition
of which is determined by the correction dimension). For
implementation modularity, we draw samples from a Gaussian
in the correction directions and compute the sample entropy.
Alternatively, the estimate could combine the analytical en-
tropy for the correction axes and empirical entropy for the
remaining axes. The input required from the human is the

product of the number of correction dimensions and length
of the horizon (i.e., kmc(nc> Ne + Tryne < ng). The
benefit of the PCA approach is that the correction directions
(i.e., principal components) can be efficiently calculated from
the forecasted robot actions. We are interested in exploring
nonlinear methods in future work.

2) Value Estimate of Assistance: To determine the most
valuable human assistance mechanism, we construct a penal-
ized likelihood for each candidate mechanism based on the
post-intervention expected action uncertainty and the complex-
ity of the mechanism. First, for each mechanism, we use the
post-intervention entropy to define a mechanism likelihood.
When the post-intervention outcome is certain, the differential
entropy will be low and when the policy is uncertain, the
differential entropy will be high. Unlike the Shannon entropy
(i.e., the discrete formulation), the differential entropy is un-
bounded. While there are many options to convert the entropy
to a likelihood, we leverage upper and lower entropy bounds.

T’F
)\m (Trhmax - E h(At | m))
t
Tr (hmax - hmin)

Vim|A,) = ©)

where )\, is the mechanism penalization factor and h,,x and
hmin are the maximum and minimum entropy respectively.
We assume the human’s noisily optimal actions represent the
minimum uncertainty and thus, use Equation [7| for hp;,. For
the maximum uncertainty, we define a conservative entropy
estimate using a uniform distribution over the range of action
values from the policy model (e.g., in our implementation, the
minimums and maximums of the training data):

Na

hmax = 10g H(ai,max - ai,min)

%

(10)

where a; max and a; min are the maximum and minimum
possible action values respectively. When such range values
cannot be easily obtained or estimated, Equations [9]and [T0]can
be trivially replaced with a different normalizing function (e.g.,
sigmoid). In establishing the mechanism penalization factors
(i.e., A\py), we penalize the likelihood based on the expected
human input in the intervention mechanism. Specifically, each
mechanism requires k,, input, and for equal likelihoods, we
would prefer the mechanism that minimizes human input.
Thus, we constrain the penalization factors accordingly.

V(mg,my) € M X Mk, > kpy = Ay < Ay, (11D
We discuss practical considerations and strategies for setting
the penalization parameters in the next section. With the value
estimation defined for each mechanism; at each step in the
robot behavior, we can determine the best-suited interaction
by selecting the highest-value mechanism.

m* =argmax V(m | A;) (12)

meM
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C. Practical Considerations for Implementation

Implementing our approach requires important design deci-
sions, such as the choice of policy and penalization. Here we
describe key implementation details. We also provide open-
source code for the estimation algorithm and our experimental
environments (including data generation) on Github [ﬂ

Policy and Behavior Sampling— We desire to sample
from the robot’s action distribution for real-time assistance
inference. For all of our experiments, we use an adapted
version of Chi et al.’s Diffusion Policy [1]], which uses a state-
conditioned Denoising Diffusion Probabilistic Model (DDPM)
with Denoising Diffusion Implicit Models (DDIM) to improve
the speed of inference. We chose DDPM for its ability to cap-
ture various action distributions (e.g., multi-modal behaviors).
Model details are in the experimental section.

Sample Entropy Estimates — In our implementation, we
compute the sample entropy (h) based on the estimator from
Ebrahimi et al. [27]]. We lower bound the estimates based on
Equation [/ (i.e., the noisily optimal human input is treated
as the lowest achievable entropy). Empirically, the sample
entropy estimate often underestimates the true entropy in
particular action variables (as opposed to the sum over action
variables) and thus, we lower bound each action variable (i.e.,
h; = maz(h;, —1 In(B) + % (1 + In(27))).

Penalization Parameters — While Equation [IT] suggests
a straightforward hierarchy of assistance penalization factors,
determining the penalization values can be challenging; as the
appropriate value is a function of the action size, the number
of samples in the entropy calculation, and the range of the
action variables. We describe our tuning in the next section.
Practically, we advocate for starting with a small amount of
penalization (favoring higher levels of control under uncer-
tainty) and refining the parameters from there. We also imagine
a future iterative process where the weights are refined from
post-hoc user feedback (further enabling personalization).

IV. EXPERIMENTAL RESULTS

To assess and demonstrate the value of our proposed ap-
proach, we conducted two experiments. The first experiment
was a simulated 2D navigation task and the purpose was
to assess the accuracy and tendencies of our mechanism
estimation approach (compared to a known ground truth policy
uncertainty). The second experiment was a preliminary user
study consisting of an uncertain tabletop manipulation task in
which participants compared our multi-mechanism approach
to a common uncertainty-based shared control approach. The
purpose of the second experiment was to assess the impact
of our approach on a representative task in terms of task
performance, time, and perceived usability.

A. Learning Model and Training Details

Both the simulated experiment and robot user study lever-
aged state-conditioned diffusion models for the robot policy.
The only model difference was the training data (i.e., action
space and number of training trajectories). The diffusion

Uhttps://github.com/mhagenow01/REALM_algorithm

model parameters are shown in Table [l All model training
was performed using an NVIDIA Volta V100. For the robot
experiment, the model was deployed to an NVIDIA GeForce
RTX 3070 Ti. With this GPU, we were able to achieve a
control frequency of 7-8 Hz during the evaluation.

Training Details

Number of epochs 100
Batch size 2068 (sim) / 1577 (robot)
Training time 127h (sim) / 9.5h (robot)

Learning rate le-4
Optimizer AdamW
Loss function MSE

Diffusion Steps (DDIM) 10
Noise Schedule Squared Cosine
Network Conditional UNet

TABLE I
DIFFUSION MODEL TRAINING AND ARCHITECTURE DETAILS

B. Simulated Experiment

Task and Metrics— We developed a 2D navigation en-
vironment, Uncerpentine, that consisted of randomly gener-
ated Bézier curves with injected sinusoidal variability (e.g.,
2D, 1D, and discrete junctions to match with the desirable
assistance types) at randomized time steps. An example is
shown in Figure 3] We compared our method to the ground-
truth variability type (and corresponding assistance type). Here
the ground-truth refers to the type of injected uncertainty (in
the training data) at each time step in the test trajectory. In
this experiment, there is no user control. For each time step,
We evaluate the state in the test trajectories to see whether
the system selects the appropriate human interaction based
on the known uncertainty in the training data. For discrete
interactions, as the variability collapses once a path is chosen,
rather than comparing to ground truth, we search for whether
the system estimates a discrete interaction prior to the junction.

Training and Testing Data — We generated 10 environ-
ments (two for setting penalization weights and eight for
evaluation). For each environment, we generated 1000 sample
trajectories. 900 samples were used to train the environment
diffusion model and 100 samples were used for testing (i.e.,
evaluating the estimated assistance against the known training
variability as a ground truth). Each trajectory had a total
length of 600 time steps. The first 500 time steps were used
for testing. The final 100 time steps repeated the same final
action to encourage the Diffusion Policy to converge to a final
state. When running the assistance estimation, we generated
50 rollout samples with a diffusion prediction horizon of 64
time steps. Only the first 16 time steps are used to calculate
the value of assistance through the entropy estimates (i.e.,
T, = 16). This longer diffusion model horizon was empirically
necessary for the policy to better capture the data uncertainty.

Results and Discussion— Table [[] provides the confusion
matrix results and qualitative examples appear in Figure 3]
For Discrete interactions, we had a recognition rate of 1.0
(i.e., no missed discrete interactions). Generally, our approach
was able to recognize the different interactions. Many of
the misclassifications occurred in transition. Due to the finite
horizon prediction that acts as a filter, we did not expect to see
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Fig. 3. Example results from Uncerpentine. Left: Example of a randomly generated environment (blue indicates the test path [i.e., ground truth] and gray are
a subset of the trajectory data). Right: Examples (the left is from the same environment) of the penalized likelihoods, ground truth, and assistance estimation.
Gray hatch indicates the margin before assistance within the behavior forecast horizon. The right example shows policy collapse in teleoperation.

correct classification near the boundaries, which accounted for
approximately 15 percent of the samples. The most common
misclassification was between corrections and teleoperation. In
our 2D environment, there was less separation (i.e., 1D vs 2D
input) than would be expected in robot control (e.g., 6 DOF).
Post-hoc inspection showed that many of the other misses were
caused by policy mode collapse (i.e., not capturing the full
data uncertainty). We believe that estimate filtering strategies
to aid in switching and policy under-approximations of the
uncertainty will be useful in future implementations.

C. User Evaluation of Robot Manipulation Task

We conducted a preliminary study with 10 participants (5M,
5F), aged 2047 (M = 27.9,SD = 7.2), with little-to-
moderate robot familiarity (2 not familiar, 3 slightly, 5 mod-
erately), recruited from campus lists under exempt protocol
(E-5797) from the MIT Institutional Review Board (IRB).
Our exploratory study was designed to assess interactions with
REALM compared to a common shared control approach.

Task and Metrics— The task was an abstracted machine
tending task with injected variability in the training data (see
Figure [). The task consisted of three main steps (also shown
in the supplemental video). First, the robot reaches down and
grasps a key-shaped workpiece. Second, the robot raises the
workpiece above the gray jig and then lowers and rotates into
the jig to fit the shape. Finally, the robot raises the piece out
of the jig and deposits it in a red or blue bin depending on the
color of the workpiece. This task was inspired by uncertain
machine tending tasks. Here the uncertainty comes from the
robot being trained without vision data (e.g., only the person
can see where the piece is, how the jig is rotated, and the color
of the bin where it should be deposited), though we imagine
applying the same approach to visuomotor policies.

In the experiment, participants practiced with each con-
dition three times prior to a recorded trial. The order of
the conditions was counterbalanced. The different trials had
randomized sources of uncertainty (four starting locations for
the workpiece, three rotations for the jig, and the color of the

Estimated
Actual N.A.  Corrections  Teleoperation  Discrete
N.A. 0.856 0.045 0.049 0.05
Corrections 0.110 0.805 0.003 0.081
Teleoperation ~ 0.004 0.118 0.870 0.008
TABLE II

Uncerpentine CONFUSION MATRIX

workpiece). After each recorded trial, participants filled out
the NASA TLX [28] and Systems and Usability Scale (SUS)
[29] questionnaires. We also recorded the total task time and
amount of user input. The input was based on the assistance
mode and control dimension (measured in control-timesteps):

input = 0-t(NA)+1-t(Corr)+5-t(Tele)+|Discrete| (13)

where ¢(-) refers to the time in a mode and | Discrete| refers
to the number of discrete decisions. The five in teleoperation
accounts for control of three Cartesian directions, one rotation,
and the gripper. Results were analyzed using a paired T-test.
We also collected participant feedback and preferences.
Conditions— REALM (ours): The three interactions (cor-
rections, teleoperation, and discrete) were provided by par-
ticipants using a SpaceMouse (e.g., to control the robot and
provide discrete feedback with the buttons). LEDs on the
robot end effector indicated the requested assistance. In our
implementation, we also included action chunking (i.e., com-
puting new forecasts, but executing behaviors from the same
forecast for several steps) and requiring multiple consecutive
teleoperation estimates (to reduce errant switching) before
engaging in teleoperation, given the high handover cost.
Uncertainty-Aware Teleoperation (UATeleop): We modeled
our baseline after robot-gated approaches that leverage robot
action variance to elicit human teleoperation [6], [8], [30].
Using a single-intervention baseline also allowed us to quan-
tify REALM ’s reduction of user input and to assess if the
minimized human input affects task success compared to
common teleoperation takeover approaches. With our robot
policy, we mediate hand-offs between the robot and operator
teleoperation by thresholding the robot’s action variance.

T
[AT]:,O,t Zt:Val"((At)) <y

ay, else

(14)

where a; is the human action and < is a tuned threshold
that determines when teleoperation is needed. While we also
desired a multi-mechanism comparison, existing methods re-
quired reward functions and thus were incompatible with and
not easily modified for our robot imitation policy.

For both REALM and UATeleop, we empirically tuned the
penalization parameters to provide the best user experience
(i.e., making sure the operator could provide assistance when
the robot needed help and trying to minimize errant assistance
requests). Empirically, we found that only a small number
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Fig. 4. Left: Study task with three assistance regions. Right: Study results and statistics.

of iterations (fewer than 10) of parameter tuning (following
the hierarchy of Equation [II) were necessary to achieve
satisfactory behavior. This led to the following penalization pa-
rameters. In REALM , we used A = [1.0,0.862,0.954, 0.885]
(the order corresponded to no assist, teleoperation, discrete,
corrections). Our testing indicated that ranges of penaliza-
tion values that would produce the same assistance patterns
(e.g., > 2% for any parameter) and that larger parameter
perturbations tended to still lead to task success, but with
unnecessary interaction requests. For UATeleop, we set the
switching threshold to v = 0.3. We found difficulty selecting
a penalization parameter that reliably recognized the discrete
junction without creating false-positive teleoperation.

Policy Training Data— We created 1500 robot manipulation
trajectories to train our user study diffusion policy in a
Robosuite [31]] simulated environment of our task where each
iteration had a randomized workpiece starting location, jig
rotation, and workpiece color. Each trajectory was 300 time
steps long, though consistent trajectory length is not a required.
Similar to the simulated experiment, the last 70 time steps
repeated the same final action to encourage the Diffusion
Policy to converge to a final state. The state consisted of the
robot end-effector position, orientation, gripper state, and a
Boolean for whether the gripper had entered the jig. The action
space consisted of the desired robot end-effector position,
orientation, and gripper state. When running the assistance
estimation during the user study, we generated 50 samples
with a prediction horizon of 64 time steps and an estimate
horizon of 12 time steps. The action chunking was for 8 time
steps if there was no change in assistance. We found that a
longer diffusion prediction horizon helped avoid hallucination
(e.g., sampling more than two actions at the bin junction).

User Interactions and Signaling— In our manipulation
experiment, participants engaged in three assistance modes
indicated by LED colors near the robot gripper of assistance.
White LEDs indicated no assistance was required. Future
versions may consider human-initiated takeovers if the robot
is mistakenly confident. Green LEDs indicated the participant
could teleoperate the robot in 4-DOF (position and yaw
rotation) and toggle the gripper using the SpaceMouse. We
removed the other two rotation axes that were unnecessary
for the task and caused participant mistakes during pilots.
Participants could hand back control to the robot using a button
when it flashed, indicating robot confidence. Yellow LEDs
indicated corrective assistance where participants controlled

the first principal component of variability, which tended to
rotate the end effector (during jig insertion). We cached the
state and correction direction at the beginning of corrective
behaviors to avoid continuity issues. We have plans for more
general correction handling in future work. Red LEDs indi-
cated discrete input was needed and prompted the user to select
between two paths. Participants could not see visualized paths
in the study and were told the buttons corresponded to the left
and right options. After selection, the robot executed the full
horizon of actions to ensure it passed the discrete junction.

Results and Discussion— Figure [4] shows the survey re-
sults and statistical results from our study. All participants
completed the task successfully using both conditions. Two
participants repeated trials due to user errors. One error was in
REALM condition where the participant triggered a program-
matic (conservative) safety stop for permissible motion. The
second error occurred during UATeleop where the participant
mistakenly and unrecoverably dropped the workpiece.

We found that REALM required significantly less time
and input. While the input reduction was expected, we were
encouraged that the minimized input also led to more time-
efficient interactions in our study. REALM did not significantly
increase task load (there were also no significant differences
[p < 0.05] for any of the TLX subscales) or decrease usability
as might be expected by the addition of user interaction types.
This might suggest that the targeted and minimized elicitation
of input from REALM balances the overhead of managing
several interaction types. Seven out of 10 participants indicated
that they preferred REALM over UATeleop. Those who pre-
ferred REALM commented that it reduced input and the robot
appeared more knowledgeable. Those who preferred UATeleop
preferred the simplicity of one mode and the greater control.

V. GENERAL DISCUSSION

We presented, REALM, a method for estimating the most
valuable human assistance to a robot based on entropy esti-
mates of a stochastic robot policy’s actions. We showed how
these estimates can be computed accurately in real time and
enable input-efficient user interactions.

Limitations and Future Work— We assume an uncertain
robot policy and that policy uncertainty needs human inter-
vention. Future methods would benefit from human feedback
of when requests are unnecessary to adapt and avoid future
repeat requests. While we did not focus on learning, if the
robot model can be retrained or fine-tuned, it is possible that
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the human’s assistive actions can improve model performance
[12]. Our current method assumes a noisily-optimal human
model with a fixed § and also that the human can provide
near-optimal input. In the future, we are interested in modeling
the 5 parameter from human data [32] and exploring different
human models. Our evaluation contained only synthetic data.
Future work will investigate existing datasets, models (includ-
ing how often current models would request assistance), and
Learning from Demonstration. We only compared REALM to
one common shared control approach. Future studies will com-
pare different approaches to multi-input design (e.g., meth-
ods to tune penalization, different personalization approaches,
different interface designs). Our simulated study highlighted
practical failure situations (e.g., policy mode collapse) that
we will address in future work. Our penalization factors were
tuned for empirical performance (rather than an automated or
iterative approach) and not systematically assessed for param-
eter sensitivity. We only evaluated single hypotheses over dis-
crete and corrective inputs (i.e., two paths and 1D corrections).
Regarding human-robot teaming, a practical instantiation of
our method requires investigating design choices related to
human factors (e.g., input and communication mechanisms).
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