NeRFool: Uncovering the Vulnerability of Generalizable Neural
Radiance Fields against Adversarial Perturbations

Yonggan Fu'! Ye Yuan '

Abstract

Generalizable Neural Radiance Fields (GNeRF)
are one of the most promising real-world solu-
tions for novel view synthesis, thanks to their
cross-scene generalization capability and thus the
possibility of instant rendering on new scenes.
While adversarial robustness is essential for real-
world applications, little study has been devoted to
understanding its implication on GNeRF. We hy-
pothesize that because GNeRF is implemented by
conditioning on the source views from new scenes,
which are often acquired from the Internet or
third-party providers, there are potential new secu-
rity concerns regarding its real-world applications.
Meanwhile, existing understanding and solutions
for neural networks’ adversarial robustness may
not be applicable to GNeRF, due to its 3D nature
and uniquely diverse operations. To this end, we
present NeRFool, which to the best of our knowl-
edge is the first work that sets out to understand
the adversarial robustness of GNeRF. Specifically,
NeRFool unveils the vulnerability patterns and
important insights regarding GNeRF’s adversarial
robustness. Built upon the above insights gained
from NeRFool, we further develop NeRFool*,
which integrates two techniques capable of effec-
tively attacking GNeRF across a wide range of
target views, and provide guidelines for defending
against our proposed attacks. We believe that our
NeRFool/NeRFool ™ lays the initial foundation
for future innovations in developing robust real-
world GNeRF solutions. Our codes are available
at: https://github.com/GATECH-EIC/NeRFool.
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1. Introduction

Novel view synthesis (NVS), which aims to generate photo-
realistic novel views of a scene given only a set of sparsely
sampled views, has become an essential functionality in
real-world 3D vision applications. Among various NVS
techniques, neural radiance fields (NeRF) (Mildenhall et al.,
2021) have recently gained substantial attention thanks to
their record-breaking rendering quality, igniting a tremen-
dous demand for NeRF-based NVS solutions. As many
real-world NVS applications require instant and real-time
rendering on new scenes, generalizable NeRF (GNeRF)
variants (Yu et al., 2021b; Wang et al., 2021; Chen et al.,
2021; Liu et al., 2022) have emerged as the most appealing
real-world NeRF solutions. In particular, GNeRF condi-
tions NeRF on the source views from a new target scene to
achieve cross-scene generalization and enable new scene
reconstruction via only a single forward pass execution.

Despite GNeRF’s big promise towards real-world NVS so-
lutions, it is currently unclear whether it can fulfill the es-
sential robustness requirements. In fact, we hypothesize
that GNeRF’s introduced conditionality on source views
can cause new security concerns. This is because the source
views that describe a new scene, e.g., a tourist attraction,
are often acquired from the Internet/third-party providers,
leaving opportunities for adversaries to take advantage in
terms of malicious attacks. For example, adversarial per-
turbations (Goodfellow et al., 2014; Madry et al., 2017)
can be injected into source views by adversaries to severely
degrade the reconstruction accuracy of GNeRF. With the in-
creasing deployment of NeRF-powered security-critical ap-
plications, such as robot navigation systems (Adamkiewicz
et al., 2022; Maggio et al., 2022; Moreau et al., 2022) and
autonomous driving systems (Kundu et al., 2022; Fu et al.,
2022; Siddiqui et al., 2023), it is imperative to understand
the adversarial robustness of GNeRF for the unleashing of
its cross-scene generalization capability toward real-world
NeRF-based NVS solutions.

To address the imperative need above, one may naturally
consider borrowing the existing insights about the adversar-
ial robustness of deep neural networks (DNNs). However,
those insights may not be applicable to NeRF due to its
unique properties and processing pipeline. First, unlike 2D
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tasks, the 3D nature of NVS tasks requires NeRF to recorset of sparsely sampled views (Hedman et al., 2018; Thies
struct the target 3D scenes across different views. As suckt al., 2019; Lombardi et al., 2019; Mildenhall et al., 2021).
it is not straightforward how to ensure that perturbing 2DAmong existing techniques, NeRF (Mildenhall et al., 2021),
source views of a scene can effectively pollute the entire 30which implicitly represents a scene as a continuous 5D radi-
sceneSecondNeRF features a volume rendering processance eld parameterized by a multilayer perceptron (MLP),
in which pixels are rendered via alpha compositing (Milden-has gained increasing popularity. Follow-up wo¢ksim-

hall et al., 2021) from estimated density and color, andorove NeRF's rendering quality under extremely sparse
thus involves more diverse operations than DNNs. Hencesjiews (Xu et al., 2022a; Niemeyer et al., 2028)) ac-

it is unclear which component (e.g., the density/color orcelerate NeRF via reducing the complexity of MLP (Lindell
both) of NeRF is more vulnerable (or needs stronger proet al., 2021; Rebain et al., 2021) or exploring the free space
tection).Third, the ray marching process of GNeRF reliesvia 3D occupancy grids (Yu et al., 2021a; Garbin et al.,
on the geometric relationship among different views, and2021), and3) extend NeRF to other tasks, e.g., generative
thus perturbations optimized for destructing one view maymodeling (Chan et al., 2021; Schwarz et al., 2020), dynamic
be effective for destructing another view. This poses newscenes (Li etal., 2021; Ost et al., 2021), or lighting/re ection
risks of adversarial perturbations targeting GNeRF whichmodeling (Srinivasan et al., 2021; Verbin et al., 2022).
could be transferable across a wide range of views.

Generalizable NeRFs. To avoid tedious per-scene opti-
To this end, this work sets out (&) raise the community's mization and endow NeRF with cross-scene generalization
awareness regarding the potential security concerns of GNapability, generalizable NeRFs (Yu et al., 2021b; Wang
eRF due to adversarial perturbations gRplenhance our et al., 2021) have been developed to reconstruct the radiance
understanding of GNeRF's vulnerability patterns. We sum-eld of a new scene via merely a one-shot forward pass.
matrize our contributions as follows: Speci cally, recent GNeRF techniques (Yu et al., 2021b;
Wang et al., 2021; Reizenstein et al., 2021; Wang et al.,
* We present both NeRFool and NeRFophich to the  2022b; Chen et al., 2021; Xu et al., 2022b; Liu et al., 2022)
best of our knowledge atbe rst works that uncover are implemented by conditioning vanilla NeRF techniques
and study the vulnerability of GNeRF against adversaron a set of source views from the new scene via taking the
ial perturbations. As such, NeRFFool/NeRFoalpen  extracted scene features from the source views as inputs.
up a new perspective in NeRF literature and can shegbespite their promise, GNeRF's pipeline, i.e., conditioning
light on future innovations toward robust real-world NeRF on source views, leaves opportunities for adversaries
GNeRF-based NVS solutions. to take advantage in terms of malicious attacks. For exam-
ple, adversaries can attack GNeRF by injecting adversarial
5perturbations onto the aforementioned source views. Hence,
it is crucial to understand GNeRF's adversarial robustness
for ensuring their real-world deployment, which has yet to
%e explored by the literature.

In NeRFool, we study the vulnerability patterns of
various GNeRF variants through systematic analysi
and experiments, and discover that, interestingly,
increased conditionality on source views can caus
a higher vulnerability of GNeRF an@) adversarial

perturbations on density have a signi cantly strongerAdversarial attack and defense. DNNs are well-
“ruining” ability than that on color when attacking GN- récognized to be adversarially vulnerable (Goodfellow etal.,

eRF, especially on scenes with complex geometry. 2014). Various attacks (Madry et al., 2017; Carlini & Wag-
ner, 2017; Andriushchenko et al., 2020) are proposed to
Built upon the above insights gained from NeRFool,aggressively degrade the achievable accuracy of DNNs
we further develop NeRFob| which integrates two  for different tasks (Arnab et al., 2018; Carlini & Wagner,
optimization techniques, novel target view sampling2018; Zhang et al., 2020). In parallel, a variety of defense
and geometric error maximization, that can effectivelyschemes (Guo et al., 2017; Feinman et al., 2017; Madry
attack GNeRF across a wide range of target views. et al., 2017; Shafahi et al., 2019; Wong et al., 2019) is
S . developed to enhance DNNs' adversarial robustness. The
We furthgr embark on an intriguing explgratlon to de'readers are referred to (Akhtar & Mian, 2018; Chakraborty
fend against our NeRFool attacks and discover the bee't al., 2018) for more attack and defense methods. Nev-
nign impact of adversarial perturbations on GNeRF's¢  lecs 10 the best of our knowledge,existing work
recons_truction accluracy, deepening the understandingas been,dedicated to studying NeRF's: adversarial ro-
regarding GNeRF's robustness. bustness.Instead, recent works have attempted to combine
adversarial optimization with NeRF for various purposes.
2. Related Works For example, (Chen et al., 2022) improves NeRF's accu-

. hesi d ) hesi d h racy using augmented data obtained from perturbing the
Vlevy synthesis an NeRFV|evy synthesis renders photo- input coordinates or intermediate features, (Niemeyer &
realistic images from novel views of a scene based on a
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Geiger, 2021; Wang et al., 2022a) incorporate adversarial
objectives to enhance the reconstruction quality, and (Dong
et al., 2022) identi es adversarial viewpoints from which
the rendered images can fool downstream image classi ers,
instead of aiming to degrade NeRF's own accuracy. One
concurrent work (Wang et al., 2023) provides an investiga-
tion of NeRF's robustness to common image corruptions
but adversarial perturbations are not considered. With the
growing demand for real-world NeRF-based NVS solutions, Figure 1.An overview of our NeRFool framework.
it is imperative to understand NeRF's adversarial robustness.
our NeRFool adversarially perturbs the source viélysg,

3. Preliminaries of NeRF and GNeRF thereby inducing adversarial featuresin

NeRF's rendering pipeline. In NeRF, each 2D pixel on 4. NeRFool: Uncover GNeRF's Vulnerability
the image plane corresponds to a camera (ay= o + td ) )

emitted from the camera center2 RS2, withd 2 R® In this section, we present NeRFool, which studies the im-

denoting the ray direction artddenoting the ray depth. To portant properties of GNeRF's vulnerability via our pro-

render a pixel, a NeRF functidnsamples points along the posed view-speci ¢ attack scheme, in which the adversarial

corresponding ray and then acquires the coland density  perturbations are optimized to fool one speci ¢ target view.
of each point, i.e.(; c) = f(r(t);d). Next, the 2D The insights drawn from NeRFool further inspire our devel-

pixel € (r) can be derived via an integral over the colors of opment of NeRFodl introduced in Sec. 5.

the above-sampled points:

z, 4.1. A View-Speci ¢ Method for Attacking GNeRF

C(rif) = t T(t) (r®)c(r(t);d)dt (1) Formulation. As visualized in Fig. 1, we inject adversarial
" perturbations = f ;ginto the source view imagdd;g
wheret,, andt; are the prede ned near and far bounds,correspondingly to degrade the reconstruction accuracy of
t (r(s)) ds denotes a GNeRF model on one speci c target view with a camera

respectively, and (t) = ex :
P Y ® . P tn poseP = [Riar | Tiar]2 R® 4, whereRyy 2 R 3
the accumulated transmittance along the ray ftqrto t. In andT, 2 R are the rotation and translation with respect

practic_e, the integral in Eq. (1) is often approximz_ated Withiy the world coordinate. To optimize , the goal is to
numerical quadrature (Mildenhall etal., 2021). Finally, 8y, 54imize the reconstruction error under a norm constraint
MSE loss is applied between the rendered pikts;f) iky , with being suf ciently small to ensure the
and the ground truth pixefS(r) to train NeRH : perturbation's imperceptibility to human eyes. Speci cally,
X 2 the objective can be formulated as:
Lgp(R;f) = &(r;f) C(r) (2
r2R 2 max Crgb (Rear 5, ) )
whereR is the set of sampled camera rays. iz kil
whereR , is the set of rays sampled from the target view
Ptar . AlthoughL g, in Eq. (2) can provide effective super-
ision for optimizing , the ground trutlC (r) for calcu-

GNeRF's pipeline. On top of vanilla NeRF's pipeline
above, GNeRF conditions its functiénon the source views

as priors of the target new scenes to enable cross-scerle. ) .
P 9 a%mg L.gp may not be available for all target views. Fortu-

generalization. For example, (Wang et al., 2021; Yu et al. .
2021b; Wang et al., 2022b; Liu et al., 2022; Chen et al_!‘lately, we nd that the corresponding pseudo ground truth

2021) adopt a CNN encoder: R® | R® to extract features can be thained in GNeRF by reconstrupting the spe(;i ed
fE(I;)g from the source viewsl, g. Then, each sampled target view based on the clean source views. Accordingly,

pointx on rayr(t) is projected to the image plane of each we can mod|fyLrg.b 1o Lygn as our objective function, as
source view through a transformation : R® ! R? to formulated below).(

acquire the corresponding scene featd(é;)[ i(x)]. Fi- - e _ ¢ adv e clean 2

nally, the acquired features= fE(I;)[ i(x)]g serve as Lo (R:F ) = Carrey Ot ) 2 (4
extra inputs of vanilla NeRF to derive the density and color reR

(; ¢) = f(x;d;e). Different GNeRF variants differ in the wheref2 = f(x;d;e ) andfca = f(x;d;e) in
ways of constructing the above scene features while followwhiche = fE(I; + ;) i(X)]g. To solve Eq. (4), we
ing both the volume rendering and the objective in Eq. (1)teratively update ; with gradient ascent using an Adam
and Eq. (2), respectively. As introduced in Sec. 4 and Sec. ®ptimizer, where thé-th iterative step can be formulated as:
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Figure 2.Visualize the ground-truth RGB images, adversarially perturbed source views with imperceptible perturbations which are used

to attack IBRNet, and the resulting rendered RGB images/depths on three scenes from three datasets.

D = clip( W+ Adam(r «[g); ;) (5) turbations, which look like random noise caused by camera

' shake, in the source views can cause serious unrealistic ar-
tifacts in the rendered outputs and thus severally degrade
users' visual experience; arf@) increasing the number of
Evaluation setting. GNeRF variants\We consider three source views can result in larger PSNR degradation, e.g.,
state-of-the-art (SOTA) GNeRF methods: IBRNet (Wanga 0.44 larger PSNR reduction when conditioning on ten
et al, 2021), MVSNeRF (Chen et al.,, 2021), andsource views than that of four source views. This indicates
GNT (Wang et al., 2022b), where we adopt their of cial that although increased conditionality favors better clean
implementation and load their pretrained models for evaluareconstruction accuracy measured on clean source views, it
tion. DatasetsWe follow the train/test dataset splits adopted can incur more severe security concerns due to the corre-
by these three GNeRF variants and use both synthetic oBponding higher exibility (i.e., more pixels) for injecting
jects and real scenes from three datasets: three Lambertig@rturbations. Therefore, in the following experiments, we
objects from DeepVoxels (Sitzmann et al., 2019), eight Realadopt four source views and= 8 if not speci cally stated.

istic Synthetic objects from NeRF (Mildenhall et al., 2020),

and eight complex real-world forward-facing scenes fronﬁttal?k Otheli GNﬁR; V?\;li\a}ntﬁ' %/Y:e ::uhrther arIJpI%/OI;eR- d
LLFF (Mildenhall et al., 2019). Regarding the source view ool's attack method to MVSNeRF (Chen et al,, Dan

selection, we follow each GNeRF variant's default schemef(f]NT (Wang et aI.,_ 2022b) on tne LLFF datase;\andhreporF
e.g., select the nearlly views around the target view for '€ @verage metrics across all test scenes. As shown in

IBRNet/GNT.NeRFool setupThe learning rate in Eq. (5) Tabi 2(,jwe Cc?n Eee thet) Our NeRFooI attack can c”onsis—
is setto 1e-3 and; is initialized with a uniform distribution €Nty degrade the reconstruction accuracy across all GNeRF

U( : ) and then optimized for 500 iterations. variants and datasets, eg.,a 8.33/11.17 PSNR reduction for

MVSNeRF/GNT, respectively, wher=16; (2) GNT can
improve the adversarial robustness over IBRNet with re-
duced PNSR degradation, maybe because of the former's
Attack the most representative GNeRFWe rst apply  newly introduced transformer modules, which increase the
the above view-speci ¢ attach method to IBRNet (Wang non-linearity of the overall GNeRF pipelingg) MVSNeRF
etal., 2021), which serves as a cornerstone for other GNeRWins the highest level of robustness among the three GNeRF
variants, with varied numbers of source views and perturvariants thanks to its accurate geometry estimation (Chen
bation strength. The corresponding quantitative results et al., 2021), which is of great signi cance for GNeRF's
and qualitative visualization are shown in Tab. 1 and Fig. 2fobustness as analyzed in Sec. 4.3.

respectively. We can see thd) our proposed view-speci ¢ . Key insight. Although GNeRF involves more diverse op-
attack method can considerably degrade the reconstructlo(g(,jltions than DNNSs, adversarially perturbing its 2D source

accuracy, €.g., a 10'.43/11'74 PSNR reducuon.on averagfiews can still considerably destruct its reconstructed 3D
with = 8/16, respectively, on LLFR2) Imperceptible per-

where is the learning rate andlip(; ; ) denotes a
clipping operation to constrain the norm qf

4.2. s GNeRF Robust to Adversarial Perturbations?
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Table 1.The achieved rendering quality of IBRNet, which is attacked by NeRFool under different numbers of source views and perturbation
strength , on three datasets. The reported results are averaged across all scenes in each dataset. “Clean” denotes no attack is performed.

Attack  No. Source LLFF NeRF Synthetic DeepVoxels
Method Views PSNR" SSIM" LPIPS# PSNR" SSIM" LPIPS# PSNR" SSIM" LPIPS#

Clean 4 - 23.73 0.77 0.24 28.78 0.96 0.06 32.90 0.98 0.03
NeRFool 4 8 13.30 0.53 0.45 12.57 0.82 0.24 12.91 0.76 0.24
NeRFool 4 16 11.99 0.45 0.51 10.71 0.75 0.31 11.85 0.71 0.29
NeRFool 4 32 1151 0.41 0.54 9.42 0.70 0.36 11.64 0.71 0.30

Clean 6 - 24.52 0.80 0.22 29.18 0.96 0.05 34.08 0.98 0.02
NeRFool 6 8 13.00 0.57 0.42 14.58 0.86 0.21 13.49 0.81 0.21

Clean 10 - 25.13 0.82 0.21 30.00 0.96 0.05 34.57 0.99 0.02
NeRFool 10 8 12.86 0.60 0.39 10.56 0.79 0.26 11.63 0.77 0.27

Table 2.Apply NeRFool on top of other SOTA GNeRF designs.

Attack LLFF (Avg.)
GNeRF Method PSNR" SSIM" LPIPS#
MVS Clean - 23.24 0.78 0.20
NeRF NeRFool 8 16.57 0.36 0.57
NeRFool 16 1491 0.22 0.65
Clean - 23.66 0.80 0.16
GNT NeRFool 8 14.28 0.50 0.36
NeRFool 16 12.49 0.38 0.44

scene rendered from speci ¢ views. Furthermore, while in-
creased conditionality on source views in GNeRF can boost
its cross-scene generalization capability, it comes at the cost
of higher security concerns.

Figure 3.Visualize the attack effectiveness of NeRFool on IBRNet

4.3. What to Perturb: Density, Color, or Both? on top of LLFF achieved by perturbing either color or density.

Considering that NeRF's rendered pixels are alpha-
composited from both estimated density and color, one nat-
ural question regarding GNeRF's vulnerability isHich
component is easier to be perturbed by adversarial pertur-
bations, density, color, or botd We aim to answer this
guestion with the following experiments and discussions.

Setup. We conduct an ablation study on top of IBR-
Net (Wang et al., 2021) and MVSNeRF (Chen et al., 2021)Figure 4.Attack MVSNeRF by perturbing either color or density
in which we perform the alpha-composition via (a) cleanon two scenes with complex/simple geometry, respectively.

densities ¢ean plus perturbed colors,g, , and (b) per-
turbed densities 3y plus clean colorgean . TO imple-
ment this setting, we rst acquir€ ciean ; Cclean ) ON tOp
of clean source views ar(d aqv ; Cagv ) ON top of perturbed

colors. As further veri ed in Fig. 3, using agv ; Cclean ) ON

top of IBRNet can considerably destruct both the rendered

RGB images and depth, where the regions with unrealistic

; . : epth estimation cause more severe artifacts in the corre-

source views, and next conduct volume rendering using (a . ; i

( - Coay) and (b)( o ), respectively, based on ponding RGB image$?2) ( clean ; Cadv) Shows poor attack
clean » “adv adv ; Celean J, F€SP Y. ngﬁectiveness on IBRNet, causing very limited PSNR degra-

Eg. (1). We summarize the achieved PSNR in Tab. 3 a . ) X
visualize both the rendered RGB images and the estimaterfiOM:(3) ( aav; Celean ) Can achieve a 0.62 larger PSNR

dep h aer of i s cerved b epiacod) I o ogorgt e i G ) O MVSNERPand
Eq. (1) with the ray depth, in Fig. 3 and Fig. 4. 9 y '

In particular, as shown in Fig. 4, agv; Cclean ) Can result
Observation. As shown in Tab. 3, we can observe tfiBt  in larger PSNR degradation on scenes with more complex
using( agv; Cclean ) €an already considerably degrade thegeometry (e.g., the indoor scene “room” in LLFF), where
rendering quality, resulting in a comparable PSNR degrahe depth of different objects in a scene varies signi cantly
dation as compared to perturbing both the densities andnd thus correctly rendering the RGB images relies more
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