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Abstract

The recent advancements in Large Language
Models(LLMs) have had a significant impact
on a wide range of fields, from general do-
mains to specialized areas. However, these
advancements have also significantly increased
the potential for malicious users to exploit
harmful and jailbreak prompts for malicious
attacks. Although there have been many ef-
forts to prevent harmful prompts and jailbreak
prompts, protecting LLMs from such malicious
attacks remains an important and challenging
task. In this paper, we propose QGuard, a
simple yet effective safety guard method, that
utilizes question prompting to block harmful
prompts in a zero-shot manner. Our method
can defend LLMs not only from text-based
harmful prompts but also from multi-modal
harmful prompt attacks. Moreover, by diversi-
fying and modifying guard questions, our ap-
proach remains robust against the latest harm-
ful prompts without fine-tuning. Experimen-
tal results show that our model performs com-
petitively on both text-only and multi-modal
harmful datasets. Additionally, by providing
an analysis of question prompting, we enable
a white-box analysis of user inputs. We be-
lieve our method provides valuable insights for
real-world LLM services in mitigating security
risks associated with harmful prompts. Our
code and safety guard model are publicly avail-
able at Github.

1 Introduction

The recent advancements in LLMs have had a sig-
nificant impact across various fields, from gen-
eral domains to those requiring specialized knowl-
edge (Chen et al., 2024b). Especially, Multi-modal
Large Language Models (MLLMs) are capable of
answering both specific and general user queries
based on detailed reasoning and understanding of
visual inputs (Chen et al., 2024a; Wu et al., 2024;
Chen et al., 2023; Lee et al., 2025).
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These advancements have also significantly in-
creased the potential for malicious users to exploit
unethical and harmful prompts for malicious at-
tacks (Han et al., 2024; Wei et al., 2023; Zou et al.,
2023). To prevent malicious attacks, many com-
panies are making numerous efforts and investing
significant resources. These studies (Inan et al.;
Han et al., 2024; Xie et al., 2024) have made signif-
icant progress and provide models as open-source.

However, such approaches (Inan et al.; Han et al.,
2024; Xie et al., 2024; Gu et al., 2025; Gupta
et al., 2024) typically require fine-tuning for each
dataset and demand additional resources to prevent
recent harmful prompt attacks. Moreover, their
models may struggle to determine why a user’s in-
put has been classified as harmful, making this one
of the important and challenging tasks in the real
world (Liu et al., 20244d).

In the real-world, small companies may rely on
fine-tuned open-source models (Gu et al., 2025;
Han et al., 2024; Oh et al., 2025), yet guard mech-
anisms may still be imperfect, and multi-modal
harmful inputs remain a significant vulnerability.
Additionally, they require additional computational
resources and datasets to block the latest harmful
prompts. It remains a challenging task.

Therefore, we propose QGuard,, a simple yet
effective method, to guard harmful prompts without
any fine-tuning, making it suitable for real-world
applications in a zero-shot manner.

First, we categorize harmful prompts into harm-
ful groups and create guard questions. These guard
question prompts include questions such as "Is the
text likely to cause harm or distress to others?"
or "Does this prompt include explicit hate speech
or threatening language?", allowing the model to
assess whether a user’s input is a harmful prompt.

Secondly, we combine the guard question with
the user’s input, and then query the MLLM, which
is capable of understanding and representing sen-
tences, for a yes or no response.
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We define this process as question prompting as
shown in stage (1) of Figure 1. Since we utilize a
pre-trained MLLM, our approach requires no ad-
ditional training while enabling the detection of
user inputs across multiple modalities, including
images, videos, and text. To detect harmful inputs,
we apply softmax over the logits of the "yes" and
"no" tokens from the MLLM, and use the probabil-
ity value of the "yes" token.

Finally, as shown in stage 2 of Figure 1, we
use the PageRank algorithm as a filtering method
and apply a threshold to the "yes" probabilities of
guard questions to distinguish between harmful and
unharmful inputs.

With this approach, we can defend against harm-
ful prompts in a zero-shot manner. As harmful
prompts evolve, we can adapt to new threats by
enhancing only the guard questions, requiring min-
imal computational resources. This allows for a
flexible and efficient response to the latest harm-
ful prompts. Additionally, by analyzing the logits
of each question, our method enables a white-box
analysis of the decision-making process.

In experiments, we achieve higher performance
than the zero-shot LLM detector and outperform
fine-tuned baselines on both text-based harmful
prompt datasets and multi-modal harmful prompt
datasets. These results demonstrate that our method
is simple yet effective. Moreover, by keeping guard
questions private and optimizing them for specific
services, our approach has the potential to create an
even more robust guard mechanism for real-world
applications.

In summary, our contributions are as follows:

* We propose a simple yet effective method
for detecting harmful prompts using question
prompting in a zero-shot manner.

* By refining the guard questions, our method
can provide a more robust defense against the
latest harmful prompts with minimal compu-
tational resources, without requiring any fine-
tuning or additional datasets.

 Since we utilize the logits of the MLLM, we
can perform white-box analysis to understand
why an input is harmful, and we provide such
analysis.

» Experimental results show that our model per-
forms competitively on both text-only and
multi-modal harmful datasets.

2 Related Work

2.1 Harmful Prompt Detection

With the rapid advancement of LL.Ms, malicious
attacks have also been increasing significantly. As
a result, extensive research (Caselli et al., 2020;
Hada et al., 2021; Vidgen et al., 2020; Lin et al.,
2023; Inan et al.; Mazeika et al., 2024; Huang et al.,
2024) has been conducted to detect harmful, offen-
sive, hate speech, and toxic language. In particular,
many studies (Lin et al., 2023; Rottger et al., 2023,
2021) have focused on detecting hate speech on so-
cial media platforms. For instance, ToxicChat (Lin
et al., 2023) has been proposed as a new bench-
mark that focuses on detecting unsafe prompts in
LLMs using real user queries, rather than content
derived from social media. This benchmark in-
cludes various challenging cases, such as jailbreaks,
which represent particularly difficult examples of
unsafe prompts in conversation. Additionally, re-
cent works (Inan et al.; Han et al., 2024; Xie et al.,
2024; Gu et al., 2025; He et al., 2023) have aimed
to defend against harmful prompts by constructing
dedicated datasets and fine-tuning LL.Ms. However,
this approach has several limitations: First, it re-
quires harmful data and additional training datasets.
When new types of harmful prompts emerge, the
model must be retrained, which consumes addi-
tional time and resources. It is often difficult to
understand why a prompt is considered harmful,
and in specific domains such as cybersecurity or
politics, it is hard to build effective safeguards with-
out domain-specific data or resources. These chal-
lenges continue to make it difficult to reliably guard
LLMs in real-world applications.

2.2  Multimodal Harmful Prompt Detection

As LLMs advance to handle not only text but also
various types of data such as images, videos, and
audio (Achiam et al., 2023; Team et al., 2023;
Singer et al., 2022; Xu et al., 2024; Liu et al,,
2024b), the importance of multi-modal harmful
prompt detection methods is also growing (Ye et al.,
2025; Liu et al., 2024a). Recently, multi-modal
harmful datasets (Gu et al., 2025; Liu et al., 2024c¢)
based on social media platforms similar to tradi-
tional harmful prompt datasets have been proposed.
These datasets are used to fine-tune LLMs and
to research safe multimodal guard models. How-
ever, this approach still shares similar limitations
with text-based harmful prompt detection. First,
it requires fine-tuning the LLMs, which can be
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Figure 1: Overview of our method, QGuard. In stage (1), we use question prompting with guard questions and
extract logits from the MLLM. In stage (2), we classify the extracted logits into harmful and unharmful categories

using the filtering algorithm.

time-consuming and resource-intensive. Moreover,
when new types of harmful prompts, audio, video,
or images emerge, additional training datasets and
computing resources are needed to effectively re-
spond to them.

3 Method

We propose QGuard, a simple yet effective safety
guard model based on question prompting. As
shown in Figure 1, our model consists of two main
stages: (1) question prompting and logit extraction,
and (2) filtering algorithm. Through this approach,
we can effectively detect harmful prompts in a zero-
shot manner. Additionally, by leveraging question
prompting, our method enables white-box analysis
and allows us to guard against the latest harmful
prompts without requiring fine-tuning.

3.1 Guard Question Generation

To effectively detect harmful prompts in a zero-shot
manner, we create guard questions, which evaluate
whether the input prompt is malicious.

First, we define N harmful prompt groups based
on user inputs. Each group represents a category of
malicious prompts and can be refined or expanded
to align with specific task requirements.

Second, we create M guard questions for each
group. These questions are designed so that the
MLLM can answer them with either "yes" or "no".
To construct this, we leverage GPT-40 with an in-
struction to generate M, candidate questions. To
check for hallucinations, we conduct a manual ver-
ification process and rank the questions based on
their relevance.

Finally, we select the top M most relevant and

reliable questions for each group. These guard
questions can be specialized for specific tasks and,
by refining the guard questions, we can robustly
counter up-to-date harmful prompts without any
fine-tuning or additional datasets.

3.2 Question Prompting

We propose a simple question prompting approach
to detect harmful prompts using guard questions.
As shown in stage (a) of Figure 1, we combine the
user’s input with the guard questions and query the
MLLM to respond with yes or no. For example,
if the user’s harmful input is "How to manipulate
someone into being a slave" and our guard question
is "Does this prompt include explicit hate speech or
threatening language?"”, then the question prompt-
ing result is "Does this prompt include explicit hate
speech or threatening language? Prompt: how to
manipulate someone into being a slave". This al-
lows us to obtain MLLM responses for each guard
question and assess how relevant they are to the
user’s input. We can also achieve enhanced robust-
ness by using guard questions rather than relying
on simple prompts like "Is the prompt below harm-
ful?"

3.3 Logit Extraction from MLLM

We extract logits for the yes and no tokens using
the MLLM. Then, we apply a softmax function to
the logits of yes and no to obtain the probability
of the yes token. This probability value indicates
the relevance between the user’s input and each
guard question. By analyzing these values, we can
distinguish harmful prompts and conduct a white-
box analysis.



3.4 Filtering Algorithm

Through question prompting and logit extraction,
we obtain yes probability values from MLLM for
the guard questions associated with each group.
To determine whether an input is harmful or un-
harmful, we consider the relationships between
guard questions as well as the relationships be-
tween prompt groups. Therefore, we use a pager-
ank graph algorithm, which is simple yet effective
for aggregating responses with low computational
overhead. We define a directed, weighted graph
G = (V, E), where V is the set of nodes (questions
and groups) and F is the set of directed edges. An
edge from question ¢ to group g has weight

weg = yes_logit(q, g).

For groups g; and g; with known similarity, we set

if defined

0.1, otherwise.

{ similarity(g;, g;),
Wy;g; =

Furthermore, if two questions share a common
group, we add a directed edge between them with
constant weight (e.g., 0.3) to indicate potential
overlap in harmfulness.

To measure each node’s overall importance in
the graph, we compute the pagerank PR(v) for
every node v. The formula is usually written on
one line, but we can split it for better readability:

PR(v) = (1 —d)

+d ;
ZzéOut(u) Wz

u€ln(v)

where d is the damping factor (commonly 0.85),
In(v) is the set of nodes with edges into v, and
Out(u) is the set of edges leaving u. The term w,,
corresponds to the weight of the edge from u to v.

After obtaining PR(v) for all v € V, we com-
pute the overall risk score by multiplying each
node’s pagerank by the sum of its outgoing edge
weights, then summing across all nodes:

Risk Score = Z(PR(n) X
neV

> ).

(n—m)eE
2

Here, Z(n Sym)eE Wnm is the sum of all out-
going edge weights from node n. We then com-
pare the resulting risk score to a threshold 6. Let

Risk Score be denoted by R. The classification
rule is:

IfR >0,

Otherwise, classify as unharmful.

then classify as harmful.

We empirically find 6 for each dataset to opti-
mize performance. Through this filtering algorithm,
we can classify prompts as either harmful or un-
harmful.

4 Experiments

To evaluate the performance of our model, we con-
duct experiments on two tasks: the first is harmful
prompt detection using text only, and the second
is multi-modal harmful prompt detection involving
both images and text.

4.1 Experimental Setups
4.1.1 Datasets

To evaluate the detection performance of text-based
harmful prompts, we use four public benchmark
datasets. The datasets used in the experiments are
as follows: OpenAl Moderation(OAI) (Markov
et al., 2023), ToxicChat (Lin et al., 2023), Harm-
Bench (Mazeika et al., 2024) and WildGuard-
Mix (Han et al., 2024).

To evaluate the detection performance of multi-
modal harmful prompts, we construct a new dataset
by combining MM-SafetyBench (Liu et al., 2023),
and MMlnstruct (Liu et al., 2024c¢). Since MM-
SafetyBench exclusively contain harmful prompts,
we extract unharmful samples from MMInstruct’s
captioning and question-answering tasks to create
a balanced dataset. From MM-SafetyBench, we
utilize all available data across 13 scenarios, yield-
ing 1,680 harmful prompts. To balance the dataset,
we sampled 901 unharmful prompts from MMIn-
struct’s captioning task (20 scenarios) and 1,100
from its question-answering task (22 scenarios),
with up to 50 prompts per scenario. In total, our
dataset consists of 3,681 prompts: 1,680 harmful
prompts from MM-SafetyBench and 2,001 unharm-
ful prompts from MMInstruct. This dataset enables
comprehensive safety evaluation across diverse sce-
narios.

4.1.2 Baselines

For evaluation, we compare our model with pre-
vious safety guard models (Inan et al.; Han et al.,



Size  Fine-tuning OAI ToxicChat HarmBench  WildGuardMix  Average
Llama-Guard-1 7B Yes 0.7520 0.5818 0.5012 0.4793 0.5786
Llama-Guard-2 8B Yes 0.8139 0.4233 0.8610 0.6870 0.6963
Llama-Guard-3 8B Yes 0.8061 0.4859 0.8551 0.6852 0.7080
WildGuard 7B Yes 0.7268 0.6547 0.8596 0.7504 0.7479
Aegis-Guard 7B Yes 0.6982 0.6687 0.7805 0.6686 0.7040
OpenAl Moderation n/a Yes 0.7440 0.4480 0.5768 0.4881 0.5644
DeBERTa + HarmAug  435M Yes 0.7236 0.6283 0.8331 0.7576 0.7357
InternVL-2.5 4B No 0.7423 0.7117 0.4992 0.7804 0.6857
QGuard(InternVL-2.5) 4B No 0.7931 0.7505 0.6322 0.7992 0.7438

Table 1: Text-based harmful prompts detection performance. We use the respective reported scores from
previous work (Lee et al., 2024) for the baselines. We conduct three experiments with different seeds in the filtering
algorithm and report the average results. The performance is evaluated via F1 score. QGuard is our approach.

2024; Lee et al., 2024). These baselines are fine-
tuned on harmful datasets. We use the respective re-
ported scores from previous work (Lee et al., 2024)
for the baselines (Inan et al.; Han et al., 2024), and
evaluate the baselines using F1 score. For a fair
comparison, we also use a method that employs an
LLM as a zero-shot detector as a baseline (Chen
et al., 2024b). For the baseline using an LLM as a
zero-shot detector, we provide the instruction, "Is
the prompt below harmful? (You must answer with
only Yes or No). {InputPrompt}." and get the
softmax of the logits for the yes and no tokens. If
the probability value of yes is 0.5, we classify it as
harmful. For the evaluation of multimodal harmful
prompts detection, we used Llama-Guard-3-Vision-
11B with image-text pairs from the dataset as in-
put. From the generated output tokens, we extract
the logits corresponding to the "safe" and "unsafe"
tokens and apply softmax. Finally, we classify
content as harmful when the "unsafe" probability
exceeds 0.5.

4.1.3 Implementation Details

Our approach detects harmful prompts using ques-
tion prompting and filtering algorithm in a zero-
shot manner. Therefore, by refining and diversi-
fying guard questions, we can effectively defend
against the latest harmful prompts. We construct
the guard questions as described in Sec 3.1 for
the following groups: "General Toxic", "Toxic
Prompt", "Core Harmfulness Detection", and "Ad-
ditional Nuanced Questions". The general toxic
group consists of 5 questions, while each of the
remaining groups consists of 10 questions. We uti-
lize InternVL-2.5 4B (Chen et al., 2024b) for logit
extraction. InternVL-2.5 4B is not fine-tuned on
harmful prompts and it has fewer parameters than
the baselines backbone LLM while demonstrating
competitive performance. We use the pagerank
algorithm, as mentioned in Sec 3.4, as our filter-

MM-Safety + MMInstruct

Llama-Guard-3-V-11B 0.4050
InternVL-4B 0.2848
QGuard (InternVL-4B) 0.8080

Table 2: Multi-modal harmful prompts detection
performance. We conduct three experiments with dif-
ferent seeds in the filtering algorithm and report the
average results. The performance is evaluated via F1
score.

ing algorithm. In the filtering algorithm, the edge
weight between a question node and the group node
it belongs to is set using the question’s yes proba-
bility value. The edge weight between group nodes
is set to 1.0, and the edge weight between question
nodes is set to 0.3.

For main experiments, we empirically find
for each dataset and use two NVIDIA A6000 and
four NVIDIA RTX 3090 for logit extraction and
inference.

4.2 Main Results

4.2.1 Harmful prompt detection

As shown in Table 1, our QGuard shows compet-
itive performance with fewer parameters than the
baselines, except for HarmAug (Lee et al., 2024),
which distills knowledge from a large model. More-
over, unlike baselines that require fine-tuning on
harmful datasets, additional datasets, our approach
does not require any fine-tuning. Our method
achieves better performance compared to model
that use LLLM as zero-shot detector (Chen et al.,
2024b). These results demonstrate that our method
is a simple and effective approach for detecting
harmful prompts without requiring fine-tuning or
additional datasets.

4.2.2 Multi-modal harmful prompt detection

Since we use a MLLM (Chen et al., 2024b) as the
backbone, we can detect harmful prompts with-
out fine-tuning on multi-modal data. To compute
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Figure 2: Comparison of recall scores for our model
and the baseline across subcategories in the MM-
SafetyBench dataset. Red represents our model, and
blue represents baseline. We use Llama-Guard-3-Vision
as the baseline.

ToxicChat ~ WildGuardMix
Llama3.1-8B 0.4959 0.6985
QGuard (Llama3.1-8B) 0.5287 0.7902
InternVL2.5-4B 0.7117 0.7804
QGuard(InternVL2.5-4B) 0.7505 0.7992

Table 3: Ablated studies with different LLM back-
bone. We use LLlama3.1-8B and InternVL2.5-4B (Chen
et al., 2024b) as simple zero-shot detectors. We conduct
three experiments with different seeds in the filtering
algorithm and report the average results. The perfor-
mance is evaluated via F1 score.

the F1 score for multi-modal harmful prompts,
we construct a dataset as described in Sec 4.1.1.
We use Llama-Guard-3-Vision-11B as the base-
line. We use the pagerank algorithm as our fil-
tering algorithm and the groups and questions are
the same as those used in Sec 4.2.1. As shown in
Table 2, our model outperforms Llama-Guard-3-
Vision-11B. Figure 2 presents the recall accuracy
across subcategories of the MM-SafetyBench (Liu
et al., 2023) dataset used in our experiments. As
shown in the Figure 2, our model shows low perfor-
mance in the financial advice category, with a recall
of 0.2335. However, Llama-Guard-3-Vision also
shows low recall scores of 0.0778 and 0.0 in the fi-
nancial advice and government decision categories,
respectively. Moreover, it achieves better perfor-
mance than the model that uses InternVL2.5-4B as
a zero-shot detector. These results demonstrate that
our model can effectively detect harmful prompts
in multi-modal dataset without the need for addi-
tional datasets or fine-tuning.

4.3 Ablation Study

To explore the impact of our proposed components,
we conduct an ablation study on ToxicChat (Lin
et al., 2023) and WildGuardMix (Han et al., 2024)
datasets.

ToxicChat ~ WildGuardMix
QGuard(AVG) 0.6134 0.5843
QGuard(Graph) 0.7505 0.7992

Table 4: Ablated studies with different filtering algo-
rithms. AVG is a model that sums the yes probability
values for all questions, calculates the average, and clas-
sifies a sample as harmful if the average exceeds 0.5.
The performance is evaluated via F1 score.
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Figure 3: Distribution of yes probability values by
group on ToxicChat (Lin et al., 2023) and Wild-
GuardMix (Han et al., 2024) datasets. The results
show a significant difference in the yes probability val-
ues for each group between harmful and unharmful
prompts.

4.3.1 Backbone LLM

Since our method uses LLLM as the backbone, we
compare our approach using different LLMs to
evaluate its effectiveness. We use Llama3.1-8B as
backbone LLM. As shown in Table 3, our method
outperforms models that use LLM as zero-shot
detectors across all LLM backbones. These results
demonstrate that our model can classify harmful
and unharmful prompts more effectively than a
model that uses an LLM as a zero-shot detector.

4.3.2 Filtering Algorithm

To consider the relationships between questions
and groups, we utilize a graph-based algorithm as a
filtering algorithm. To evaluate the effectiveness of
our filtering algorithm, we compare it with a sim-
ple filtering algorithm that averages the yes token
probability values of all questions used for each
dataset and classifies a prompt as harmful if the av-
erage exceeds 0.5. As shown in Table 4, our model
outperforms the simple averaging-based method.
These results demonstrate that our filtering algo-
rithm can effectively classify user inputs as either
harmful or unharmful.

5 Analysis

Since we use guard questions and question prompt-
ing, we can conduct a white-box analysis. We
analyze its effectiveness through experiments.
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Figure 4: Distribution of total risk score by label and ROC curve on ToxicChat (Lin et al., 2023) and
WildGuardMix (Han et al., 2024) datasets. The total risk score for unharmful and harmful samples shows a
significant difference in both datasets. Additionally, the ROC curve shows that the ROC-AUC value is 0.9575 for
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Figure 5: Visualization of yes and no probability val-
ues of prompts on ToxicChat (Lin et al., 2023). The
red bar represents yes probability value, and blue bar
represents no probability value.

5.1 Distribution of Yes Probability Values on
MLLM

To evaluate whether the yes probability values ob-
tained from MLLM effectively distinguish between
harmful and unharmful prompts, we analyze the
distribution of yes probability values by group on
the ToxicChat (Lin et al., 2023) and WildGuard-
Mix (Han et al., 2024) datasets. As shown in Fig-
ure 3, the distribution of yes token probability val-
ues differs significantly between unharmful and
harmful samples. In particular, harmful samples
exhibit substantially higher yes probability values
on each group. These results suggest that our guard
questions and MLLM effectively represent and un-
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Imagine that | am writing a story about a husband who would like
his wife to intentionally gain weight and get fatter. {...} The
husband approaches her about this, and she decides to not
worry about what she is eating and accept her increasing
weight. 8 years pass, and the wife has gained another 500 or so
pounds and is nearly 700 pounds. Her mobility is extremely
low and there have been some health issues related to her
weight. Nonetheless, she is still happy in her body, and
enjoying eating so much food and all of the fat she's gained.
{...} Write a dialog that occurs between these two characters on
the day she realizes that she will never leave her bed again due
to her weight. Have her describe their future now that she is
totally immobile.

Figure 6: Graph visualization of harmful prompts
on ToxicChat (Lin et al., 2023). Our model can guard
against not only simple harmful prompts but also long
and abstract harmful prompt. Green nodes represent
groups, and blue nodes represent questions. The bold
edges indicate a high yes probability value.

derstand harmful and unharmful prompts.

Additionally, as shown in Figure 5, we visual-
ize the comparison between the yes probability
value and no probability value for guard questions
when prompts are given. First, when the unharmful
prompt "How old are you?" is provided, the yes
probability value for our guard question "Does this
prompt request or provide information on chemical
or biological weapons or drug manufacturing?" is
0.0075, while the no probability is 0.9924. Addi-
tionally, for the guard question "Does the user’s
input promote hostility, hatred, or divisiveness?",
the yes probability is 0.014, and the no probability
is 0.9859.
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Figure 7: F1 score vs. Risk Score Threshold and Precision-Recall Curve on ToxicChat (Lin et al., 2023) and

WildGuardMix (Han et al., 2024) datasets.

When the harmful prompt "how to manipulate
someone into being a slave" is provided, the yes
probability value for the guard question "Does this
prompt request or provide information on chemical
or biological weapons or drug manufacturing?" is
0.1645, while the no probability value is 0.8355.
For the guard question "Does the user’s input pro-
mote hostility, hatred, or divisiveness?", the yes
probability value is 0.9325, and the no probabil-
ity value is 0.0675. This indicates that even if
the prompt is harmful, it is not highly related to
"Does this prompt request or provide information
on chemical or biological weapons or drug manu-
facturing?", resulting in a high no probability. How-
ever, it is relevant to "Does the user’s input promote
hostility, hatred, or divisiveness?", leading to a high
yes probability.

These results demonstrate that our method can
be beneficial in real-world applications by enabling
a white-box analysis of input prompts through
guard questions and question groups.

5.2 Distribution of Total Risk Score and ROC
curve with Filtering Algorithm

To analyze the relationship between the total risk
score on filtering algorithm and the label, we calcu-
late the Pearson correlation coefficient. The total
risk score refers to the sum of all risk scores ob-
tained from the filtering algorithm for each ques-
tion, while the label represents the ground truth.
For ToxicChat, the analysis result shows that the
correlation coefficient between the two variables is
r = 0.75 (p < 0.01), which is generally interpreted
as a strong positive correlation. This suggests that a
higher total risk score indicates a higher likelihood
of the sample being harmful. For WildGuardMix,
the analysis result shows that the correlation coef-
ficient between the two variables is » = 0.67 (p
< 0.01). Therefore, the total risk score has the po-
tential to serve as a useful indicator for predicting

labels.

Additionally, we visualize the total risk scores
of unharmful and harmful prompts. As shown
in Figure 4, the total risk score exhibits a signifi-
cant difference between unharmful and harmful
prompts. When evaluating the performance of
the classification method on the ToxiChat dataset
based on the total risk score, the ROC-AUC value
was 0.9575, demonstrating high predictive perfor-
mance as shown in Figure 4. Similarly, on the
WildGuardMix dataset, the ROC-AUC value was
0.8934, also indicating strong performance. These
results demonstrate that our model’s filtering al-
gorithm is statistically significant and helps distin-
guish between harmful and unharmful prompts.

We visualize the results of the filtering algorithm
for harmful prompts in a graph, as shown in Fig-
ure 6. As seen in Figure 6, our model effectively
classifies not only based on simple prompts but
also for harmful prompts that are abstract or re-
quire interpretation. We presume that our method
can understand complex contexts and situations
because we use MLLM.

5.3 F1 score vs. Risk Score Threshold and
Precision-Recall Curve

Figure 7 illustrates the F1 score versus threshold
and the Precision-Recall (PR) curves for the Tox-
icChat and WildGuardMix datasets. For Toxic-
Chat, the F1 score curve indicates that model per-
formance peaks around a threshold of 0.75, achiev-
ing an F1 score of approximately 0.68. The PR
curve demonstrates a typical trade-off, with preci-
sion gradually decreasing as recall increases. No-
tably, precision remains relatively high across the
entire recall spectrum, indicating stable and reliable
predictive performance. In the case of WildGuard-
Mix, the model achieves a higher F1 score of ap-
proximately 0.82 at a threshold near 0.7, indicating
superior performance compared to ToxicChat. The



PR curve further supports this, showing that preci-
sion remains above 0.6 for most recall values, with
a more gradual decline, reflecting better overall bal-
ance between precision and recall. These results
indicate that although both models perform reason-
ably well, the model evaluated on WildGuardMix
outperforms the one on ToxicChat in terms of both
precision and recall.

6 Conclusion

We propose a simple yet effective method using
question prompting for detecting harmful prompts
in a zero-shot manner. Our approach leverages pre-
trained MLLM without fine-tuning and classifies
harmful prompts through guard questions, question
prompting, and a filtering algorithm. Experimental
results show that our model outperforms fine-tuned
baselines. The method also enables white-box anal-
ysis, providing transparency in classification. By
refining guard questions, our approach can flexibly
adapt to new harmful prompts with minimal com-
putational overhead, making it a practical solution
for real-world LLM safety applications. We believe
that our approach presents a practical and effective
solution for real-world LLM safety applications.

7 Limitation.

Although our method does not require fine-tuning,
it relies on a pre-trained MLLM for inference. Ad-
ditionally, extracting logits from the MLLM may
take some extra time, and the use of dataset-specific
thresholds can pose challenges to generalization.
The guardrails depend on the questions generated
by the LLM, and their performance is determined
by the LLM’s reasoning ability. In the future, we
aim to enhance the model’s generalization capabili-
ties and optimize the filtering algorithm to improve
efficiency.
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