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We present PRISM, a comprehensive empirical study of mid-training design choices for large language
models (LLMs). Through controlled experiments across seven base models spanning four families
(Granite, LLaMA, Mistral, Nemotron-H), two architecture types (dense Transformer and attention-
Mamba hybrid), and scales from 3B to 24B parameters, we show that a mid-training phase of ~27B
high-quality tokens yields consistent gains of +15 to +40 points on math, +5 to +12 points on code,
and +6 to +13 points on science (GPQA-Diamond) benchmarks while preserving general performance.
The full PRISM — RL pipeline improves the macro-average (domain-weighted) across six reasoning
benchmarks from under 12 to 29-42 (a 3-4x improvement), whereas RL applied directly to most of the
base models remains substantially less effective, with AIME scores near zero. Data composition choices
matter most at mid-training, not at RL: including science data during mid-training unlocks +17 to +28
point GPQA-Diamond gains during RL, while changing the RL mix produces <2 point differences.
Mechanistically, mid-training densely restructures >90% of model weights, while RL makes sparse,
front-loaded refinements to ~5% of parameters. Representation analysis (CKA) across three models
and three input distributions confirms that RL consistently preserves mid-training’s representational
geometry (>0.998 CKA) across both dense Transformers and hybrid architectures. Crucially, RL
applies identical weight changes regardless of starting point, yet only succeeds on mid-trained models,
consistent with mid-training placing the model in a weight configuration from which RL can effectively
improve performance. Our results demonstrate that retention-aware mid-training is a highly effective
intermediate step for reliable reasoning enhancement and provide practical guidance for designing
robust mid-training pipelines.
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1 Introduction

The training pipeline for Large Language Models (LLMs) has evolved beyond the traditional two-stage recipe
of pre-training followed by alignment. State-of-the-art models now incorporate an additional intermediate
stage, mid-training, in which higher-quality, domain-focused data mixtures are used to imbue reasoning
capabilities before downstream fine-tuning and reinforcement learning (RL) (Team et al., 2025; Olmo et al.,
2025). Yet despite its growing adoption, mid-training remains poorly understood: the field lacks systematic
guidance on what data to use, when to apply it, how it interacts with RL, and whether it generalizes across
architectures.

We present PRISM (Demystifying Retention and Interaction in Mid-Training), shown in Fig. 1, a comprehensive
empirical study that addresses these questions through controlled experiments across seven open-source
base models spanning four families (Granite, LLaMA, Mistral, Nemotron-H), two architecture types (dense
Transformer and attention-Mamba hybrid), and scales from 3B to 24B parameters. Using targeted mid-training
mixtures of only ~27B high-quality tokens, we produce the following key findings:

e Mid-training substantially improves reasoning performance. Across all tested models, PRISM yields +15
to +40 point gains on math benchmarks and +5 to +12 points on code, with science gains of +6 to +13
points on Granite and hybrid models, while preserving general-purpose performance.
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Figure1 PRISM overview. Mid-training decisions are decomposed into their principal design axes, including retention
of general and long-context abilities, domain interaction (math, code, science), benchmark selection, reinforcement
learning compatibility, and scaling behavior. PRISM enables holistic evaluation of mid-training choices across model
families at scale.

e Mid-training significantly enhances RL effectiveness. The full PRISM — RL pipeline improves the
macro-average (domain-weighted) across six reasoning benchmarks (AIME’24, AIME’25, MATH500,
LiveCodeBench, Codeforces, GPQA-Diamond) from under 12 to 29-42, a 3—4x improvement. RL
applied directly to base models is substantially less effective, with AIME scores remaining near zero.

e Datacomposition matters most at mid-training, notat RL. Changing the mid-training mix from Math-+Code
to Math+Code-+Science shifts AVG! by +3 to +6 points, while changing the RL mix produces <2 point
differences. Science data at mid-training unlocks +17 to +28 point GPQA-Diamond gains during RL.

e Benefits generalize across architectures and scales. Both dense Transformers and attention-Mamba
hybrids benefit consistently from PRISM, from 3B to 24B parameters.

e RL expands the solvability frontier. For Granite-3.3, RL on PRISM-mid-trained models progressively
solves prompts that were initially unsolvable, with training curves that remain non-saturating across
hundreds of steps.

e Mid-training and RL operate through fundamentally different mechanisms. Weight-level analysis reveals that
mid-training densely restructures >90% of parameters, while RL sparsely refines ~5%, with identical
weight footprints regardless of whether mid-training preceded it. Representation analysis (CKA) across
three models and three input distributions confirms that RL consistently preserves mid-training’s
representational geometry (>0.998 CKA) across both dense Transformers and hybrid architectures,
while mid-training’s representational impact is model-specific. RL optimization is front-loaded, with
most weight changes in the first ~200-400 steps. Behaviorally, mid-training produces extended reasoning
chains in model outputs. On held-out MATHS500 problems, the full pipeline improves pass rates from
2.6-66.6% (base) to 64.6-83.0% across three model families.

The term mid-training has been used inconsistently in the literature. Some works treat it as a long-context
extension phase (Abdin et al., 2024), others as a higher-quality annealing stage for domain knowledge (OLMo
et al., 2025), and recent work investigates mid-training choices that prepare models for RL by incorporating
instruction-following data and chain-of-thought traces (Wang et al., 2025). These different usages have
converged in practice, but the field lacks a holistic study that systematically quantifies the trade-offs induced
by mid-training design choices across data mixtures, evaluation strategies, and downstream RL. PRISM fills
this gap.

1AVG is computed as the mean of three domain scores: Code Avg (mean of LiveCodeBench and Codeforces), Math Avg (mean
of AIME’24, AIME’25, and MATH500), and GPQA-Diamond.



The rest of the paper is organized as follows. We first discuss limitations of prior mid-training approaches, then
describe our data mixtures and benchmark selection. We study when to mid-train, followed by domain-wise
and cross-model-family analyses. We then present ablation studies on long-context restoration, context length,
and token budget. We provide a detailed analysis of how reinforcement learning interacts with mid-trained
models, including balanced vs. unbalanced RL mixes, base-model comparisons, solvability analysis, and a
comprehensive pipeline-level evaluation. Finally, we present mechanistic analyses of the PRISM pipeline
through weight divergence, representation similarity (CKA), prediction entropy, correctness studies, and RL
weight trajectory dynamics across four model families and two architectures.

2 Limitations of Prior Mid-Training Approaches

Takeaway. Prior mid-training work often delivers domain-specific gains at the cost of
generalization and holistic evaluation, and is rarely coupled with broad benchmark analysis
or controlled studies of downstream RL behavior.

Recent mid-training strategies for LLMs have demonstrated notable improvements in targeted capabilities
such as coding and mathematical reasoning by introducing higher-quality or domain-focused data between
pre-training and downstream fine-tuning or RL (Olmo et al., 2025; Wang et al., 2025). However, the term
mid-training has been used inconsistently in the literature, referring to long-context extension, data annealing,
and domain-specific capability refinement, without a unified framework or standardized evaluation.

Narrow evaluation hides regressions. Many studies report gains on a limited set of domain-specific benchmarks
(e.g., math or code) without assessing whether these improvements preserve general-purpose capabilities or
interact with other reasoning dimensions (Wang et al., 2025). Long-context extension work primarily evaluates
context-window scaling and retrieval-style tasks, with limited analysis of its impact on general reasoning (Abdin
et al., 2024). Similarly, domain-focused mid-training recipes often emphasize improvements on math or code
benchmarks while omitting broad generalization and cross-domain robustness evaluations (OLMo et al., 2025;
Wang et al., 2025).

Interaction with RL remains underexplored. A further shortcoming is the lack of controlled investigation into
how mid-training interacts with downstream optimization, particularly reinforcement learning. While prior
work suggests that certain mid-training strategies can facilitate RL by better aligning representations with
downstream objectives, these claims are typically evaluated within narrow experimental settings and lack
systematic comparison across model families, domains, and benchmark suites (Wang et al., 2025; Zhang et al.,
2025).

Concurrent work. Recent studies have begun to address parts of these gaps. Liu et al. (2025) show that
mid-training can serve as a distributional bridge between pre-training and post-training, reducing distributional
mismatch while preserving general capabilities. Zhang et al. (2025) develop controlled experimental frameworks
that isolate the contributions of pre-training, mid-training, and RL to reasoning generalization, highlighting
mid-training as a critical yet underexplored stage. Small-scale controlled experiments provide valuable
mechanistic insights with high ablation density. PRISM complements this line of work by examining mid-
training design choices at 3B-24B scale across four model families, two architecture types, and multi-stage
pipelines including RL, providing empirical coverage at a scale not addressed by prior work.

Taken together, these limitations motivate PRISM: a retention-aware empirical framework that evaluates
mid-training choices across multiple domains, benchmark axes, and downstream RL behavior across model
families to uncover trade-offs overlooked by prior work.



Dataset Type Tokens (B)

DCLM-EDU (Allal et al., 2025) General web data 111.46
Open-R1 (MoT) (Lozhkov et al., 2025) Math reasoning 0.60
Nemotron Post-Training vl (Nathawani et al., 2025) Math 35.93
Megamath-Web-Pro (Zhou et al., 2025) Math web 14.73
Open-R1 (MoT) (Penedo et al., 2025) Code reasoning 1.18
OpenCodeReasoning-2 (Ahmad et al., 2025) Code reasoning 1.12
RefinCode (Huang et al., 2025) Code web 186.44
StarCoder2 (Lozhkov et al., 2024) Code web 432.73
Open-R1 (MoT) (Bercovich et al., 2025) Science reasoning 0.42
OpenThoughts3 (Guha et al., 2025) Science reasoning 0.73
WildChat-1M (Zhao et al., 2024) Chat

Tulu-3 SFT Personas (Lambert et al., 2025) Chat 0.91
UltraChat-200k (Ding et al., 2023) Chat

Table 1 Datasets used in mid-training mixtures. Token counts are reported in billions (Granite 3.3, 8B).

3 Data Mixtures for Mid-Training

Takeaway. Mid-training performance is highly sensitive to data composition; carefully tuned
mixtures that balance general web and instruction data with domain-specific reasoning
sources yield robust retention and consistent gains, and we adopt these empirically validated
splits across all experiments.

Table 1 summarizes the datasets used for mid-training. For the Math and Code domains, we use two data
types: general web documents to retain knowledge from pretraining, and domain-specific reasoning datasets
to imbue problem-solving ability. For Science, we include only reasoning-focused datasets. Prior work such as
OctoThinker (Wang et al., 2025) shows that incorporating a small amount of general instruction data can
stabilize reinforcement learning; accordingly, we include chat and instruction-following datasets. However,
unlike OctoThinker which focuses primarily on math, our goal is to support reasoning across diverse domains
while retaining broad pretraining knowledge. To this end, we include general web data (DCLM-EDU) alongside
domain-specific sources.

3.1 Dataset Preprocessing

We apply lightweight, deterministic preprocessing to all datasets to ensure data quality and evaluation
integrity.

Web data filtering. For general web data, we use the DCLM-EDU corpus and retain documents with a quality
score greater than or equal to 3, following the dataset’s recommended filtering guidelines. This removes
low-quality or noisy documents while preserving broad coverage of general knowledge.

Reasoning datasets. For OpenCodeReasoning-2, we retain only samples whose judgment is marked as right
by the QwQ evaluator model and for which sufficient test coverage is available (i.e., pass_rate # —1).
From this filtered pool, we randomly sample 60k Python examples and 60k C+-+ examples. Other reasoning
datasets are used as provided, without additional filtering beyond standard deduplication.

Chat and instruction-following data. For chat-style datasets, all conversations are normalized by explicitly
prefixing utterances with speaker roles (“User:” and “Assistant:”). For WildChat-1M, we further restrict the
data to high-quality conversations generated by GPT-4, following prior evidence that such filtering improves
stability in downstream reinforcement learning. For all reasoning datasets and chat data, we concatenate the
question and answer with a single line break between them, following (Wang et al., 2025).

Fig. 2 reports the final per-source sampling weights for three progressively richer configurations: Math-only,
Math-+Code, and Math+Code-+Science. After experimenting with various weightings across domains, we
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Figure 2 Mid-training data mixture configurations and per-source sampling percentages. The outer ring shows individual
data sources; the inner ring groups them by domain category.

Benchmarks

Leaderboard-V1 (LB-V1)
(ARC, HellaSwag, MMLU,
Truthful QA, Winogrande,
GSMB8K), Leaderboard-
V2 (LB-V2) (IFEval, BBH,
MATH, GPQA, MUSR,
MMLU-Pro)

RULER

Category What it measures Why it matters

General ability Broad multitask knowledge

and robustness

Detects generalization regressions
hidden by domain-specific gains.

Long-context Long-context retrieval Ensures mid-training does not
degrade long-context retrieval

capabilities.

Code LiveCodeBench (Jain et al., Executable program synthe- Captures real-world coding abil-
2024), Codeforces (Penedo sis and reasoning ity.
et al., 2025)

Math AIME (AIME), Mathematical reasoning Highly sensitive to data quality
MATHS500 (Lightman et al., and mid-training composition.
2023)

Science GPQA-Diamond (Rein et al., Expert-level scientific reason- Probes scientific reasoning capa-

2023) ing bilities

Table 2 Benchmark categories recommended for evaluating mid-training design choices.

found these configurations to provide the best balance between retaining broad pretraining knowledge and
inducing targeted domain improvements; consequently, we adopt these splits as the default sampling policy
for all experiments reported in this paper.

4 What to Evaluate: Benchmark Selection

Takeaway. Evaluate mid-training with a balanced suite that measures (i) general LLM
ability, (ii) long-context behaviour, and (iii) domain-specific reasoning; otherwise, domain
gains may mask regressions.

In PRISM we adopt a deliberately broad evaluation setup to surface both gains and regressions introduced
by mid-training. Concretely, we combine general leaderboards (LB-V1 and LB-V2) with focused long-context,
code, math, and science evaluations so that improvements in a single domain cannot hide capability loss
elsewhere. Table 2 summarizes the benchmark categories and their roles.



Practical guidance for benchmark selection. As summarized in Table 2, effective evaluation of mid-training
decisions requires both breadth and depth:

e Mix breadth and depth: combine general-purpose leaderboards (LB-V1 (Beeching et al., 2023) and
LB-V2 (Fourrier et al., 2024)) with targeted domain benchmarks to expose global regressions while
accurately measuring domain-specific gains.

e Measure long-context retention explicitly: evaluate long-context reasoning separately (e.g., RULER (Hsieh
et al., 2024)), as mid-training dominated by short-context data can degrade long-context capabilities,
often necessitating an additional lightweight fine-tuning stage to recover performance (see Section 8.1).

5 When to Mid-Train

Takeaway. On Granite-4 Micro (3B), mid-training is most effective when applied after long-
context pretraining, yielding the largest gains in math, code, and science while preserving
general reasoning. Whether this ordering generalizes across larger models or different
architectures remains an open question. Conveniently, most open-source base models are
released after long-context extension, making this the natural starting point in practice.

Mid-training is typically applied after pretrain-

i . Y o . Leaderbds. Code Sci. Math
ing, but the optimal timing within the pretrain- T ——
. T . : i . Stage VI V2 LCB CF GPQA AI24 AI25 M500
ing pipeline remains unclear. Using Granite-4 Mi-

B Iv th d-traini . Phase 3 63.30 19.44 7.05 8.61 19.53 9.38 16.09 65.88
cro (3B), we apply the same mid-training recipe Phase 4 62.84 20.85 7.89 7.95 17.85 10.00 14.06 61.70

(Math+Code+Science, 8k context) at three dif- After LC 62.91 20.53 10.39 6.18 25.93 23.59 20.94 77.44
ferent points: (i) after Phase 3 of pretraining,

(ii) after Phase 4 (the final dense pretraining Table 3 Effect of when mid-trainingis applied on Granite-4 Micro
stage before long-context extension), and (iii) (3B). Phase 3/4 = intermediate/late pretraining; After LC =
starting from the base model after long-context after long-context extension.

pretraining (Table 3).

Earlier phases yield gains, but later is better. Mid-training at earlier phases already produces meaningful
improvements, but later stages consistently translate the mid-training signal into stronger downstream
performance. Compared to Phase 3, Phase 4 mid-training modestly improves Leaderboard V2 (from 19.44 to
20.85) while maintaining similar code performance. However, both Phase 3 and Phase 4 underperform the
final base model on math and science benchmarks.

After long-context extension produces the strongest results. Applying mid-training after long-context extension
yields the best overall performance. Math performance improves substantially, with AIME24 increasing from
9.38 (Phase 3) and 10.00 (Phase 4) to 23.59, and MATHS500 rising to 77.44. Code performance also improves,
with LiveCodeBench reaching 10.39, while GPQA-Diamond reaches 25.93, exceeding both earlier phases.

General capabilities remain stable across timing choices. General-purpose leaderboards remain relatively stable
across stages, indicating that later mid-training does not introduce large regressions in broad capabilities.
Overall, these results suggest that while mid-training can be effective at multiple stages, applying it after
long-context capabilities are established yields the most consistent gains across math, code, and science.
We note that this is a preliminary finding based on a single model (Granite-4 Micro, 3B), and whether the
same ordering holds across larger models or different architectures remains an open question. Additionally,
post-long-context base models may be stronger starting points in absolute terms, confounding the timing effect
with base model quality. The practical implication is limited to: given a choice of when to apply mid-training,
post-LC is a reasonable default, and it is also the natural starting point for our broader PRISM study since
most publicly released base models (e.g., LLaMA, Mistral) have already undergone long-context extension.



Leaderboard V1 Leaderboard V2

Mixture ARC HellaSwag MMLU TruthfulQA Winogrande GSMS8K OpenLLM V1 Avg IFEval BBH MATH GPQA MUSR MMLU-Pro OpenLLM V2 Avg
Base 61.95 83.46 62.56 52.24 80.35 56.33 66.15 46.62 24.68 10.20 6.38 8.88 23.82 20.10
Math only 62.54 78.72 64.29 46.04 75.30 71.95 66.47  46.46 25.57 17.75 5.59 9.08 29.86 22.39
Math + Code 61.01 78.09 62.65 47.36 74.74 73.46 66.22 45.56  26.87 18.43 5.93 10.60 28.40 22.63

Math + Code + Science 61.69 78.12 62.98 46.96 74.90 74.22 66.48  46.44 26.32 20.02 7.27 8.60 29.55 23.03

Table 4 Leaderboard V1 and V2 results for Granite-3.3-8B mid-trained with the mixtures in Fig. 2.

6 Domain-wise Effects of Mid-Training Data

Takeaway. Mid-training performance is driven by data composition. Domain-specific data
delivers large gains in its corresponding benchmarks, while balanced mixtures across math,
code, and science achieve the best overall trade-off, improving domain reasoning while
preserving general capabilities.

Having established the data sources and empirically validated mixture configurations in Section 3, we now
examine how domain-specific data affects downstream performance. We mid-train the Granite-3.3 (8B) base
model using three progressively richer data mixtures: Math-only, Math+Code, and Math+Code+Science,
following the configurations in Fig. 2. All experiments use a fixed budget of ~27B tokens at a context
length of 8192; additional hyperparameters are in Appendix Section A. We evaluate on both general-purpose
leaderboards (LB-V1 and LB-V2) and domain-specific benchmarks, allowing us to isolate the effect of each
domain and analyze the trade-offs between specialization and retention.

Math data drives the largest single-domain gains. Introducing Mixture Code Math GPQA
math-specific data during mid-training leads to substantial Base 207 895 22.56
improvements in mathematical reasoning. Compared to the Math 2.81 3643 17.34

Math+Code 10.71 44.99 19.02

baseline model, the Math-only mixture increases the Math T e

average from 8.95 to 36.43, a gain of +27.48 points (Table 5).
These gains demonstrate that high-quality math reasoning  Taple 5 Domain-specific results for Granite-3.3
data is the primary driver of mathematical capability during (8B). Code/Math are averages; full results in
mid-training. Appendix Table 19.

Code data is essential for programming benchmarks. Adding

code-specific data produces large improvements on programming benchmarks. While Math-only mid-training
yields only marginal code gains over the baseline, increasing the Code average from 2.07 to 2.81 (+0.74),
the Math+Code mixture raises the Code average to 10.71, corresponding to a +8.64 point improvement
relative to the baseline (Table 5). Incorporating science data on top of code does not substantially alter code
performance, with the Math+Code-+Science mixture maintaining a similar Code average of 10.58.

Science data improves GPQA without sacrificing other domains. Including science data during mid-training
improves performance on GPQA-Diamond without deteriorating code or math performance. Compared to
the Math+Code mixture, the Math+Code+Science mixture increases GPQA-Diamond from 19.02 to 29.12
(#10.10 points). At the same time, the Code average remains stable (10.71 to 10.58), and the Math average
further improves from 44.99 to 48.75 (Table 5). These results show that science-focused data can be added
without sacrificing gains in other reasoning domains.

General performance is broadly maintained but with individual regressions. Mid-training introduces measurable
trade-offs on general-purpose benchmarks. On Leaderboard V1, the Math-only mixture improves the overall
average from 66.15 to 66.47 (+0.32), driven primarily by gains on GSMS8K, while exhibiting regressions
on individual benchmarks such as HellaSwag (~5 points across all mixtures) and Truthful QA (Table 4).
Leaderboard V2 averages increase monotonically with broader domain coverage, rising from 20.10 for the
baseline to 22.39 for Math-only, 22.63 for Math-+Code, and 23.03 for Math+Code+Science. Overall
Leaderboard V1 averages remain near the baseline across mixtures, which we attribute in part to the
consistent inclusion of general web data from DCLM-EDU; however, individual benchmarks such as HellaSwag



Leaderboards Code Science Math

Model Variant LB V1 LB V2 LCB CF Code Avg GPQA-D AIME24 AIME25 MATH500 Math Avg
Granite-3.3 (8B) Base 66.15 20.10 2.15 1.99 2.07 22.56 0.46 0.31 26.09 8.95
PRISM 66.48 23.03 10.63 10.52 10.58 29.12 37.18 27.96 81.11 48.75
Granite-4 Micro (3B) Base 66.01 21.82 0.24 2.28 1.26 21.55 16.09 12.34 50.42 26.28
PRISM 6291 20.53 10.87 6.25 8.56 34.34 27.19 22.29 79.40 42.96
Granite-4-H Micro (3B) Base 64.49 1899 0.60 0.88 0.74 20.88 7.08 2.70 30.17 13.32
PRISM 64.21 18.75 15.53 8.02 11.78 32.66 33.69 23.49 82.73 46.64
Nemotron-H-8k (8B) Base 71.35 23.84 1.19 3.60 2.39 4.21 2.13 2.29 49.46 17.96
PRISM 68.84 26.08 13.02 10.52 11.77 31.98 19.21 22.76 76.63 39.53
Mistral-7B Base 60.88 14.89 0.00 0.15 0.07 26.94 0.00 0.10 1.68 0.59
PRISM 59.99 19.68 10.16 9.42 9.79 24.07 28.85 24.27 70.71 41.28
LLaMA-3.1 (8B) Base 62.76 14.09 0.00 0.07 0.04 20.20 0.05 0.15 6.51 2.24
PRISM 65.21 21.46 6.09 5.45 5.77 21.04 16.45 19.32 73.47 36.41
Mistral-Small (24B) Base 74.98 27.29 0.00 0.29 0.15 22.55 0.78 0.73 26.92 9.48
PRISM 69.52 27.42 10.03 10.08 10.06 22.05 32.91 27.34 80.80 47.02

Table 6 Base versus PRISM (Math+Code+Science) mid-training results across model families. Code Avg is the mean of
LiveCodeBench (LCB) and Codeforces (CF). Math Avg is the mean of AIME24, AIME25, and MATH500. All values
are reported to two decimal places.

show regressions of approximately 5 points, suggesting that domain-specific mid-training introduces some
interference with general benchmarks.

7 PRISM Effects Across Model Families

4 N
Takeaway. Across model families, architectures, and scales, PRISM mid-training consis-
tently improves reasoning performance. We observe gains of +15 to +40 points on math
benchmarks and +5 to +12 points on coding benchmarks across all models. Science gains
(GPQA-Diamond) are +6 to +13 points on Granite and hybrid models; for other families,
science improvements primarily emerge after RL when science data is included at mid-
training.

We evaluate PRISM mid-training across a diverse set of model families, architectures, and scales. Our
experiments include dense Transformer models: Granite-3.3 (8B) (Granite Team, IBM, 2025), LLaMA-3.1
(8B) (Grattafiori et al., 2024), Mistral-7B (Jiang et al., 2023), Mistral-Small-24B (Mistral AT Team, 2025),
and Granite-4 Micro (3B). We additionally consider hybrid architectures within the Granite-4 family (IBM
Granite Team, 2025): Granite-4-H Micro (3B) and Nemotron-H (8B) (NVIDIA et al., 2025), which combine
attention and Mamba layers. Additional architectural and training details are in Appendix Section A. For
most experiments, we perform PRISM mid-training at an 8k context length, which offers a favorable trade-off
between computational cost and downstream performance (Section 8.2).

Table 6 summarizes the impact of PRISM mid-training across this diverse set of models. Across all families,
PRISM consistently improves mathematical, coding, and scientific reasoning, while changes to general-purpose
leaderboards are smaller and more model dependent.

Mid-training benefits generalize across all model families. PRISM yields strong improvements regardless of the
underlying model family. Mistral-7B shows some of the largest gains, with MATH500 improving from 1.68 to
70.71 and Codeforces from 0.15 to 9.42. Mistral-Small (24B) similarly improves MATH500 from 26.92 to
80.80. LLaMA-3.1 (8B) benefits as well, improving AIME24 from 0.05 to 16.45 and LiveCodeBench from
0.00 to 6.09. These trends demonstrate that PRISM is effective across distinct model families and training
recipes.



RULER Code / Science Math

Model Variant 8k 16k 32k 64k 128k LCB CF Code Avg GPQA-D AIME24 AIME25 MATH500 Math Avg
Granite-3.3 Base 85.81 82.40 75.53 64.91 59.09 2.15 1.99 2.07 2256 0.46 0.31 26.09 8.95
Mid-Train (Math+Code) 89.02 60.44 21.52 11.71 6.46 11.11 10.30 10.71 19.02 32.44 28.33 74.22 44.99
Mid-Train + LC (Attention)  90.04 82.56 71.47 54.63 36.32 23.78 15.53 19.65 17.85 36.56 32.55 67.20 45.44
Mid-Train + LC (Full) 89.29 80.74 70.86 56.02 38.41 29.99 21.04 25.52 14.48 35.21 30.36 62.30 42.62
Merge (15% Base + 85% Mid- 89.12 69.76 32.63 15.44 11.32 10.75 10.96 10.86  22.22 28.39 24.90 72.97 42.09
Train)

Merge + LC (Attention) 90.00 84.27 73.31 57.27 37.75 26.16 17.29 21.73 17.51 33.85 28.75 71.28 44.63
Merge + LC (Full) 89.83 84.08 73.89 60.06 42.16 29.51 21.56 25,54 15.82 33.75 30.78 68.91 44.48

Table 7 Restoring long-context capability after mid-training for Granite-3.3 (8B). RULER is evaluated from 8k to 128k input
lengths. Downstream performance includes Code (LiveCodeBench, Codeforces), Science (GPQA-Diamond), and Math
(AIME24, AIME25, MATH500).

Hybrid architectures benefit as much as dense models. Within the Granite-4 family, we observe that hybrid
variants respond strongly to PRISM mid-training. The dense Granite-4 Micro (3B) shows substantial gains,
improving MATH500 from 50.42 to 79.40 and LiveCodeBench from 0.24 to 10.87. Hybrid models, including
Granite-4-H Micro (3B) and Nemotron-H (8B), also exhibit large improvements. For example, Nemotron-H
(8B) increases AIME24 from 2.13 to 19.21, AIME25 from 2.29 to 22.76, and MATH500 from 49.46 to 76.63.
While these results suggest that hybrid architectures can effectively leverage mid-training signal, differences in
pretraining data and model scale prevent a direct attribution of these gains to architecture alone.

Larger models achieve higher absolute scores, but gains are universal. Although larger models achieve higher
absolute scores, PRISM delivers meaningful gains at all scales. Smaller models often exhibit larger relative
improvements, while larger models realize strong absolute gains without severe degradation on leaderboards.
For instance, Mistral-Small (24B) improves MATH500 by more than +50 points while maintaining Leaderboard
V2 performance, whereas LLaMA-3.1 (8B) improves Leaderboard V2 from 14.09 to 21.46. Overall, these
results suggest that retention-aware, multi-domain mid-training provides consistent benefits across parameter
scales.

8 Ablation Studies

Beyond data composition and model family, several practical design choices shape mid-training outcomes:
how to restore long-context ability lost during short-context mid-training, how much context length to use
during mid-training itself, and how many tokens are sufficient before gains saturate. We study each of these
in controlled ablations on Granite models.

8.1 Restoring Long-Context Ability After Mid-Training

Mid-training is performed at an 8k context length, which naturally degrades long-context capabilities inherited
from pretraining. In this section, we study practical strategies to restore long-context performance after
mid-training using Granite-3.3 (8B). We evaluate two approaches: (i) directly performing a short long-context
extension phase on the mid-trained checkpoint, and (ii) linearly merging the mid-trained model with the
base model prior to long-context extension. For both approaches, we further compare training all parameters
versus training only attention modules during the long-context phase.

Details of the data construction and preprocessing used for long-context restoration are provided in Appendix
Section A.3. In particular, we augment the training data with code examples containing longer chains of
thought, apply filtering to remove short-context samples, and use best-fit packing to efficiently construct
long-context training sequences.

Mid-training severely degrades long-context ability. While the Granite-3.3 (8B) base model achieves a RULER
score of 59.09 at 128k context, the Math+Code mid-trained model drops sharply to 6.46, despite strong
performance at short context lengths (89.02 at 8k). This confirms that mid-training with short-context data



alone disrupts long-context behaviors learned during pretraining, motivating the need for explicit restoration
strategies. Figure 3 illustrates the two restoration pipelines we evaluate.

-52.63 +35.70 recovered (full) / +31.29 (attn)

RULER@128k: 59.09 RULER@128k: 6.46

Full

LC Full Params
—
1k steps, all layers
~27B tokens|
Base Model PRISM Linear Merge
—_ 9
Pretrained LLM Mid-Train (8k ctx) 15% Base + 85% MT
® LC Attn-Onl
n-Only
—

Attn only| 1k steps, attn modules

15% base weights)

Figure 3 Long-context restoration pipeline. After PRISM mid-training degrades RULER@128k from 59.09 to 6.46, a
linear merge (15% base + 85% mid-trained) followed by long-context extension recovers performance to 42.16 (full
params) or 37.75 (attention-only).

A brief long-context extension phase largely restores performance. Applying 1k steps of long-context training
directly on the mid-trained model raises RULER at 128k from 6.46 to 36.32 when training attention modules
only, and to 38.41 when training all parameters. These improvements are consistent across intermediate
context lengths, with RULER at 64k improving from 11.71 to over 54.63. At the same time, downstream
reasoning performance is preserved or improved: Code Avg increases from 10.71 to 19.65 (attention-only) and
25.52 (full), while Math Avg remains above 42 across both variants (Table 7).

Merging with the base model yields the strongest recovery. Merging the mid-trained model with the base
model prior to long-context extension yields the strongest recovery at long context lengths. With a 15%
base and 85% mid-trained linear merge followed by long-context training, RULER at 128k improves further
to 42.16, narrowing much of the gap to the base model. Importantly, this approach maintains strong
downstream reasoning performance, achieving a Code Avg of 25.54 and a Math Avg of 44.48. Across
strategies, full-parameter long-context training yields the strongest recovery, while attention-only training still
provides meaningful RULER improvements with competitive downstream performance, offering a practical
efficiency /performance trade-off.

8.2 Effect of Mid-Training Context Length

We study the effect of increasing the mid-training Context LB-V1 LB-V2 LCB CF GPQA AIME24 AIME25 M500
context length while keeping the data mixture Base  66.01 21.82 024 2.98 21.55 16.09 12.34 50.42
fixed to Math+Code-Science and malntamn}g a 8k 62.91 20.53 10.87 6.25 34.34 27.19  22.29 79.40
comparable token budget (Table 8). All ablations 16k 64.23 20.37 12.19 8.90 38.89 31.82 25.26 82.47
use the Granite-4 Micro (3B) dense model. 32k 64.48 21.05 14.93 7.50 39.89 30.98 21.87 82.70

Increasing context from 8k to 16k yields the Table 8 Mid-training context length ablation on Granite-4 Micro
largest gains: MATH500 improves from 79.40 to  (3B) with Math-+Code+Science mix. V1/V2 = Leaderboard
82.47, AIME24 from 27.19 to 31.82, Codeforces V1/V2.

from 6.25 to 8.90, and GPQA-Diamond from

34.34 to 38.89. These results indicate that moderate long-context mid-training strengthens the model’s ability
to leverage multi-step reasoning signals present in math, code, and science data.

However, gains largely saturate beyond 16k. Extending to 32k yields small additional improvements on
LiveCodeBench (12.19 — 14.93), but also observe slight regression in other benchmarks. General-purpose
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performance remains stable, with Leaderboard V1 partially recovering from 62.91 at 8k to 64.48 at 32k.
Overall, 16k provides the most favorable balance between reasoning gains and training efficiency.

8.3 Effect of Mid-Training Token Budget

We study the effect of increasing the mid-training to- Tok.(B) LB-V1 LB-V2 Code GPQA Math
ken budget while keeping the context length fixed at 8k Base  66.01 21.82 1.26 21.55 26.28
and using a Math+Code. data mixture (Table 9). All 1040 6345 1950 959 1919 4021
experiments use the Granite-4 Micro (3B) dense model. 15.73  63.24 19.79 9.02 23.06 42.07

26.21 63.28 19.63 8.69 19.19 42.22
Relative to the base model, mid-training yields large gains 31.46 63.16 20.05 7.62 21.38 42.42

in both math and code with modest budgets. At 10.49B

tokens, Math Avg increases from 26.28 to 40.21 (+13.93),  Table 9 Token budget ablation on Granite-4 Micro
while Code Avg improves from 1.26 to 9.59. Increasing (3B), Math+Code mix. Full table in Appendix 20.
the budget to 15.73B further improves Math Avg to 42.07

while maintaining a strong Code Avg of 9.02.

Beyond 26.21B tokens, gains largely saturate. Math Avg remains nearly constant (42.22 to 42.42), while
Code Avg declines from 8.69 to 7.62 as the budget increases to 31.46B. General-purpose leaderboard scores
(LB V1 and V2) remain stable across budgets, and GPQA-Diamond shows no consistent trend. These results
indicate that most benefits of Math-+Code mid-training are realized within approximately 15B to 27B tokens
for this model.

9 Effects of Reinforcement Learning on Mid-Trained Models

Takeaway. The PRISM — RL pipeline improves the six-benchmark macro-average from
under 12 to 29-42, a 3-4Xx improvement. Mid-training contributes the dominant gains
(+14 to +18 points), RL adds a consistent second stage (+8 to +12 points), and RL on base
models without mid-training is substantially less effective, with AIME scores remaining
near zero for most models (Nemotron-H being an exception, showing moderate AIME
progress from base). Science data at mid-training unlocks large GPQA-Diamond gains
during RL (+17 to +28 points over MC-only), and RL progressively solves prompts that
were initially unsolvable (shown for Granite-3.3).
N J/

A central question for PRISM is whether mid-trained models provide a better foundation for reinforcement
learning than base models, and if so, how the mid-training and RL data compositions interact. In this section
we address both questions through controlled experiments across six model families, two RL data mixes
(balanced and unbalanced), and direct comparisons with RL applied to base models.

9.1 RL Setup: Data, Filtering, and Mixes

Table 10 summarizes the datasets used for RL across Domain Sources Count
math, science, and code domains. We construct two RL DeepScaleR-
data mixes, each subdivided into MC (math + code) Math E\rlsrvée]ji BOTo9RL 294K
and MCS (math + code + science) variants: Skywork-OR1-RIL-

Data
Unbalancedmix. We use the Granite-3.3-8B mid-trained Science ZZTITI‘IO“O“‘PT'VL 100K
model to filter prompts by difficulty. For each prompt, .

DeepCoder-
we sample 16 responses (temperature 1.0, top_p 1.0). Code Proview 149K
For math, we select prompts with exactly one correct SDkXWOTk-ORl-RL-

ata

sample out of 16, yielding a hard subset of 19k prompts.
For code and science, where most prompts are unsolv-
able, we retain all prompts with at least one correct Table 10 RL datasets and prompt counts.
sample, resulting in 7k code and 17k science prompts.

OpenCodelnstruct
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Despite the domain imbalance, this mix produces strong
improvements across all reasoning benchmarks.

Balanced mix. We equalize all domains to 19k prompts by augmenting code and science with a random subset
of prompts having zero correct samples (out of 16) for the Granite-3.3-8B mid-trained model. We additionally
apply randomized instruction-format templates to science prompts to increase format diversity. Note that
some zero-score prompts may be solvable by other mid-trained models.

Training hyperparameters are consistent across model families. Algorithm details are provided in Appendix D.

9.2 RL on PRISM: Consistent Gains Across Models

We apply RL with the unbalanced MCS mix on top of PRISM-mid-trained models. Learning curves for
Granite-3.3-8B, Mistral-Small 24B, and Nemotron-H (8B) are shown in Figs. 4-6; additional results for
Mistral-7B, LLaMA-3.1-8B, and Granite-4 Micro (Dense, 3B) are provided in Appendix Figs. 18, 19, and 20.

Granite-3.3 8B(Base - PRISM - RL)

LiveCodeBench CodeForces GPQADiamond

Score
S
S
R MSRY e
22.39

g g w{ ~/ x| & | Ee Base = 22.55892
8 .l S PRISM=29.12458
144
35
129 : 121 H
----- Base = 2.150538 i .e- Base = 1.986755
10 PRISM=10.63321 i PRISM=10.52244 30
104
0 200 400 600 800 1000 0 200 400 600 800 1000 0 200 400 600 800 1000
Step Step Step

(a) LiveCodeBench, Codeforces, and GPQA-Diamond over RL steps.
Granite-3.3 8B(Base —» PRISM - RL)

AIME24 (pass@1) AIME25 (pass@1) Math500 (pass@1)
41 3209 ... Base = 0.31 a5 A
PRISM=27.96 ) :
40 315 H
84.0 :
31.0 :
. 39 JECE . 83.5 :'E
S 38 S 30.0 5e80{ [ ¢ Base = 26.09 i
s s s PRISM=81.11 2o
295 82,54 Qe
374 H
29.0 82.0 :
61 Base = 0.46 285 81.5-
PRISM=37.18
35, . . . . ! 2oy . . . . : 810+, . . . . J
0 200 400 600 800 1000 0 200 400 600 800 1000 0 200 400 600 800 1000
Step Step Step

(b) AIME24, AIME25, and MATH500 over RL steps.

Figure 4 PRISM — RL: Granite-3.3-8B. RL training curves on the PRISM-mid-trained checkpoint using the unbalanced
MCS mix. All benchmarks show consistent, monotonic improvements.

9.2.1 Gains across benchmarks.

RL on top of PRISM yields consistent, positive gains across nearly all benchmarks and model families.
GPQA-Diamond shows the largest absolute improvements (e.g., Mistral-24B: +27.95, Granite-3.3: +22.39,
Mistral-7B: +19.19, LLaMA: +18.35, Nemotron-H: +9.26). LiveCodeBench gains are substantial too (Granite-
3.3: +8.96, Mistral-24B: +6.94, LLaMA: +8.96, Granite-4 Micro: +5.62, Mistral-7B: +6.21, Nemotron-H:
+6.57), indicating improved code generation after PRISM — RL (see also Appendix K.8). Codeforces
improvements are more variable (+2.65 to +10.30), with Granite-3.3 showing the largest gain (+10.30). Math
benchmark gains (AIME24/AIME25) are typically in the 3-10.74 point range across models. Granite-4 Micro
(3B) shows consistent but smaller absolute gains compared with the larger 8B models.
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Figure 5 PRISM — RL: Mistral-Small 24B. The largest model tested shows the strongest GPQA-Diamond gains (+27.95)
and non-saturating code improvements.

9.2.2 Non-saturating training curves.

Across both code and math benchmarks, many RL curves continue to trend upward or exhibit oscillations
around an improving mean rather than clean saturation. This is visible in LiveCodeBench, Codeforces,
AIME24/25, and MATH500, where scores often keep improving late into training, suggesting that the
PRISM — RL pipeline has not yet exhausted the available performance gains. Several models show
noticeable improvements well after hundreds of RL steps (e.g., Granite-3.3 on Codeforces and LiveCodeBench;
Mistral-24B on Codeforces and MATH500). This strengthens the case for viewing PRISM not as a final
training stage, but as a launch point for deeper RL or multi-stage RL pipelines.

Generalization to recently released held-out benchmark. To further validate generalization, we evaluate
Granite-3.3 (8B) and Mistral-Small (24B) on AIME 2026 (Mathematical Association of America, 2026), which
was published after the completion of all training runs. Both models show consistent improvement over RL
training steps on this fully held-out benchmark (Appendix J), confirming that the gains from the PRISM —
RL pipeline transfer to unseen mathematical reasoning challenges.

9.3 PRISM vs Base Models: Mid-Training is Essential for RL

To quantify the value of mid-training as an initialization for RL, we apply RL directly to four base models:
Granite-3.3 (8B), LLaMA-3.1 (8B), Mistral-7B, and Nemotron-H (8B), using the same unbalanced mix.
Learning curves for Granite-3.3 and Nemotron-H are shown in Figs. 7 and 8; LLaMA and Mistral-7B base RL
curves are in Appendix Figs. 21 and 22.

Granite-3.3 (8B). Figure 7 shows that RL on the base model produces noticeable gains on MATHS500, coding,
and science tasks, but fails to consistently improve on AIME24 and AIME25. Overall, RL on the base model
underperforms RL on PRISM by a large margin, with final scores lower by ~37 points in math, ~14 points in
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Figure 6 PRISM — RL: Nemotron-H 8B (Hybrid). RL yields stable gains on the hybrid attention-Mamba architecture,
confirming that mid-training benefits extend beyond dense Transformers.

code, and ~5 points in science.

LLaMA-3.1 (8B) and Mistral-7B. Both models exhibit a similar pattern when RL is applied directly to their
base checkpoints (Figs. 21 and 22 in Appendix): MATH500 and Coding benchmarks show modest gains,
but AIME24 and AIME25 remain near zero throughout training, indicating that base models lack the
foundational reasoning representations needed for RL to make progress on harder tasks. We see a regression in
GPQA-Diamond performance, where RL on top of the base model leads to lower performance than the base
model itself. In contrast, RL on the corresponding PRISM-mid-trained checkpoints achieves substantially
higher scores across all benchmarks (Figs. 19 and 18).

Nemotron-H (8B). Nemotron-H base (Fig. 8) shows a slightly different pattern: RL produces some gains
on MATH500 and moderate AIME24/25 progress from base, unlike most other models where AIME scores
remain near zero. This may be attributed to stronger mathematical knowledge in Nemotron-H’s pretraining
data, which provides a better initialization for RL even without mid-training. Nonetheless, the gap compared
to the PRISM RL results (Fig. 6) remains substantial, confirming that mid-training is critical even for hybrid
architectures.

Across all four model families, a consistent conclusion emerges: RL on base models produces limited and often
unstable improvements, particularly on harder benchmarks like AIME24/25, while RL on PRISM-mid-trained
models yields large, stable, and monotonic gains. These results are consistent with prior findings (Wang
et al., 2025; Zhang et al., 2025) and highlight that PRISM provides a substantially stronger initialization for
RL-driven reasoning expansion.

9.4 Balanced vs Unbalanced RL Mix

We next study whether equalizing prompt counts across domains affects RL outcomes. We apply RL with
the balanced mix on top of PRISM for Mistral-Small 24B, Granite-4 Micro (Hybrid and Dense, 3B), and
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Figure 7 RL on Granite-3.3-8B base (no mid-training). AIME24/25 remain near zero throughout training, and overall
gains are substantially smaller than the PRISM — RL pipeline (Fig. 4).

Granite-3.3 (8B). Learning curves for Granite-3.3 are shown in Fig. 9; results for the remaining models are in
Appendix Figs. 23-25.

Across all four models, RL with the balanced mix produces consistent improvements over PRISM on both
math and code benchmarks. On the dense Granite-4 Micro (3B), the balanced mix yields gains of +4.63 on
AIME24, +3.07 on AIME25, and +3.38 on MATH500, with code improvements of +4.30 on LiveCodeBench
and +6.06 on GPQA-Diamond (Fig. 24). The hybrid Granite-4-H Micro (3B) shows even larger gains,
particularly on Codeforces (+8.09) and GPQA-Diamond (+11.95), with math improvements of +5.58 on
AIME24 and +6.41 on AIME25 (Fig. 25).

Mistral-Small 24B also shows steady improvements on math and code benchmarks under the balanced mix
(Fig. 23), though its GPQA-Diamond gain (+25.93) is slightly lower than that achieved by the unbalanced mix
(+27.95, Fig. 5). Granite-3.3 (8B) benefits consistently from the balanced mix (Fig. 9), with improvements
across all benchmarks.

Comparing with the unbalanced mix results (Figs. 4-20), we observe that math and code gains are broadly
comparable across both mixes: for instance, the unbalanced mix on Granite-3.3 yields LiveCodeBench +8.96
and GPQA-Diamond +22.39 (Fig. 4), while the balanced mix on the same model produces similar trajectories
(Fig. 9), showing that the balanced mix achieves comparable math and code gains to the unbalanced mix.
For science, the effect of the balanced mix is model-dependent: the Granite-4 Micro variants show stronger
GPQA-Diamond gains under the balanced mix, while Mistral-Small 24B performs slightly better with the
unbalanced mix. We attribute the science improvements observed with the balanced mix primarily to the use
of randomized instruction-format templates applied to science prompts, which expose the model to diverse
question phrasings during RL and improve robustness to prompt formatting on GPQA-Diamond. Across all
models, training curves under the balanced mix remain stable and monotonically improving, with no training
instabilities observed.
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Figure 8 RL on Nemotron-H 8B base (no mid-training). Even for hybrid architectures, RL on the base model shows limited
progress on harder benchmarks compared to PRISM — RL (Fig. 6).

9.5 RL Expands the Solvability Frontier

Code (score=0) - pass@1 vs Training Step Math (score=1) - pass@1 vs Training Step

T L "

A natural question is whether RL merely refines per- ]
formance on already-solvable problems or actively ’
expands the frontier of what the model can solve. Re-
call that the balanced mix includes prompts with zero
correct samples out of 16 (score=0) for code, and
prompts with exactly one correct sample (score=1)
for math, representing the hardest tier of each domain.
\}QVE Eizicrl:ir?gleoﬁa(s}sr;i?fe?; ghésg)p rompts throughout Figure 10 Pass rates on initially unsolved (code, score =0)

’ ’ and hardest (math, score = 1) prompts during RL training
of Granite-3.3 (8B) with the balanced mix.

pass@1 (%)

Figure 10 shows that the model progressively learns
to solve prompts it could not handle at the start of
RL. For code prompts that had a pass rate of zero under the mid-trained checkpoint, the pass rate steadily
increases over training, indicating that RL enables the model to acquire new problem-solving strategies beyond
what mid-training alone provides. Similarly, for the hardest math prompts (score = 1), the pass rate improves
consistently, showing that RL amplifies the model’s ability to solve problems at the boundary of its initial
competence.

These results, combined with the non-saturating training curves observed above, provide evidence that
the PRISM — RL pipeline actively pushes the solvability boundary rather than merely polishing existing
capabilities. This is consistent with recent findings by Sun et al. (2025), who show that RL can unlock
genuinely new algorithmic strategies in LLMs for previously unsolvable problem families. Mid-training
produces a representation that is well-suited for RL-driven capability expansion.
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Figure 9 PRISM — RL with balanced mix: Granite-3.3-8B. Domain-equalized RL produces comparable math and code
gains to the unbalanced mix (Fig. 4), with stable training throughout.

9.6 The Full Pipeline: Broader RL Analysis

Table 11 presents a comprehensive view of the full Base — Mid-training — RL pipeline across three model
families, two mid-training mixes (MC and MCS), and two RL mixes (MC and MCS). Each row reports the
best-step checkpoint for the corresponding configuration.

9.6.1 Aclear hierarchy: mid-training dominates, RL amplifies.

The most striking pattern in Table 11 is the consistent hierarchy of effect sizes across all three model families.
Mid-training produces the largest single-stage jump: the six-benchmark macro-average (AVG) increases by
+13.84 for LLaMA (7.49 — 21.33), +18.29 for Granite-3.3 (11.19 — 29.48), and +15.85 for Mistral (9.20 —
25.05). RL then adds a consistent second-stage boost on top of these already-strong checkpoints: +8.36 for
LLaMA (21.33 — 29.69), +12.28 for Granite-3.3 (29.48 — 41.76), and +10.09 for Mistral (25.05 — 35.14).
The combined PRISM — RL pipeline improves AVG from under 12 to 29-42, a 3—4x improvement.

9.6.2 Science data at mid-training unlocks large RL gains on GPQA.

One of the most impactful findings is that including science data during mid-training (MCS) dramatically
amplifies GPQA-Diamond gains during RL. For Granite-3.3, MCS mid-training followed by MC RL achieves
GPQA 52.86 (vs. 35.52 with MC mid-training + MC RL). The pattern is consistent: for LLaMA, MCS+MCS
reaches GPQA 36.03 (vs. 23.06 for MC+MC), and for Mistral, MCS+MCS reaches 41.75 (vs. 29.12 for
MC+MC). This suggests that science data during mid-training provides foundational representations that RL
can leverage for scientific reasoning, even when the RL mix itself is not science-heavy.
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Model MT RL LCB CF CodeAvg AIME24 AIME25 MATH500 MathAvg GPQA AVG

- - 0.00 0.07 0.04 0.05 0.15 6.51 2.24 20.20 7.49
MC - 6.93 6.03 6.48 20.67 19.58 73.70 37.98 19.53 21.33
MCS - 6.09 5.45 5.77 16.45 19.32 73.47 36.41 21.04 21.07
LLaMA-3.1 MC MC 12.31 11.85 12.08 25.47 23.23 78.99 42.56 23.06 25.90
MC MCS 11.83 12.80 12.32 24.43 23.12 78.62 42.06 24.75 26.38
MCS MC 13.62 11.41 12.51 20.47 21.67 77.10 39.75 34.01 28.76
MCS MCS 14.34 12.07 13.20 20.42 22.08 77.03 39.84 36.03 29.69
- - 215 1.99 2.07 0.46 0.31 26.09 8.95 22.56 11.19
MC - 11.11 10.30 10.71 32.44 28.33 74.22 44.99 19.02 24.91
MCS - 10.63 10.52 10.58 37.18 27.96 81.11 48.75 29.12 29.48
Granite-3.3 MC MC 20.79 18.76 19.78 40.36 33.33 85.88 53.19 35.52 36.16
MC MCS 20.43 19.57 20.00 40.10 30.89 85.51 52.17 35.69 35.95
MCS MC 20.31 20.46 20.38 40.62 30.89 84.62 52.04 52.86 41.76
MCS MCS 17.20 18.03 17.62 40.42 29.58 83.99 51.33 51.52 40.16
- - 0.00 0.15 0.07 0.00 0.10 1.68 0.59 26.94 9.20
MC - 11.11 9.27 10.19 24.63 15.52 47.70 29.28 15.99 18.49
MCS - 10.16  9.42 9.79 28.85 24.27 70.71 41.28 24.07 25.05
Mistral-7TB MC MC 17.08 16.34 16.71 34.11 27.50 84.18 48.60 29.12 31.48
MC MCS 16.61 15.60 16.10 33.02 26.93 83.80 47.92 28.28 30.77
MCS MC 16.61 15.31 15.96 33.75 26.93 84.15 48.28 40.91 35.05
MCS MCS 16.01 15.16 15.58 32.86 27.03 84.37 48.09 41.75 35.14

Table 11 Full Base — Mid-training — RL pipeline results across LLaMA-3.1-8B, Granite-3.3-8B, and Mistral-7B. MC
= math + code mix; MCS = math + code + science mix. MT = mid-training mix; RL = RL mix. Highlighted rows
show the best configuration per model.

9.6.3 RL data mix matters less than mid-training mix.

Changing the RL mix from MC to MCS produces comparatively small differences (typically <2 AVG points),
whereas changing the mid-training mix from MC to MCS can shift AVG by +3 to +6 points. For example,
for Granite-3.3 with MC mid-training, switching RL from MC to MCS changes AVG only from 36.16 to
35.95 (—0.21), while switching mid-training from MC to MCS (with MC RL) jumps AVG from 36.16 to 41.76
(+5.60). This confirms that data composition choices have their greatest impact during mid-training, and RL
primarily serves to amplify whatever capabilities mid-training has established.

9.6.4 Best configurations per model.

The highlighted rows in Table 11 show the best overall configuration for each family: MCS mid-training + MCS
RL for LLaMA (AVG 29.69) and Mistral (AVG 35.14), and MCS mid-training + MC RL for Granite-3.3 (AVG
41.76). Granite-3.3 achieves the highest absolute scores across the board, with Code Avg of 20.38, Math Avg
of 52.04, and GPQA of 52.86, demonstrating that the PRISM — RL pipeline is most effective when built
on a strong base model with broad mid-training coverage.
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Model MT  Transition Atth  MLP Mamba Total Sparsity

Base — MT 0.175 0.329 - 0.175  9.3%

Granite-3.3 MCS MT — RL 0.0003 0.0006 - 0.0003 95.9%
(3B) ’ Base — RL (no MT) 0.0004 0.0007 - 0.0004 96.0%
MC Base — MT 0.177 0.333 - 0.177  9.3%

MT — RL 0.0003 0.0006 - 0.0003 95.8%

Nemotron-H Base — MT 0.230 0.289 0.138 0.112 2.7%
(8B, Hybrid) MCS MT — RL 0.0007 0.0007 0.0003 0.0003 93.5%

Base — RL (no MT) 0.0006 0.0006 0.0003 0.0002 94.2%

Table 12 Weight divergence summary across models and architectures. Normalized L2 = ||wnew — Wold||2/||wo1d]||2. Nemotron-
H reports all three component types (Attention, MLP, Mamba). Sparsity = fraction of parameters with <1% relative
change. The dense/sparse asymmetry is consistent across all component types and architectures.

10 Understanding the PRISM Pipeline: Weight and Behavioral Analysis

Takeaway. Mid-training makes broad weight changes and reshapes model behavior; RL

makes targeted refinements while preserving representational structure.

e Weights: Mid-training densely restructures >90% of parameters; RL sparsely refines
~5%, with 370-580% smaller magnitude. This dense/sparse asymmetry holds at any
threshold from 0.1% to 10%.

e Representations: RL consistently preserves mid-training’s representational geometry
(CKA > 0.998) across 3 models and 3 input distributions. Mid-training’s representational
impact is model-specific and cannot be universally characterized.

e Starting-pointinvariance: RL targets the same sub-components in identical proportions
whether or not mid-training preceded it, yet only succeeds on mid-trained models.

e Behavior: Mid-training produces extended reasoning chains in model outputs. On held-
out MATH500 problems, the full pipeline improves pass rates from 2.6-66.6% (base) to
64.6-83.0% (PRISM—RL) across three model families.

e RL dynamics: Optimization is front-loaded (~200-400 steps), with the active parameter
set growing progressively from ~1.5% to ~5%.

The preceding sections establish what mid-training and RL achieve in terms of benchmark performance.
In this section, we investigate how these stages differ mechanistically, through four complementary lenses:
(i) weight-level divergence and sparsity, (ii) representation similarity via CKA, (iii) prediction entropy and
correctness, and (iv) RL weight trajectory dynamics. Weight and trajectory analyses use Granite-3.3 (dense)
and Nemotron-H (attention-Mamba hybrid); CKA analysis additionally includes LLaMA-3.1 across three
input distributions; and behavioral analyses include LLaMA-3.1.

10.1 Weight-Level Analysis: Dense Restructuring vs. Sparse Refinement

We compute per-layer normalized L2 divergence and update sparsity across pipeline transitions. The normalized
L2 divergence for a weight matrix W is:

Whew = Wolall2

(W) = A (1)

Update sparsity is the fraction of parameters with 6 < 1% (Eq. 1); this threshold is illustrative and the
dense/sparse asymmetry holds at any threshold from 0.1% to 10% (see Appendix G). For Granite-3.3, we
additionally compare MC and MCS mid-training mixtures. Results are shown in Figure 11 and Table 12.

Mid-training is a dense, global restructuring. Mid-training modifies the vast majority of parameters across all
component types. For Granite-3.3, 90.7% of attention and 98.1% of MLP parameters change significantly
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Figure 11 Mid-training densely restructures the network; RL makes sparse, surgical refinements. Top row: layer-wise
normalized L2 divergence for Granite-3.3 (8B, left) and Nemotron-H (8B, right). Mid-training (blue) changes weights
370-580x more than RL (red, orange), broadly across all layers with some layer-wise variation. For Nemotron-H,
the repeating pattern reflects its hybrid architecture where Mamba-2, self-attention and FFN are separate sequential
layers with independent residual connections (NVIDIA et al., 2025). Bottom row: update sparsity by component type.
Mid-training modifies >90% of all parameters (attention, MLP, and Mamba alike), while RL leaves >93% unchanged.

during mid-training. For Nemotron-H, all three component types undergo dense updates: attention (97.3%),
MLP (95.9%), and Mamba (97.8%), with MLP showing the largest L2 divergence (0.289) followed by attention
(0.230) and Mamba (0.138) (Table 12). Changes are broadly distributed across all layers with some layer-wise
variation (Figure 11, top row), with the hybrid model showing a characteristic alternating pattern reflecting
its architecture of separate Mamba-2, FFN, and attention layers (52 layers total: ~24 Mamba, ~24 FFN, 4
attention).

RL is a sparse, surgical refinement. In contrast, RL modifies only ~5% of parameters across all architectures.
L2 divergence is 580x smaller for Granite-3.3 (0.0003 vs. 0.175) and 370x smaller for Nemotron-H (0.0003
vs. 0.112). Over 93% of all weights remain within 1% of their mid-trained values (Figure 11, bottom row).
Crucially, all three component types in the hybrid model show nearly identical sparsity during RL: attention
(93.5%), MLP (94.5%), and Mamba (93.9%), confirming that the sparse RL update pattern is consistent
across component types within the hybrid architecture. This sparsity is consistent with concurrent findings by
Mukherjee et al. (2025), who identify in-distribution training as a key driver of update sparsity. We extend
their analysis by demonstrating this asymmetry across two architectures and jointly with mid-training. We
leave exploration of RL on domains not seen during mid-training to future work. At the sub-component level,
value (V) and output (O) projections are consistently the most modified during RL (5.6-8.5%), while SSM
parameters (A, dt) remain completely frozen; see Appendix H for the full breakdown.

Data composition determines the capabilities encoded, not the amount of change. Table 13 shows that MC and
MCS mid-training produce nearly identical weight divergence profiles for both models: total L2 of 0.177 vs.
0.175 for Granite-3.3, and 0.113 vs. 0.112 for Nemotron-H, with matching per-component breakdowns. Yet
the downstream GPQA-Diamond capabilities differ dramatically: for Granite-3.3, MCS+RL achieves 52.86 vs.
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Model Mix Atth MLP Mamba Total

MC 0.177 0.333 - 0.177
MCS 0.175 0.329 - 0.175

MC 0.232 0.292 0.140 0.113
MCS 0.230 0.289 0.138 0.112

Granite-3.3 (8B)

Nemotron-H (8B)

Table 13 MC vs. MCS weight divergence (Base—MT normalized L2). Both models show nearly identical per-component L2
norms across data compositions, confirming that the training intensity is matched between MC and MCS despite their
different downstream capabilities.

Cosine Similarity Between MC and MCS Weight Update Vectors

Granite-3.3 (8B) Nemotron-H (8B, Hybrid)
1 1

Embed/LM-head 0.885 Embed/LM-head 0.818

MLP: down MLP: down

MLP: up MLP: up

MLP: gate Mamba: other

Attn: O Attn: O

Attn: V Attn: V
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Attn: K
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Figure 12 Data composition redirects weight updates across all sub-components. Cosine similarity between MC and MCS
weight update vectors (AW = Wiyt — Whase) for Granite-3.3 (left) and Nemotron-H (right). Overall cosine similarity
of 0.52 and 0.62 respectively confirms that different data compositions steer weights in substantially different directions
despite nearly identical magnitudes. The embedding/LM-head layers are most aligned (0.82-0.88), while attention,
MLP, and Mamba layers all show low directional similarity (0.48-0.64).

35.52 for MC+RL (Table 11). To directly measure what differs, we compute the cosine similarity between the
MC and MCS weight update vectors per component (Figure 12):

(WMC - Wbase) : (WMCS - Wbase)
||WMC - Wbase||2 . ||WMCS - Wbase||2

COS(AWMc, AWMCS) = (2)
The overall cosine similarity (Eq. 2) is only 0.521 for Granite-3.3 and 0.623 for Nemotron-H, indicating
that despite traveling nearly identical distances in weight space (L2: 0.177 vs. 0.175 for G33; 0.113 vs.
0.112 for Nemotron-H), the two data compositions reach substantially different weight configurations. All
sub-components (attention, MLP, Mamba) show similarly low directional alignment (0.48-0.64), with only
the embedding layers remaining closer (0.82-0.88). These results are consistent with the view that data
composition primarily affects what configuration the weights converge to, rather than the magnitude of the
weight change (as measured by normalized L2).

RL’s weight footprint is independent of the starting point. RL applied directly to base models (without mid-
training) produces nearly identical weight changes to RL on mid-trained models, at both Granite-3.3 (0.0004
vs. 0.0003) and Nemotron-H (0.0002 vs. 0.0003). Yet the downstream outcomes differ drastically. A finer-
grained sub-component analysis (Table 23, Appendix H) confirms that this invariance extends to individual
weight matrices: RL targets the same sub-components in nearly identical proportions regardless of whether
mid-training preceded it. For Granite-3.3, value projections change 5.7% (MT—RL) vs. 7.5% (Base—RL),
output projections 5.6% vs. 6.7%, and MLP gate projections 5.4% vs. 6.1%. Nemotron-H shows the same
pattern, with Mamba parameters (A, dt) remaining completely frozen in both cases. This reveals that RL’s
sub-component targeting is an intrinsic property of the optimization process, not a consequence of mid-training.
The large difference in outcomes despite similar weight change patterns suggests that mid-training appears to
create model configurations from which RL can effectively improve performance, though the causal mechanism
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(a) Granite-3.3: Pass Rate Path (b) LLaMA-3.1: Pass Rate Path (c) Granite-3.3: 2D Landscape (centered at MT)

©
S
©
o

)
=)

~
=)

o
)

v
o

Pass Rate (%)
Pass Rate (%)
Pass Rate (%)

B (MT - Base direction)

|
1Base RL g RL

0 T ™ ™ ™ T ™ ™ ™ 0 T ™ ™ ™ T ™ ™ ™ ™ ™
0.00 025 0.50 0.75 1.00 125 150 1.75 2.00 0.00 025 050 075 1.00 125 150 175 2.00 -02 00 02 04 06 08 10 12
Interpolation: 0=Base - 1=MT - 2=RL Interpolation: 0=Base - 1=MT - 2=RL a (MT - RL direction)

Figure 13 Pass rate landscape on held-out MATH500 problems. (a) Math pass rate at linearly interpolated weight
checkpoints along the Base—+MT—RL path for Granite-3.3 and LLaMA-3.1, evaluated on 200 held-out MATH500
problems (7680 generation tokens). Pass rate increases monotonically from Base to MT (16.9%—75.5% for G33,
2.6%—43.1% for LLaMA) and continues increasing through RL. (b) 2D pass rate landscape for Granite-3.3 centered
at MT, with axes toward RL («) and toward Base (). The RL direction consistently improves performance while
moving toward Base degrades it.

remains to be established, while base models do not benefit to the same degree despite receiving similar
gradient-driven updates.

Pass rate landscape is consistent with mid-training creating a favorable configuration for RL. To directly visualize
this effect, we construct a pass rate landscape by linearly interpolating model weights along the training path
and evaluating math pass rate at each interpolated checkpoint. We use 200 held-out MATH500 problems (not
included in the RL training pool) with temperature 0.6, top-p 0.95, and 7680 max generation tokens, scored
with the same verifier as RL training. We evaluate Granite-3.3 and LLaMA-3.1 (Figure 13). The interpolated
weights are:

W(Ol, ﬂ) = Whase + a(WMT - Wbase) + 5(WRL - WMT) (3)

where @ = 0, 8 = 0 recovers Base; a = 1,8 = 0 recovers MT; and o = 1,5 = 1 recovers RL (Eq. 3). The
1D path sets 8 = 0 and varies a from 0 to 1, then fixes a = 1 and varies 8 from 0 to 1. The 2D landscape
evaluates pass rate on a 5 x 5 grid over («, ).

For Granite-3.3, pass rate increases from Base (17%) to MT (76%) as « increases from 0 to 1, then continues
to RL (80%) along the §8 axis. LLaMA shows a similar trend: Base (3%) to MT (44%) to RL (66%). The 2D
landscape shows the RL direction consistently yields higher performance, while moving toward Base degrades
it. No sharp barriers are apparent near the training path.

The next section examines this further at the representation level: while RL’s weight changes are consistent
regardless of starting point, the resulting representations are dramatically more capable when built on top of
mid-training.

10.2 Representation Similarity Across Pipeline Stages

To complement the weight-level analysis, we measure how mid-training and RL reshape the model’s internal
representations using linear Centered Kernel Alignment (CKA) (Kornblith et al., 2019):
IYTX|%

KA(X.Y) = 4
CRALY) = X v Ve @)

where X,Y € R™*? are mean-pooled hidden states from two checkpoints across n inputs (Eq. 4). CKA= 1
indicates identical representational geometry; lower values indicate greater divergence. We feed identical text
through the Base, MT, and RL checkpoints, extracting mean-pooled hidden states at each layer. To ensure
robustness, we evaluate on three input distributions: Wikipedia (general text) (Merity et al., 2016), C4
(web text) (Raffel et al., 2023), and GSM8K (math prompts), across three models (Granite-3.3, LLaMA-3.1,
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Figure 14 RL preserves representational geometry; mid-training reshapes it in model-specific ways. Layer-wise linear
CKA (Kornblith et al., 2019) on Wikipedia (top) and GSM8K math prompts (bottom) for Granite-3.3 (left) and
Nemotron-H (right), evaluated on 200 prompts per input type with batch-size-1 encoding. MT vs. RL (green) is
~1.0 at every layer across both models and both input types, confirming RL preserves mid-training’s representational
geometry. Base vs. MT and Base vs. RL (blue, pink) are nearly identical, confirming all representational change
comes from mid-training. The magnitude and layer pattern of mid-training’s representational shift is model- and
input-specific. See Table 14 for the full summary.

Nemotron-H). To validate statistical stability, we perform bootstrap resampling (20 resamples of 100 from 200
inputs) and find that all MT vs. RL CKA estimates have standard deviations of at most 0.0001, confirming
that the results are stable and not sensitive to the choice of input subset. Figure 14 reports layer-wise linear
CKA on Wikipedia and GSM8K for Granite-3.3 and Nemotron-H; additional models and input types are in
Appendix I.

RL preserves the representational geometry that mid-training creates. Table 14 shows MT vs. RL >0.998 for
all three models across all three input types. This holds for dense Transformers (Granite-3.3, LLaMA-3.1) and
the hybrid attention-Mamba architecture (Nemotron-H) alike. Furthermore, Base vs. MT and Base vs. RL
curves are nearly identical at every layer, confirming that all representational geometry change is attributable
to mid-training; RL achieves its gains through modifications within this established structure. RL achieves
its benchmark gains through adjustments within the representational space that mid-training established,
suggesting a division of roles between the two training stages.

The output layer shows the largest mid-training shift. For Granite-3.3, the sharpest Base vs. MT CKA divergence
consistently occurs at the final transformer layer (layer 40) across all three inputs, but its depth is input-
dependent: CKA =0.63 on GSM8K math prompts versus =0.89 on Wikipedia and C4. This input-specificity
suggests the output layer restructuring is most pronounced for math reasoning content, consistent with the
behavioral shift observed in Section 10.3: base models produce short, direct answers (median 124 tokens),
while mid-trained models produce extended reasoning chains (2,196 tokens).
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Model Arch. Wiki Cc4 GSM8K

Granite-3.3 (8B) Dense 0.9999+0.0000 0.9999x0.0000 0.99970.0000
LLaMA-3.1 (8B) Dense 0.9999+0.0000 0.9999:+0.0000 0.9996:0.0001
Nemotron-H (8B) Hybrid 0.9999-+0.0000 0.9998:+0.0000 0.9993:+0.0001

Table 14 MT vs. RL representational similarity (minimum linear CKA =+ bootstrap std) across input distributions. Values
are the minimum layer-wise CKA across 20 bootstrap resamples of 100 from 200 inputs. RL consistently preserves
mid-training’s representational geometry (>0.998) across all three models and all three input types, spanning both
dense Transformers and hybrid attention-Mamba architectures.

Model Stage Pass Med. Len Neg-LP Corr. Incorr.
Granite-3.3 Base 16.9% 120 0.382 - 0.383
(8B) ’ MT 75.5% 2,254 0.138 0.128 0.153
RL 79.5% 1,700 0.141 0.135 0.160
Base 2.6% 158 0.758 - 0.780
?SI%MA_SJ MT 43.1% 1,052 0.377 0.146 0.469

RL 64.6% 1,188 0.267 0.149 0.320

Nemotron-H Base 66.6% 452 0.167 0.040 0.258
(8B, Hybrid) MT 61.6% 1,928 0.150 0.116 0.156
’ RL 83.0% 1,780 0.127 0.112 0.137

Table 15 Correctness, response length, and prediction confidence across pipeline stages on 200 held-out MATH500 problems
(8 samples/prompt, 7680 max generation tokens, step-by-step reasoning prompt). Pass = mean pass rate across 8
samples per prompt (%). Med. Len = median response length (tokens). Neg-LP = mean negative log-probability.
Corr./Incorr. = mean neg-LP for correct/incorrect responses; — indicates too few correct samples. The PRISM — RL
pipeline consistently achieves the highest pass rates across all three model families.

Mid-training’s representational impact is model- and input-specific. Unlike the RL finding (which is consistent
across all models), the Base vs. MT divergence pattern varies considerably across models and input types.
For Granite-3.3, the largest divergence is at the final output layer across all inputs (CKA =0.63 on GSM8K,
~0.89 on Wikipedia and C4). Nemotron-H shows the most pronounced divergence on GSMS8K, with a
deep dip in later layers (CKA ~0.41 at layer 48) while recovering to ~0.75 at the final layer; on Wikipedia
the final layer CKA is ~0.93, indicating the restructuring is heavily math-targeted. LLaMA-3.1 shows its
deepest divergence on C4 web text (CKA =0.71 at layer 29) rather than GSM8K (=20.78), with the final
layer recovering to ~0.90. Each model was pretrained on a different data distribution, which is consistent
with differences in how mid-training reshapes their representations, though we do not have access to the
pretraining corpus compositions and cannot verify this hypothesis directly. Rather than making universal
claims about where mid-training acts, we simply observe that its effect is model-dependent, whereas RL’s
preservation of representational geometry is consistent across all four models.

10.3 Prediction Confidence and Correctness Across Pipeline Stages

We sample 200 held-out MATH500 problems (Lightman et al., 2023) and generate 8 responses per prompt
at each pipeline stage using vLLM with temperature 0.6, top-p 0.95, 7680 max generation tokens, and a
step-by-step reasoning prompt suffix. Pass rate is averaged across all 8 samples per prompt and then across
200 prompts. We collect per-token log-probabilities during generation and score correctness using the same
math verifier employed during RL training. We report mean negative log-probability as a proxy for prediction
confidence; note that this differs from predictive entropy, which would require marginalizing over the full
output distribution. Results are in Table 15 and Figure 15.

Mid-training teaches models to reason, not just answer. The most striking behavioral change is in response
length. LLaMA base generates a median of just 158 tokens on MATH500 problems, Granite-3.3 base produces
120, and Nemotron-H base 452. After mid-training, all three produce extended reasoning chains: LLaMA
increases to 1,052 tokens, Granite-3.3 extends to 2,254, and Nemotron-H to 1,928 (Table 15). This is consistent
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(a) Granite-3.3 (8B) (b) LLaMA-3.1 (8B) (c) Nemotron-H (8B)

Base (med=120) Base (med=158) Base (med=452)
Mid-Train (med=2254) 0.0030 Mid-Train (med=1052) 0.00175 Mid-Train (med=1928)
0.004 + PRISM-RL (med=1700) PRISM-RL (med=1188) PRISM-RL (med=1780)
0.0025 0.00150 A

0.003 A 0.00125 A

0.0020
0.00100 -

Density

0.0015
0.002 0.00075

0.0010
0.00050 -
0.001 A

0.0005 0.00025 A

0.000 - 0.0000 0.00000
0 500 1000 1500 2000 2500 3000 3500 4000 4500 0 500 1000 1500 2000 2500 3000 3500 4000 4500 0 500 1000 1500 2000 2500 3000 3500 4000 4500

Response Length (tokens) Response Length (tokens) Response Length (tokens)

(d) Prediction Confidence (e) Prediction Confidence (f) Prediction Confidence

more confident)
° o
i N
v o

Mean Neg Log-Prob
o
=
o

(lower
g
o
&

o

o

=3
|

leg=452
ase’

Figure 15 Mid-training transforms prediction behavior: models learn to reason longer with calibrated confidence. Evaluated on
200 held-out MATHS500 problems. Top row: response length distributions shift from short outputs (Base, gray) to
extended reasoning chains (MT, blue), with RL (red) adjusting length. Bottom row: mean negative log-probability at
each stage.

with mid-training’s primary behavioral effect being the acquisition of multi-step problem decomposition.

The full pipeline dramatically improves correctness. Granite-3.3 improves from 16.9% to 79.5% pass rate,
LLaMA from 2.6% to 64.6%, and Nemotron-H from 66.6% to 83.0%. Nemotron-H is a notable case: the base
model already achieves 66.6% on MATH500, generating 452-token responses that often reach direct correct
answers. Mid-training introduces chain-of-thought reasoning patterns (extending to 1,928 tokens), but these
extended generation strategies may conflict with the base model’s existing direct-solution approaches, leading
to a regression at the MT stage (61.6%). This tension is resolved by RL, which optimizes for correctness
and recovers well above the base level (83.0%). This pattern of brief MT regression followed by strong
RL recovery is consistent with the hypothesis that mid-training reshapes generation behavior in ways that
require RL to fully unlock the capability gains. RL consistently improves over MT alone for all three models.
Correct responses tend to have lower negative log-probability than incorrect ones across all stages and models
(Table 15, Corr. vs. Incorr. columns), suggesting that higher model confidence is on average associated with
correctness. This effect is most pronounced for LLaMA-3.1 (e.g., 0.149 correct vs. 0.320 incorrect at RL) and
smallest for Nemotron-H at the RL stage (0.112 vs. 0.137).

Mid-training calibrates prediction confidence. Mid-training substantially reduces mean negative log-probability
across all models, indicating increased overall confidence: Granite-3.3 from 0.382 to 0.138, LLaMA from
0.758 to 0.377, and Nemotron-H from 0.167 to 0.150. For LLaMA, the gap between correct and incorrect
response confidence widens after mid-training (e.g., correct: 0.146 vs. incorrect: 0.469 at MT), indicating
better calibration. Nemotron-H behaves differently: the base model is already highly confident on correct
answers (neg-LP = 0.040) but very uncertain on incorrect ones (0.258); after mid-training and RL, confidence
converges to a narrower range (correct: 0.112, incorrect: 0.137 at RL), making predictions more uniformly
confident while still maintaining a separation between correct and incorrect responses.

RL refines toward efficient, correct reasoning. RIL adjusts response length in a model-dependent direction:
shortening for Granite-3.3 (2,254—1,700), while Nemotron-H (1,928—1,780) and LLaMA (1,052—1,188) show
modest changes. In all cases, RL maintains or improves the confidence gap between correct and incorrect
answers while substantially increasing pass rates, demonstrating that it optimizes both the quality and
efficiency of the reasoning process that mid-training established.
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Figure 16 RL optimization is front-loaded and starting-point-invariant. Top row: cumulative L2 divergence from the
initial checkpoint over RL steps for Granite-3.3 (left) and Nemotron-H (right). Solid lines: MT—RL; dashed lines:
Base—RL. Most weight change occurs in the first ~200-400 steps, then plateaus. MT—RL and Base—RL produce
nearly identical divergence profiles, confirming that RL’s weight footprint is independent of the starting point. Bottom
row: sparsity evolution showing the fraction of parameters within 1% of their initial values. The active parameter
set grows progressively from ~1.5% at step 20 to ~5-6% by step 960, with all component types following the same
trajectory.

10.4 RL Weight Trajectory: Front-Loaded Optimization

We track weight evolution across RL training steps (20 to 960) for both Granite-3.3 and Nemotron-H,
comparing MT—RL and Base—RL trajectories. Results are shown in Figure 16.

RL weight changes are front-loaded. Across both architectures, the majority of RL’s cumulative weight
divergence accumulates in the first ~200-400 steps, with the L2 curve plateauing thereafter (Figure 16, top
row). For Nemotron-H, attention divergence reaches 80% of its final value by step 400; for Granite-3.3, the
pattern is similar. This front-loading is consistent with the benchmark learning curves, which show the
steepest performance gains in early RL steps. The component hierarchy is also consistent across all runs:
attention layers change most, followed by MLP, then Mamba (in hybrid models).

The active parameter set is emergent, not predetermined. RL does not modify a fixed subset of parameters
from the outset. Instead, the fraction of changed parameters grows progressively: at step 20, only ~1.5%
of parameters have moved beyond the 1% relative threshold, expanding to ~5-6% by step 960 (Figure 16,
bottom row). This gradual activation pattern, combined with the front-loaded divergence, shows that RL’s
sparse update set is not fixed from the outset but expands progressively over the course of training.

Starting point does not affect RL’s weight trajectory. Comparing MT—RL (solid) with Base—RL (dashed)
on the same axes reveals nearly identical L2 and sparsity trajectories for both Granite-3.3 and Nemotron-H.
The final L2 divergence differs by less than 20% between starting points, and sparsity converges to within 1
percentage point. This provides additional evidence, beyond the single-checkpoint analysis in Section 10.1,
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that RL applies a similarly scaled and sparse update pattern regardless of the starting point. The difference in
downstream performance is thus consistent with arising from where in weight space the updates land, rather
than from differences in the magnitude or sparsity of how RL modifies weights.

11 Conclusion and Future Work

We presented PRISM, a comprehensive empirical study of mid-training design choices for LLMs. Through
controlled experiments across seven base models from four families (Granite, LLaMA, Mistral, Nemotron-
H), two architecture types (dense Transformer and attention-Mamba hybrid), and scales from 3B to 24B
parameters, we established several findings that we believe are valuable for practitioners designing mid-training
pipelines:

e A relatively small mid-training phase (~27B tokens) yields +15 to +40 point math gains and +5 to +12
point code gains across all tested models, with science gains of +6 to +13 points on Granite and hybrid
models, while preserving general performance.

e Data composition choices matter most at mid-training, not at RL. Including science data during mid-
training unlocks +17 to +28 point GPQA-Diamond gains during RL, while changing the RL mix produces
<2 point differences.

e The full PRISM — RL pipeline improves the six-benchmark macro-average from under 12 to 29-42,; a
3-4x improvement. RL applied directly to base models is substantially less effective.

e For Granite-3.3, mid-training at 8k context degrades long-context ability, but this can be largely restored
via a brief extension phase combined with model merging. Note that all models in our study were
pretrained with long-context phases, so the interaction between long-context pretraining and mid-training
effectiveness may vary in other settings.

e For Granite-3.3, RL on mid-trained models progressively solves initially unsolvable prompts, with
non-saturating training curves suggesting further gains are achievable.

e At the weight level, mid-training densely restructures >90% of parameters (370-580x larger than RL),
while RL sparsely refines ~5%, with identical footprints regardless of whether mid-training preceded
it. Representation analysis (CKA) across three models and three input distributions confirms that RL
consistently preserves mid-training’s representational geometry (>0.998) across both dense Transformers
and hybrid architectures, while mid-training’s representational impact is model-specific. RL optimization
is front-loaded, with most weight changes in the first ~200-400 steps. Behaviorally, mid-training
produces extended reasoning chains in model outputs.

Limitations and future directions. Our study has several limitations that point to productive future work.

Model-specific RL data selection. For consistency across model families, we filtered RL prompts using a
single model (Granite-3.3-8B mid-trained) and applied the same mix to all models. In practice, different
mid-trained models have different difficulty profiles, and model-specific prompt selection would likely yield
stronger per-model results. Our goal was not to produce optimal per-model recipes but to enable controlled
cross-model comparisons. Investigating adaptive, model-aware RL data curation is a natural next step.

Broader domain coverage. Our mid-training mixtures focus on math, code, and science. Extending PRISM to
additional domains such as multilingual reasoning, agentic tasks, and tool use would test whether the patterns
we observe (e.g., domain synergies, retention via general web data) hold more broadly.

Scaling beyond 24B. Our largest model is Mistral-Small (24B). Verifying that PRISM’s findings extend to
models at the 70B+ scale, where mid-training compute budgets and data requirements may differ qualitatively,
remains an open question.

Long-context mid-training. Our primary experiments use 8k context during mid-training. While our ablations
show that 16k yields additional gains, we did not explore mid-training at 32k+ with proportionally larger
token budgets. Jointly optimizing context length and token budget during mid-training could further improve
the reasoning/retention trade-off.
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Overall, PRISM demonstrates that retention-aware mid-training is a highly effective intermediate step for
reliable reasoning enhancement and RL scaling. We hope that the practical guidelines and comprehensive
analyses provided in this work will help the community design more effective mid-training pipelines for modern
LLMs.
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Category Setting

. Training steps 1,000
Category Setting Micro batch size 1
Training steps 25,000 Gradient accumulation steps 1
Micro batch size 1 Effective batch size 1
Gradient accumulation steps 1 Evaluation during training Disabled
Effective batch size 1 Evaluation interval 109 steps
Optimizer AdamW Optimizer AdamW
Learning rate 5x 1075 Learning rate 5x 1075
Weight decay 0.1 Weight decay 0.1
Adam 31, 32 (0.9, 0.95) Adam 31, 32 (0.9, 0.95)
Adam e 1x 10719 Adam € 1x 10710

Learning rate schedule
‘Warmup steps

Cosine decay
500

Learning rate schedule
‘Warmup steps

Exponential decay
100

Decay steps 24,500 Constant steps 0
Final LR factor 0.1 Final LR factor 0
Precision bfloat16 (bf16) Precision bfloat16 (bf16)
FSDP algorithm 2 FSDP algorithm 2
Data parallel sharding 8 Context parallelism 4
Data parallel replication 16 Data parallel sharding 4
Data parallel replication 9
Gradient checkpointing Enabled

Table 16 PRISM mid-training hyperparameters.

Table 17 Long-context restoration hyperparameters.

Appendix

This appendix provides supplementary details for the main paper. We begin with model specifications and
training hyperparameters for PRISM mid-training, long-context restoration, and RL (Appendix A). We
then describe our evaluation benchmarks and settings (Appendix B), followed by extended results tables
referenced from the main text (Appendix C). We present RL training details including the GRPO algorithm
and hyperparameters (Appendix D), RL training curves for Granite-4 Micro Dense (Appendix E), and
additional RL learning curves (Appendix F). We provide extended mechanistic analyses: RL sub-component
weight analysis (Appendix H), extended CKA representation analysis across four models and three input
distributions (Appendix I), and AIME 2026 evaluation (Appendix J). Finally, we present qualitative model
generations (Appendix K).

A Model and Training Details

A.1 Model Specifications

To evaluate the cross-architecture robustness of PRISM, we select a diverse set of LLMs ranging from 3B to
24B parameters, including dense Transformers and attention-Mamba hybrids.

Dense Transformer Models: We utilize LLaMA-3.18B (Grattafiori et al., 2024) and Mistral-7B-v0.1 (Jiang et al.,
2023) as primary baselines. For enterprise-focused evaluation, we include Granite-3.3 8B (Granite Team,
IBM, 2025) and the lightweight Granite-4.0 Micro 3B (IBM Granite Team, 2025), alongside the larger
Mistral-Small-24B (Mistral AT Team, 2025).

Hybrid Attention-Mamba Architectures: We include Granite-4.0-H Micro 3B and Nemotron-H 8B, which alter-
nate between standard attention layers and Mamba2 layers, representing the hybrid paradigm.

A.2 PRISM Training Details

Table 16 summarizes the training hyperparameters used for PRISM mid-training across all models unless
otherwise specified.
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Dataset Type Tokens (B)

DCLM-EDU General Web Data 2.51
Nemotron Post-Training v1 Math (QA /Reasoning) 5.08
Megamath-Web-Pro Math (web) 4.33
StarCoder2 Code (web) 37.52
xenArcAl-codex Code (QA/Reasoning) 3.860

Table 18 Datasets used in the long-context extension phase. Token counts in billions (Granite 3.3, 8B).

A.3 Long-Context Extension Phase

Table 17 summarizes the hyperparameters used for the long-context extension phase applied after mid-training,
and Table 18 lists the datasets used.

Long-context sequence packing via Best-Fit Decreasing (BFD). To efficiently construct fixed-length long-context
training sequences while minimizing truncation and wasted capacity, we employ a Best-Fit Decreasing (BFD)
packing strategy. Documents are optionally split into overlapping chunks if they exceed the target context
length L, then sorted in decreasing order of length. Each chunk is greedily assigned to an existing sequence
buffer whose remaining capacity is sufficient and minimal among all feasible buffers; if no such buffer exists,
a new buffer is created. Compared to naive concatenation or first-fit strategies, BFD packing significantly
reduces unnecessary document truncation and improves token utilization while preserving document-level
coherence.

B Evaluation Details

Benchmark details. General ability is assessed via LB-V1 (ARC, HellaSwag, MMLU, TruthfulQA, Wino-
Grande, GSM8K) and LB-V2 (IFEval, BBH, MATH, GPQA, MuSR, MMLU-Pro), which detect generalization
regressions. Long-context capabilities are validated by RULER (Hsieh et al., 2024), which measures effec-
tive reasoning across massive token windows. LiveCodeBench (Jain et al., 2024) and Codeforces (Penedo
et al., 2025) provide contamination-free code evaluation using time-stratified problems and elite algorithmic
challenges. AIME (AIME) and MATH500 (Lightman et al., 2023) track mathematical proficiency, highly
sensitive to data mixture quality. GPQA-Diamond (Rein et al., 2023) offers “Google-proof” PhD-level science
challenges.

Evaluation settings. For math benchmarks (MATH500, AIME24/25), we use 32k max generation tokens,
temperature 0.6, top-p 0.95, and 64 samples per prompt. For code benchmarks (Codeforces, LiveCodeBench),
we use 32k max generation tokens, temperature 0.7, and 3 samples per prompt. Math benchmarks are
evaluated using Qwen-eval (Yang et al., 2024), code benchmarks using Evalchemy (Raoof et al., 2025), and
RULER using HELMET (Yen et al., 2025).

C Extended Results Tables

This section presents the full benchmark breakdowns referenced in the main text. Table 19 provides the per-
benchmark results for the Granite-3.3-8B domain ablation (Math only, Math-+Code, Math-+Code+Science),
complementing the summary in Section 5. Table 20 reports the token-budget scaling experiment on Granite-4
Micro (3B), showing how performance evolves as the mid-training budget increases from 10.5B to 31.5B
tokens.

D RL Training Details

We use Group Relative Policy Optimization (GRPO) (Shao et al., 2024) as our RL algorithm for all models.
The objective and advantage computation are:
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Code Science Math

Model / Mixture LiveCodeBench  Codeforces Code Avg  GPQA-Diamond AIME 24 AIME 25 MATH 500 Math Avg
Base 2.15 1.99 2.07 22.56 0.46 0.31 26.09 8.95
Math only 2.15 3.46 2.81 17.34 26.72 22.08 60.50 36.43
Math + Code 11.11 10.30 10.71 19.02 32.44 28.33 74.22 44.33
Math + Code + Science 10.63 10.52 10.58 29.12 37.18 27.96 81.11 48.75

Table 19 Domain-specific evaluation results for Granite-3.3-8B (full breakdown). Code Avg is the mean of LiveCodeBench
and Codeforces; Math Avg is the mean of AIME 24, AIME 25, and MATH 500.

Token Budget (B) LB V1 LBV2 LCB CF Code Avg GPQA-D AIME24 AIME25 MATH500 Math Avg

Base 66.01 21.82 0.24 2.28 1.26 21.55 16.09 12.34 50.42 26.28
10.49 63.45 19.50 10.51 8.68 9.59 19.19 23.95 19.17 77.52 40.21
15.73 63.24 19.79 10.75 7.28 9.02 23.06 26.14 21.30 78.76 42.07
26.21 63.28 19.63  9.80 7.58 8.69 19.19 28.49 20.10 78.08 42.22
31.46 63.16 20.05 8.24 6.99 7.62 21.38 28.02 22.08 77.15 42.42

Table 20 Effect of increasing mid-training token budget on Granite-4 Micro (3B) using the Math+Code mixture with fixed
8k context length. LCB denotes LiveCodeBench, CF denotes Codeforces, and GPQA-D denotes GPQA-Diamond.
Code Avg averages LCB and CF, while Math Avg averages AIME24, AIME25, and MATH500.
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Table 21 provides the full RL training configuration. We use on-policy model updates (train_batch _size =
inference batch _size). Following (Gorbatovski et al., 2025), we soft-update the reference policy for better
convergence. Since our mid-training data teaches the model to think, we apply a thinking format reward: the
model’s response is evaluated for correctness only if it adheres to the format <think> thoughts </think>
response, otherwise it receives a reward of 0.0. We also apply stop-token and repetition penalties. We
apply the Truncated Importance Sampling ratio (Yao et al., 2025) to control for training-inference mismatch.
All experiments use the open-instruct codebase.?

E RL Training Curves for Granite-4 Micro Dense

Figure 17 shows the RL training dynamics for Granite-4 Micro Dense (3B) after PRISM mid-training with the
Math-+Code+Science mixture. Despite being the smallest model in our study, RL training is stable across all
domains. The overall verifiable correctness rate rises steadily from ~0.48 to ~0.72 over 2k steps (Figure 17a).
Domain-specific curves show consistent trends: math correctness climbs from ~0.52 to ~0.70 (Figure 17b),

2https://github.com/allenai/open-instruct/tree/main

37



Table 21 RL training hyperparameters and configuration.

Hyperparameter Value
Sampling Parameters

Responses per Prompt 16
Temperature 1.0
Top-p 1.0
Training Dynamics

Total Batch Size 1024
Unique Prompts per Batch 64
Training Steps 1,000
Context Length 16,384
Learning Rate 5x 1077
LR Schedule Linear Decay
KL-loss Beta () 0.05

RL Environment & Rewards
Importance Sampling Ratio
Truncated IS Constant (C)
Format Reward

Penalties

Reference Policy Update

1.0 (On-policy)

2.0

<think> </think>
Stop token, Repetition
Soft-update

Infrastructure

Optimizer AdamW
Parallelism Strategy DeepSpeed Stage 3
Packing Length 16,384

(a) Overall (b) Math (c) Science (d) Code

Figure 17 RL training correctness curves for Granite-4 Micro Dense (3B) after PRISM mid-training. All four domains show
stable, monotonically improving training dynamics over 2k steps.

science correctness from ~0.45 to ~0.78 (Figure 17c), and code correctness from ~0.35 to ~0.65 (Figure 17d).
These results confirm that the PRISM mid-training recipe produces a stable foundation for RL even at the
3B scale.

F Additional RL Learning Curves

This section provides RL learning curves for models not shown in the main text, including PRISM RL results
(Figs. 18-20), base model RL results (Figs. 21-22), and balanced mix RL results (Figs. 23-25).

F.1 PRISM RL: Additional Models

Figures 18-20 present the RL learning curves for models not featured in the main text: Mistral-7B, LLaMA-
3.1-8B, and Granite-4 Micro Dense (3B). All three models follow the same pattern observed for Granite-3.3-8B
in the main paper: monotonically increasing correctness rates across math, code, and science benchmarks
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with non-saturating trajectories, confirming that the benefits of the PRISM — RL pipeline generalize across
model families and scales.
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Figure 18 PRISM — RL: Mistral-7B. Consistent improvements across code and math benchmarks using the unbalanced
MCS mix.

F.2 RL onBase Models (No Mid-Training)

Figures 21-22 show what happens when RL is applied directly to base models without any mid-training. In
both LLaMA-3.1-8B and Mistral-7B, AIME24 and AIME25 scores remain near zero throughout training,
and GPQA-Diamond either stagnates or regresses below the base model’s level. These results stand in
stark contrast to the large, sustained gains observed when RL follows PRISM mid-training (Figures 18-20),
reinforcing the finding from Section 7 that mid-training provides the reasoning substrate necessary for RL to
be effective.

F.3 Balanced Mix RL: Additional Models

Figures 23-25 present RL learning curves when using the balanced RL data mix (equal math, code, and
science sampling) for models not shown in the main text. The balanced mix produces comparable overall
gains to the unbalanced mix across most models, with modest differences in domain-specific performance.
Notably, Granite-4-H Micro (Figure 25) achieves the largest balanced-mix improvements among small models,
with +8.09 on Codeforces and +11.95 on GPQA-Diamond, suggesting that hybrid architectures respond well
to domain-balanced RL training.

G Sparsity Threshold Sensitivity

Table 22 shows that the dense/sparse asymmetry between mid-training and RL holds at every threshold
from 0.1% to 10%. At the 1% threshold used in the main text, RL leaves 95.0% of Granite-3.3 parameters
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Figure 19 PRISM — RL: LLaMA-3.1-8B. Stable, monotonic gains across all reasoning benchmarks.
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Figure 20 PRISM — RL: Granite-4 Micro Dense (3B). Consistent but smaller absolute gains compared to 8B models.
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Figure 21 RL on LLaMA-3.1-8B base (no mid-training). AIME24/25 remain near zero; GPQA-Diamond regresses below the
base model.

unchanged; even at 0.1%, 82.3% remain unchanged. Conversely, mid-training changes the vast majority of
parameters at all thresholds. The conclusions in Section 10.1 are robust to the choice of threshold.

Threshold (%) Base—MTunchanged MT—RL unchanged

0.1 2.1% 82.3%
0.5 2.4% 87.3%
1.0 3.5% 95.0%
2.0 5.3% 97.5%
5.0 11.1% 99.0%
10.0 20.1% 99.5%

Table 22 Per-element sparsity at different relative change thresholds (Granite-3.3, 8B). The dense/sparse asymmetry between
mid-training and RL is robust across all tested thresholds. Bold row shows the 1% threshold used in the main text.

H RL Sub-component Weight Analysis

We decompose the weight divergence analysis from Section 10.1 at a finer granularity, breaking each component
into individual weight matrices: Q, K, V, O projections for attention; gate, up, down projections for MLP; and
in_proj, out_proj, convld, A, dt for Mamba layers. Table 23 reports the fraction of parameters changed (>1%
relative change) for each sub-component across four conditions: MT—RL and Base—RL (no mid-training)
for both Granite-3.3 and Nemotron-H.

Figure 26 visualizes the MT—RL and Base—RL distributions side by side. Three findings emerge. First,
RL’s sub-component targeting is identical regardless of whether mid-training preceded it: the A column
shows differences of at most 1.8 percentage points, with most below 1 point. Second, value (V) and output
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Figure 22 RL on Mistral-7B base (no mid-training). Limited and unstable gains; AIME24/25 remain near zero throughout.

(O) projections are consistently the most affected sub-components during RL, in both Granite-3.3 (5.7%,
5.6%) and Nemotron-H (8.5%, 7.2%), suggesting that RL preferentially adjusts how models read from and
write to the residual stream. Third, Mamba parameters (A, dt) are completely frozen during RL (<0.1%
changed), while the learned projection matrices (in_ proj, out proj) change at rates comparable to attention
projections, indicating that RL respects the architectural priors encoded in the SSM state dynamics.

I Extended CKA Representation Analysis

This section provides the full CKA representation similarity analysis across three models (Granite-3.3, LLaMA-
3.1, Nemotron-H) and three input distributions (Wikipedia, C4, GSM8K), complementing the main-text
results in Section 10.2. All experiments use 200 prompts per input type and batch-size-1 encoding. Each figure
contains three panels corresponding to the three input types. In each panel, the z-axis is the layer index and
the y-axis is the linear CKA score (Kornblith et al., 2019) between the mean-pooled hidden representations.
Three pairwise comparisons are shown: Base vs. MT (blue), Base vs. RL (pink), and MT vs. RL (green).
CKA=1.0 indicates identical representational geometry; lower values indicate greater divergence.

All models (Figures 27,28, 29). The one consistent finding across all three models is that MT vs. RL remains
>0.998 at every layer across all three input distributions, for both dense Transformers and hybrid attention-
Mamba architectures. The Base vs. MT divergence pattern, however, is model-specific: Granite-3.3 shows
its deepest dip at the output layer on GSM8K; LLaMA-3.1 shows its deepest dip on C4 web text rather
than math prompts; and Nemotron-H shows broader divergence across later middle layers. Since each model
has a different pretraining distribution, the representational effects of mid-training cannot be universally
characterized, they depend on what the base model already learned. Base vs. MT and Base vs. RL are nearly
identical in all cases, confirming that RL contributes no additional representational shift.
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Figure 23 PRISM — RL with balanced mix: Mistral-Small 24B. GPQA-Diamond gain (+25.93) slightly lower than
unbalanced mix.

J AIME 2026 Evaluation

To test generalization to a recently released benchmark, we evaluate two PRISM mid-trained models on
AIME 2026 (Mathematical Association of America, 2026), which was published after the completion of all
our training runs. Figure 30 shows AIME26 accuracy across RL training steps for Granite-3.3 (8B) and
Mistral-Small (24B). Both models show consistent improvement over RL training: Granite-3.3 improves from
~33% to ~37%, and Mistral-Small from ~30% to ~38%. These results confirm that the gains from the
PRISM — RL pipeline transfer to held-out math benchmarks unseen during training.

K Model Generations

This section provides qualitative examples of model outputs at each stage of the PRISM pipeline: base
model, after mid-training, and after RL. We show generations from Granite-3.3-8B on representative math,
code, and science prompts. These examples illustrate how mid-training introduces structured reasoning
(e.g., step-by-step problem decomposition) that is absent in the base model, and how RL further refines the
reasoning chains with more accurate and complete solutions.

Note on failure modes. Some base model and mid-trained model generations exhibit repetitive or looping
outputs. We distinguish three qualitatively different failure modes observed in these examples: (1) Base model
loops: the base model lacks instruction fine-tuning and may produce repetitive token sequences when it lacks
a clear completion signal; (2) Mid-trained model loops: the mid-trained model has learned chain-of-thought
formatting but may enter repetitive patterns on out-of-distribution prompt structures where the reasoning
format does not terminate cleanly; (3) RL model: RL applies stop-token and repetition penalties during
training, so the RL-trained model consistently terminates outputs correctly. These failure modes are expected
and illustrate why formatting rewards and repetition penalties are important components of the RL training
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Figure 24 PRISM — RL with balanced mix: Granite-4 Micro Dense (3B). Code and GPQA-Diamond gains are notable
(4+4.30 LCB, +6.06 GPQA).

recipe.

K.1 Math Prompt

In a car dealership with some cars, 60% of the cars are hybrids, and 40% of the
hybrids contain only one headlight. There are 216 hybrids with full headlights.
How many cars are there in the dealership?

Please put your final answer in \\boxed{} format.

K.2 Granite 3.3 8b base math generation

The correct answer for the above problem is 600; however, the base model gets it wrong probably because it
rushes to the final answer (using 192 tokens) without reasoning about the possible steps.

Let’s solve this problem using Python’s sympy library.
‘Y 'python
import sympy as sp

# let’s denote the number of cars as x
X = sp.symbols (’'x")
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Figure 25 PRISM — RL with balanced mix: Granite-4-H Micro (Hybrid, 3B). Largest balanced-mix gains among small

models, with +8.09 on Codeforces and +11.95 on GPQA-Diamond.
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Figure 26 RL targets the same sub-components regardless of starting point. Fraction of parameters changed (>1% relative
change) during RL for Granite-3.3 (left) and Nemotron-H (right), comparing MT—RL (blue) vs. Base—RL (pink).
The near-identical distributions confirm that RL’s sub-component targeting is intrinsic to the optimization, not a

consequence of mid-training.

# 60% of the cars are hybrids
hybrids = 0.6 * x

# 40% of the hybrids contain only one headlight
hybrids_with_one_headlight = 0.4 * hybrids
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Granite-3.3 (8B) Nemotron-H (8B)

Sub-component Base—+>MT MT—RL Base—»RL A Base—+-MT MT—RL Base—»RL A

Attn: Q 83.5% 4.4% 5.2% +0.8 97.5% 5.5% 4.9% —0.6
Attn: K 83.2% 4.6% 5.2% +0.6 96.9% 5.5% 4.8% —-0.7
Attn: V 97.9% 5.7% 7.5% +1.8 97.1% 8.5% 7.6% —-0.9
Attn: O 98.0% 5.6% 6.7% +1.1 97.2% 7.2% 6.4% —0.8
MLP: gate 98.3% 5.4% 6.1% +0.7 - - - -

MLP: up 97.9% 4.9% 5.5% +0.6 - - - -

MLP: down 98.0% 5.0% 5.6% +0.6 - - - -

Mamba: in_proj - - - - 97.8% 5.9% 5.5% —-0.4
Mamba: out_ proj - - - - 97.8% 6.5% 5.9% —0.6
Mamba: convld - - - - 91.7% 17.4% 17.7%  +0.3
Mamba: A/dt - - - - 97.5% 0.0% 0.0% 0.0
Embed/LM-head 97.5% 2.4% 2.6% +0.2 97.9% 7.3% 6.7% —0.6
Norm 11.9% 1.2% 0.1% —-1.1 61.3% 0.1% 0.1% 0.0

Table 23 Sub-component weight analysis: % of parameters changed (>>1% relative change) across pipeline transitions. A —
difference between Base—RL and MT—RL. The near-zero A values confirm that RL targets the same sub-components
in the same proportions regardless of starting point. Value and output projections are consistently the most affected
by RL across both architectures, while Mamba parameters (A, dt) and norms remain frozen.

CKA: Granite-3.3 (8B)
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Figure 27 CKA across input distributions: Granite-3.3 (8B). MT vs. RL (green) remains ~1.0 on all three inputs. Base vs.
MT divergence is input-dependent: strongest on GSM8K math prompts (min 0.55), weakest on C4 general text (min
0.94).

# there are 216 hybrids with full headlights
eq = sp.Egq(hybrids - hybrids_with_one_headlight, 216)

# solving for x to get the number of cars
sp.solve (eq, x) [0]

AURURY

Thus there are \boxed{360} cars in the dealership.

K.3 Granite 3.3 8b midtrain math generation

Owing to mid-training, the base model learns to reason before coming to a final answer, and it gives the right
answer using a total of 933 tokens.
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Similarity

Linear CKA

CKA: LLaMA-3.1 (8B)

Wikipedia c4 GSM8K
1.0
1.00 h-a o4 g 1.00 v
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Figure 28 CKA across input distributions: LLaMA-3.1 (8B). Same pattern as Granite-3.3: MT vs. RL ~1.0 everywhere,
confirming the finding generalizes across dense Transformer families.

Similarity

Linear CKA

CKA: Nemotron-H (8B, Hybrid)

Wikipedia c4 GSMS8K
1.00 1.00 10
0.95 W 0.95 1 0.9 -
0.90 A 0.90 A 0.8 A
0.85 A 0.85 A 0.7 1
0.80 A 0.80 - 064
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Figure 29 CKA across input distributions: Nemotron-H (8B, Hybrid). MT vs. RL >0.998 on all three inputs, consistent
with all other models. Base vs. MT divergence is most pronounced on GSM8K math prompts (min ~0.41), reflecting
mid-training’s targeted restructuring of reasoning-relevant representations.

<think>

Okay,

one headlight.

First,

as

T

let’s see.
problem says that 60% of the cars are hybrids,
There are 216 hybrids with full headlights.
relate these percentages to the total number of cars.

Then,
hybrids,

let me break down the information.
the number of hybrids would be 60% of T,
40% have only one headlight.
Let me write that out:

headlight is 40% of 0.6T.

Number of hybrids with one headlight =

But wait,

Sef

40% of hybrids

0.4 x 0.6T =

the problem states that there are 216 hybrids with full headlights.

the number of hybrids with full headlights is 100% - 40% =

That would be 0.6 x 0.6T
0.36T =

216.

0.36T.
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But they told us that this number is 216.

Hmm,

I need to find the total number of cars in the dealership. The
and 40% of the hybrids have only

so I need to

Let’s denote the total number of cars
which is 0.6T.
the number of hybrids with one

Out of these

0.24T.

So,
60% of the hybrids.
So,
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Figure 30 AIME 2026 accuracy over RL training steps. Both Granite-3.3 (8B) and Mistral-Small (24B) show steady gains
on this recently released benchmark, confirming generalization of the PRISM — RL pipeline.

To find T, I can set up the equation:
0.36T = 216
Then, divide both sides by 0.36:

T =216 / 0.36

Let me compute that. 216 divided by 0.36. Hmm, 0.36 goes into 216 how many times?

Well, 0.36 » 600 = 216, because 0.36 * 100 = 36, so 36 6 =
= 216. Therefore, T = 600.

216. So, 0.36 * 600

Wait, so the total number of cars is 600? Let me check that again to make sure I

didn’t make a mistake.

Total cars: 600.

Number of hybrids: 60% of 600 = 0.6 600 = 360.

Number of hybrids with one headlight: 40% of 360 = 0.4 * 360

Therefore, number of hybrids with full headlights: 360 - 144
the given information. So that checks out.

Therefore, the total number of cars in the dealership is 600.
*+Final Answerx*x

The total number of cars in the dealership is \boxed{600}.
</think>

Let \( T \) be the total number of cars in the dealership.
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60% of the cars are hybrids, so the number of hybrids is \( 0.6T \).

40% of the hybrids have only one headlight, so the number of hybrids with one
headlight is \( 0.4 \times 0.6T = 0.24T \).

The number of hybrids with full headlights is 60% of the hybrids, which is \( 0.6
\times 0.6T = 0.36T \).

We are given that there are 216 hybrids with full headlights. Therefore, we set
up the equation:

A
0.36T = 216

\]

Solving for \( T \):

\ [

T = \frac{216}{0.36} = 600
\1]

Thus, the total number of cars in the dealership is \ (\boxed{600}\).

K.4 Granite 3.38b PRISM— > RL math generation

The RL-trained model gives the right answer too using a total of 917 tokens.

<think>

Okay, let’s see. So the problem is about a car dealership where 60% of the cars
are hybrids. Then, 40% of those hybrids have only one headlight. And we know
there are 216 hybrids with full headlights. The question is asking how many cars
are in the dealership in total. Hmm, okay.

First, let me parse this step by step. Let’s denote the total number of cars in
the dealership as, let’s say, T. Out of these T cars, 60% are hybrids. So the
number of hybrid cars would be 0.6T. Then, among these hybrids, 40% have only one
headlight. That means 60% of the hybrids have full headlights. Wait, but the

problem says 40% of the hybrids contain only one headlight. So that would mean
60% have full headlights. But they mention that there are 216 hybrids with full
headlights. So that 60% of the hybrids equals 216.

So, 1f I set up an equation here: 0.6 * (number of hybrids) = 216. But the number
of hybrids is 0.6T. So substituting that in, we get 0.6 % 0.6T = 216. Let me

write that out:

0.6 = 0.6T = 216

Calculating 0.6 times 0.6 is 0.36. So:

0.36T = 216

To find T, we divide both sides by 0.36:

T =216 / 0.36
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Hmm, let me compute that. 216 divided by 0.36. Well, 0.36 is 36/100, so dividing
by 36/100 is the same as multiplying by 100/36. So 216 %= (100/36). Let’s compute
that.

First, 216 divided by 36 is 6. Then, 6 times 100 is 600. So T = 600.

Wait, so the total number of cars is 600? Let me check that again to make sure I
didn’t make a mistake.

So, 60% of the cars are hybrids. If there are 600 cars total, then 0.6 x 600 =
360 hybrids. Then, 40% of the hybrids have one headlight, so 60% have full
headlights. 60% of 360 is 0.6 x 360 = 216. Which matches the given number. So
that seems correct.

Therefore, the total number of cars in the dealership is 600.

*xFinal Answerxx*

The total number of cars in the dealership is \boxed{600}.

</think>

Let \( T \) be the total number of cars in the dealership.

60% of the cars are hybrids, so the number of hybrid cars is \( 0.6T \).

40% of the hybrids have only one headlight, which means 60% of the hybrids have
full headlights. We are given that there are 216 hybrids with full headlights.

We set up the equation:

\ [

0.6 \times 0.6T = 216

\]

Simplifying this, we get:
\ [

0.36T = 216

\]

Solving for \( T \):

\ [

T = \frac{216}{0.36} = 600
\1]

Thus, the total number of cars in the dealership is \ (\boxed{600}\).

K.5 Code Prompt

Solve the following coding problem using the programming language python:

A convex polygon consisting of N vertices is given. The coordinates of each
vertex are represented counterclockwise by (X1, Y1), (X2, Y2), ..., (XN, ¥YN). No
matter what straight line passes through the point P, find the coordinates of the
point P so that the areas of the two convex polygons obtained after cutting are
equal.
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Constraints
* All inputs are integers

* 3 <= N <= 50

« 0 <= | Xi |, | Yi | <= 1000000

* The input polygon is a simple convex polygon.

* The output must satisfy max (|
coordinates are (X, Y)

X-cX | ’ ‘
and the exact solution is

Y-cY |) <
(cX,

Input

The input is given in the following format.
N

X1l Y1

X2 Y2

XN YN

vV V. V V V V

Output

If there is a point that satisfies the condition of the problem statement,

coordinates of that point

> XY
>

Output in the format of. If the point does not exist,
Examples

Input

4

100 100

0 100

0 0

100 O

Output

50.00000 50.00000
Input

3

100 100

0 100

0 0

Output

NA
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output

0.0001 when the output
cY) .

the

"NA" on one line.



The input will be stdin and you should print your solution to stdout

Now solve the problem and return the code.

K.6 Granite 3.3 8b base code generation

Similar to the math question, the base model jumps to the final answer without reasoning about it, using a
total of 246 tokens.

ANRURY

python
import sys

def solve () :
N = int (sys.stdin.readline())

for i in range(N):
xi, yi = map(int, sys.stdin.readline() .split())
x[i] = xi
ylil = yi

if N % 2 == 1:
print ('NA’")
return

X_sum = sum(x)
y_sum = sum(y)

x_avg = x_sum / N
y_avg = y_sum / N

x_diff
y_diff = 0

I
o

for i in range(N):

x_diff += (x[1] - x_avg) ** 2
y_diff += (y[1] - y_avg) #*x 2
if x diff == y_diff:
print (" %.8f %$.8f’ % (x_avg, y_avg))
else:

print ("NA’)

if name == '__main__'":
solve ()

K.7 Granite 3.3 8b midtrain code generation

Here, the mid-trained model is also not able to solve this coding problem and ends up exhausting its 8k
context limit. We have truncated its response for brevity using dashed lines since it entered a repeating loop
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for this particular prompt.

Assistant: To solve this problem, we need to find a point P inside the convex
polygon such that any line passing through P divides the polygon into two regions
of equal area. This point is known as the centroid of the polygon.

The centroid of a polygon can be found by calculating the average of the x-
coordinates and the average of the y-coordinates of all the vertices.

Here’s the Python code to solve the problem:
*Y'python
def main():
import sys
input = sys.stdin.read() .split ()
idx = 0
N = int (input[idx])
idx += 1
points = []
for _ in range(N):
x = int (input [idx])
y = int (input[idx+1])
points.append((x, v))
idx += 2

# Calculate the centroid
cx = sum(x for x, y in points) / N
cy = sum(y for x, y in points) / N

# Check if the centroid is inside the polygon
(This step is optional and can be omitted for convex polygons)

=

# Output the centroid

print ("{0:.5f} {1:.5f}".format (cx, cy))
if _ name_ == "_ main__ ":
main ()

This code reads the input, calculates the centroid of the polygon, and outputs
the coordinates of the centroid. The centroid is guaranteed to be inside the
convex polygon, so we don’t need to check if it’s inside.

The output is formatted to 5 decimal places, which satisfies the condition of the
problem statement.

User: The code is not correct.

Assistant: I apologize for the confusion. The centroid of a polygon is indeed the
point that divides the polygon into two regions of equal area when any line

passes through it. However, the centroid is not always inside the polygon,
especially for concave polygons. For convex polygons, the centroid is always
inside.

Here’s the corrected code that calculates the centroid of the convex polygon:
*Y'python

def main () :
import sys
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input = sys.stdin.read() .split ()
idx = 0
N = int (input[idx])
idx += 1
points = []
for _ in range (N):
x = int (input [idx])
y = int (input[idx+1])
points.append((x, Vy))
idx += 2

# Calculate the centroid
cx = sum(x for x, y in points) / N
cy = sum(y for x, y in points) / N

# Output the centroid
print ("{0:.5f} {1:.5f}".format (cx, cy))

K.8 Granite3.38b PRISM— > RL code generation

The RL trained model does well on this prompt and produces the correct solution using a total of 7864
tokens. For ease of reading, we have truncated its thought process using dashed lines.

<think>

Okay, let’s see. The problem is to find a point P inside a convex polygon such
that any line through P divides the polygon into two regions of equal area. Hmm.

Wait, that’s a bit tricky. Because the condition has to hold for any line passing
through P. So P must be such that every line through it splits the area equally.

Wait, but how is that possible? For example, in a square, the center is the point
where any line through it divides the area into two equal parts. So the center
is the solution. So the problem is to find the centroid of the polygon. Because
the centroid has the property that any line through it divides the area into two
equal parts. But wait, 1is that true? Or is that only for certain shapes?

Wait, no. The centroid (or geometric center) of a shape is the average of all the
points. But does that mean that any line through the centroid splits the area
into two equal parts? I think that’s only true for certain symmetric shapes. For
example, in a rectangle, the centroid is the center, and any line through the
center divides it into two equal areas. But for a triangle, the centroid is the
intersection of the medians, and any line through the centroid divides the
triangle into two regions of equal area. Wait, is that correct?

Wait, no. For a triangle, the centroid divides each median into a 2:1 ratio. But
if you take a line through the centroid that’s not a median, does it split the
area equally? Let’s think. Suppose you have a triangle with vertices (0,0), (2,0),
(0,2). The centroid is at (2/3, 2/3). If I draw a line from (2/3, 2/3) to (1,0),
which is a point on the base. The area on one side would be a triangle and a
quadrilateral. Wait, maybe not. Let me calculate. The line from centroid to (1,0)
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would split the triangle into two parts. The area of the part below the line
would be a trapezoid. Let’s compute. The original area is 2. The line from (2/3,
2/3) to (1,0). The area below the line would be a trapezoid with vertices (0,0),
(2,0), (1,0), (2/3, 2/3). Wait, maybe not. Alternatively, perhaps the area is a
triangle and a quadrilateral. Hmm, maybe I should compute it.

Alternatively, perhaps the centroid is the only point where any line through it
divides the area into two equal parts. But I’m not sure. Wait, according to some
geometric properties, the centroid (or the center of mass) has the property that
any line through it divides the shape into two regions with equal moments. But
moments are related to the area times the distance from the line. So if the line
passes through the centroid, then the moments on either side are equal. But the
actual area on each side depends on the line’s orientation. So maybe the centroid

is the point where the area is balanced in such a way that for any line through
it, the area is split equally. But I’m not sure.

But in the code, the check is sorted(partners) == sorted(vertices). Which is
correct.
But in the first example, the partners list is [ (0,0), (100,0), (100,100),

(0,100) ], which when sorted is the same as the sorted vertices.

So the code works.

But what about when the polygon is symmetric but the pairs are not in the same
order as the input? For example, the partners list may be a permutation, but the
code’s sorted check will still pass.

Yes.

So this code should work.

Now, test the second example:

Input:

100 100

0 100

N is 3, so output NA.

Another test case: a rectangle.

Input:

55



The code will find the center (1,1).
So the code should output 1.0 1.0.
Another test case: a regular hexagon.

Input:

The center is (1.5, 1.5). The code should find this.

So the code should work.

Thus, the code should solve the problem.

</think>

‘Y 'python

n = int (input ())

ifn%$ 2 !'=0:
print ("NA")
exit ()

vertices = [tuple (map(int, input().split()))

vertex_set = set (vertices)

for i in range(n):
for j in range(n):

x_1, y_i = vertices[i]
X_7J, y_j = vertices[]]
cx = (x_i + x_3) / 2.0
cy = (y_i +vy_3) / 2.0
partners = []
valid = True

for k in range(n):
x_k, y_k = vertices]l[k]
rx = 2 x cx — xX_k
ry = 2 x cy — y_k

if (rx, ry) not in vertex_set:

valid = False
break
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partners.append((rx, ry))

if valid:
if sorted(partners) == sorted(vertices):
print ("{0:.5f} {1:.5f}".format (cx, cy))
exit ()
print ("NA")

AUAURY

K.9 Science Prompt

Which of the following environmental processes is primarily responsible for the
depletion of oxygen in water bodies, leading to the formation of dead zones, and
involves the excessive growth of algae due to nutrient pollution?

Photochemical smog
Biomagnification

Eutrophication

Catalytic oxidation

Atmospheric deposition

Methane oxidation

Nitrate reduction

Hydrogen sulfide oxidation
Sulfuric and nitric acid formation
Carbonate weathering

gHD Q"R EOTOOQW®

K.10 Granite 3.3 8b base science generation

The base model enters a repeating loop and generate 1185 tokens.

Acid rain

Ozone depletion
Global warming

Ocean acidification
Greenhouse effect

El Nino-Southern Oscillation
Coral bleaching

Deforestation

Desertification

Soil erosion

Land degradation

Water scarcity

Water pollution

Waterborne diseases

Waterborne toxins

Waterborne pathogens
Waterborne parasites
Waterborne bacteria
Waterborne viruses
Waterborne protozoa
Waterborne helminths

NKXIJ{CH®®WWO WO ZERt R
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Waterborne fungi
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GG:
HH:
ITI:
JJ:
KK:
LL:
MM :
NN:
00:
PP:
QQ:
RR:
SISE
TT:
UU:
VV:
WW :
XX
YY:
77 :
AAA:
BBB:
CCC:
DDD:
EEE:
FFE:
GGG:
HHH:
IIT:
JJdJd:
KKK:
LLL:
MMM :
NNN :
000:
PPP:
QQQ:
RRR:
SSS:
TTT:
UuuU:
VVV:
WWW :
XXX
YYY:
227

AAAA:
BBBB:
CCCEs
DDDD:
EEEE:
IFITITIT g
GGGG:
HHHH:
ITITII:
JJaJd:
KKKK:
LLLL:

Waterborne
Waterborne
Waterborne b
Waterborne c
Waterborne e
Waterborne c
Waterborne

Waterborne a
Waterborne c
Waterborne
Waterborne
Waterborne c
Waterborne r
Waterborne c
Waterborne c
Waterborne o
Waterborne a
Waterborne i
Waterborne
Waterborne c
mollusks

gastropods

Waterborne
Waterborne
Waterborne
Waterborne
Waterborne
Waterborne
Waterborne
Waterborne
Waterborne
Waterborne
Waterborne
Waterborne
Waterborne
Waterborne
Waterborne
Waterborne
Waterborne
Waterborne
Waterborne
Waterborne
Waterborne
Waterborne
Waterborne
Waterborne
Waterborne
Waterborne
Waterborne
Waterborne
Waterborne
Waterborne
Waterborne
Waterborne
Waterborne
Waterborne
Waterborne
Waterborne
Waterborne
Waterborne

lgae
yanobacteria

diatoms
dinoflagellates

iliates
otifers
opepods
ladocerans
stracods
mphipods
sopods

decapods

rustaceans

ivalves
ephalopods
chinoderms
hordates

vertebrates

fish
amphibians
reptiles
birds
mammals
humans
microorganisms
viruses
bacteria
fungi
algae
cyanobacteria
diatoms
dinoflagellates
ciliates
rotifers
copepods
cladocerans
ostracods
amphipods
isopods
decapods
crustaceans
mollusks
gastropods
bivalves
cephalopods
echinoderms
chordates
vertebrates
fish
amphibians
reptiles
birds
mammals
humans
microorganisms
viruses
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MMMM: Waterborne bacteria

NNNN: Waterborne fungi

0000: Waterborne algae

PPPP: Waterborne cyanobacteria

Q0QQ: Waterborne diatoms

RRRR: Waterborne dinoflagellates

SSSS: Waterborne ciliates

TTTT: Waterborne rotifers

UUUU: Waterborne copepods

VVVV: Waterborne cladocerans

WWWW: Waterborne ostracods

XXXXX: Waterborne amphipods

YYYY: Waterborne isopods

27277: Waterborne decapods

AAAAA: Waterborne crustaceans

BBBBB: Waterborne mollusks

CCCCC: Waterborne gastropods

DDDDD: Waterborne bivalves

EEEEEE: Waterborne cephalopods

FFFFFFF: Waterborne echinoderms
GGGGGGG: Waterborne chordates

HHHHHHHH: Waterborne vertebrates
IIIIIIIIII: Waterborne fish
JJJJJJgddgdid: Waterborne amphibians
KKKKKKKKKKKK: Waterborne reptiles
LLLLLLLLLLLLL: Waterborne birds
MMMMMMMMMMMMM : Waterborne mammals
NNNNNNNNNNNNNN: Waterborne humans
000000000000000: Waterborne microorganisms
PPPPPPPPPPPPPPP: Waterborne viruses
Q00000000000 QQ: Waterborne bacteria
RRRRRRRRRRRRRRRR: Waterborne fungi
SSSSSSSSSSSSSSSS: Waterborne algae
TTTTTTTTTTTITTTTT: Waterborne cyanobacteria
UUUUUUUUUUUUUUUU: Waterborne diatoms
VVVVVVVVVVVVVVVV: Waterborne dinoflagellates
WWWWWWWWWWWWWWWWWW : Waterborne ciliates
XXXXXX

C: Eutrophication

K.11 Granite 3.3 8b midtrain science generation

The model enters an infinite loop and does not reason (using max 16384 tokens).

Silicate weathering

Acid rain

Ozone depletion

Stratospheric ozone formation
Ocean acidification

Carbon sequestration

Nitrogen fixation

Nitrogen oxide formation
Nitrogen dioxide formation
Nitrogen trichloride formation

H®n WO "ozt =W
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Nitrogen pentachloride formation
Nitrogen tetrachloride formation
Nitrogen triiodide formation
Nitrogen dioxide formation
Nitrogen pentoxide formation
Nitrogen hexachloride formation

N KX =< a

Assistant: C: Eutrophication

User: Which of the following environmental processes 1is primarily responsible for
the depletion of oxygen in water bodies, leading to the formation of dead zones,
and involves the excessive growth of algae due to nutrient pollution?

Photochemical smog
Biomagnification

Eutrophication

Catalytic oxidation

Atmospheric deposition

Methane oxidation

Nitrate reduction

Hydrogen sulfide oxidation
Sulfuric and nitric acid formation
Carbonate weathering

Silicate weathering

Acid rain

Ozone depletion

Stratospheric ozone formation
Ocean acidification

Carbon sequestration

Nitrogen fixation

Nitrogen oxide formation
Nitrogen dioxide formation
Nitrogen trichloride formation
Nitrogen pentachloride formation
Nitrogen tetrachloride formation
Nitrogen triiodide formation
Nitrogen dioxide formation
Nitrogen pentoxide formation
Nitrogen hexachloride formation

NK XTI <AH®”WXOUWOoOZH"gHIDTQHEEHODOQW®

Assistant: C: Eutrophication

User: Which of the following environmental processes is primarily responsible for
the depletion of oxygen in water bodies, leading to the formation of dead zones,
and involves the excessive growth of algae due to nutrient pollution?

Photochemical smog
Biomagnification
Eutrophication

Catalytic oxidation
Atmospheric deposition
Methane oxidation

Nitrate reduction

Hydrogen sulfide oxidation
Sulfuric and nitric acid formation
Carbonate weathering

Silicate weathering

Acid rain

Ozone depletion

Stratospheric ozone formation

ZEEXRgH T QHEHOOQDE>®
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Ocean acidification

Carbon sequestration

Nitrogen fixation

Nitrogen oxide formation
Nitrogen dioxide formation
Nitrogen trichloride formation
Nitrogen pentachloride formation
Nitrogen tetrachloride formation
Nitrogen triiodide formation
Nitrogen dioxide formation
Nitrogen pentoxide formation
Nitrogen hexachloride formation

N <K X=ZT << aH®n®oO "o

Assistant: C: Eutrophication

User: Which of the following environmental processes 1is primarily responsible for
the depletion of oxygen in water bodies, leading to the formation of dead zones,
and involves the excessive growth of algae due to nutrient pollution?

Photochemical smog
Biomagnification

Eutrophication

Catalytic oxidation

Atmospheric deposition

Methane oxidation

Nitrate reduction

Hydrogen sulfide oxidation
Sulfuric and nitric acid formation
Carbonate weathering

Silicate weathering

Acid rain

Ozone depletion

Stratospheric ozone formation
Ocean acidification

Carbon sequestration

Nitrogen fixation

Nitrogen oxide formation
Nitrogen dioxide formation
Nitrogen trichloride formation
Nitrogen pentachloride formation
Nitrogen tetrachloride formation
Nitrogen triiodide formation
Nitrogen dioxide formation
Nitrogen pentoxide formation
Nitrogen hexachloride formation

NHK XTI <AH®”WXOWOoOZH"gHIDTQHAEHODODOQW®

K.12 Granite 3.38b PRISM— > RL science generation

The RL-trained model is able to give the correct answer for this problem using a total of 811tokens which are
far less than what the base and midtrained models used.

<think>

Okay, let’s see. The question is about which environmental process causes oxygen
depletion in water bodies, leading to dead zones. The options are A to J.
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First, I need to recall what each term means. Let’s start with the options.

Photochemical smog (A) is that brownish haze in cities, caused by reactions
between sunlight and pollutants like nitrogen oxides and volatile organic
compounds. It’s more of an air pollution issue, not directly related to water
oxygen levels.

Biomagnification (B) refers to substances like pesticides or heavy metals
increasing in concentration as they move up the food chain. So toxins build up in
predators. Not sure how that affects oxygen levels.

Eutrophication (C) sounds familiar. I think that’s when a body of water gets too
many nutrients, like nitrogen and phosphorus. Algae blooms happen because of this,
right? The algae use up oxygen when they decompose, leading to dead zones where

other organisms can’t survive. That fits the description of oxygen depletion.

Catalytic oxidation (D) might be a process where catalysts speed up oxidation
reactions. Maybe in water treatment? Not sure how that depletes oxygen.

Atmospheric deposition (E) is when pollutants settle onto land or water from the
air, like acid rain. Could add nutrients, but again, how does that tie to oxygen
depletion?

Methane oxidation (F) is a process where methane is broken down, probably by
bacteria. Methane is a greenhouse gas, but oxidation would reduce its
concentration. Not sure about oxygen levels here.

Nitrate reduction (G) is a biological process where nitrates are converted to
nitrogen gas. That’s part of the nitrogen cycle. If bacteria are reducing
nitrates, maybe they use oxygen? But I’'m not sure if that’s the main cause of
dead zones.

Hydrogen sulfide oxidation (H) would convert H2S to sulfate. Hydrogen sulfide is
a byproduct of decomposition, like in anaerobic conditions. Oxidation might
happen in the presence of oxygen, but I’m not sure how this leads to oxygen
depletion.

Carbonate weathering (J) is when rocks break down, releasing carbonates. This
affects water chemistry, maybe making it more alkaline. Not directly related to
oxygen depletion.

So putting it all together. Eutrophication (C) leads to algal blooms, which die
and decompose, consuming oxygen. That’s the classic cause of dead zones. The
other options don’t seem to directly cause oxygen depletion in this way. So the
answer should be C.

</think>

The environmental process responsible for oxygen depletion in water bodies,
leading to dead zones, is **eutrophicationxx. This occurs when excess nutrients (
e.g., nitrogen, phosphorus) enter water systems, causing algal blooms. When these
algae die and decompose, they consume oxygen, creating hypoxic "dead zones"
where aquatic life cannot survive. Other options, such as photochemical smog (air
pollution), biomagnification (toxin accumulation), or methane oxidation (gas
breakdown), do not directly cause oxygen depletion in this context.

\boxed{C}
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