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Abstract

Model merging aims to combine multiple mod-
els into one without additional training. Naı̈ve
parameter-space averaging can be fragile under
architectural symmetries, as their geometry does
not take them into account. In this work we show
that not only the geometry, but also the averaging
procedure itself, must be symmetry-invariant to
achieve symmetry-aware merges. Consequently,
we propose a general solution: merging as Fréchet
averaging, i.e. selecting parameters that minimize
a sum of geodesic distances on an appropriate
manifold. In this view, the key design choice is
the overall geometry, i.e. , the choice of metric,
manifold, and distance approximation, that deter-
mines what it means for two models to be “close.”
We show that Fréchet averaging, combined with
simplifying assumptions, contains Fisher merging.
Building on this, we examine the particular case
of low-rank adapters (LoRA), whose symmetries
induce a distinct geometry: that of a quotient man-
ifold. We outline the limitations of current LoRA
merging methods, propose a practical algorithm
for this setting, and show how they compare with
other commonly used approaches.

1. Introduction
Model merging aims to combine multiple trained networks
into a single model that preserves the union of their capa-
bilities while avoiding additional end-to-end training. This
objective is increasingly salient because modern workflows
routinely produce families of related models: different ran-
dom seeds and hyperparameters, domain- or task-specialists,
safety patches, preference updates, and personalized vari-
ants. Existing approaches broadly fall into two classes de-
pending on what resources they require at merge time.
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(1) Data-dependent methods. Some methods require
data and/or gradients at merge time and explicitly exploit
how parameters affect predictions on a dataset. A canonical
example is Fisher-weighted merging, which uses (approxi-
mate) Fisher information as parameter-importance weights
and can be motivated through Laplace/posterior approxi-
mations (Matena & Raffel, 2022). Other approaches incor-
porate data-dependent layerwise statistics, for instance via
regression-style normal equations derived from activation
covariances as in RegMean (Jin et al., 2025), or via task-
parameter subspaces estimated from data as in MaTS (Tam
et al., 2024). These methods can be strong when represen-
tative data is available but less applicable when data are
proprietary, inaccessible, or costly to process.

(2) Data-free methods. We focus on weight-only meth-
ods that operate purely in parameter space and remain de-
ployable when one only has checkpoints. This family of
methods includes weight-space averaging, such as model
soups (Wortsman et al., 2022), as well as task-vector com-
position rules, such as Task Arithmetic (Ilharco et al., 2023)
and interference-mitigating variants like TIES (Yadav et al.,
2023). Strikingly, when multiple models are full-rank fine-
tuned from the same pretrained initialization, these opera-
tions can often yield strong merged performance without
further training (Wortsman et al., 2022; Ilharco et al., 2023;
Matena & Raffel, 2022; Yadav et al., 2023).

Misalignment complicates adapter merging. However,
this success does not reliably transfer to models produced
via parameter-efficient fine-tuning (PEFT). Low-Rank Adap-
tation (LoRA) constructs specialists by learning low-rank
updates to selected matrices, yet weight-only merge rules
that behave benignly for full-rank fine-tunes can degrade
sharply when applied to LoRA specialists, even when all
specialists share the same base model (Stoica et al., 2024).
A central hypothesis advanced by Stoica et al. (2024) is that
this gap is fundamentally about alignment of task-updates.
By comparing pairwise centered kernel alignment (CKA)
of representations attributable to fine-tuning updates alone,
they find that full-rank fine-tuned models exhibit very high
CKA, while LoRA counterparts show substantially lower
CKA, suggesting that different LoRA task-updates process
inputs through misaligned subspaces. This misalignment
correlates with destructive interference under naive addi-
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Figure 1. Visual comparison of different model merging approaches, highlighting failure scenarios due to symmetry unawareness. Left:
Naive averaging steps off the orbit because it uses the wrong geometry. Right: Even worse, naive merging is ambiguous and lands on
different orbits depending on parameterization. Geodesic merging always stays on the same orbit as it uses a symmetry-invariant notion of
averaging.

tion or averaging and motivates an explicit alignment stage:
express task-updates in a shared basis (e.g., via an SVD con-
struction), then apply merge operators (e.g., Task Arithmetic
or TIES) in that aligned coordinate system.

What are we trying to align? Alignment, however, raises
a deeper question: alignment of what, exactly? Neural
network parameters are not canonical coordinates for func-
tions, and modern architectures have large symmetry groups
under which many distinct parameter settings implement ex-
actly the same input–output map. Classic examples include
neuron permutations (Ainsworth et al., 2022) and rescal-
ing symmetries in positively homogeneous networks (Dinh
et al., 2017). Transformers exhibit richer continuous sym-
metries: attention blocks admit high-dimensional GL(h)
gauge symmetries that generate directions along which the
network function (and even the loss) is unchanged (da Silva
et al., 2025). These symmetries can obscure both align-
ment analyses and alignment procedures. For low-rank up-
dates, the usual factorization introduces a GL(r) symmetry
(G,H) ∼ (GA−1, HA⊤) that preserves the product GH⊤,
so apparent misalignment can be partly a coordinate artifact.
Wang et al. (2025) found that just by applying one of these
GL(r) transformations, the performance of merged models
collapses. This suggests that to fix misalignment robustly,
we need distances and averages intrinsic to the space of
functions (or updates), not to an arbitrary parameterization.

In summary. Figure 1 illustrates the core geometric fail-
ure mode behind many weight-only merges under symmetry:
when multiple parameter settings represent the same under-
lying model, Euclidean averaging can (i) step off the orbit
because it measures “closeness” in the wrong geometry,
and (ii) become ambiguous because different but equivalent
parameterizations can yield different merged solutions.

Our solution: averaging on Riemannian manifolds. A
principled way to do this is to treat parameter space as a
quotient by the relevant symmetry group and define geo-
metric notions intrinsically on that quotient. da Silva et al.
(2025) develop this viewpoint for transformers, arguing that
symmetry can invalidate Euclidean geometric measures and
proposing symmetry-corrected objects on the quotient man-
ifold, mapped back to parameter space via horizontal lifts.

We ask whether the geometric methodology can be elevated
to a constructive principle for model merging:

Can we formulate merging as averaging on a Rie-
mannian manifold whose geometry leverages pa-
rameter space symmetries?

We develop GeoMerge, a geometric framework that treats
merging as computing a Fréchet mean in a chosen Rieman-
nian representation space. In this view, a merge method
amounts to geometric choices: (a) an appropriate parameter
manifold; (b) an appropriate metric; and (c) any equivalence
on the parameters we wish to choose. Weight-only merg-
ing uses representations and metrics computable without
data, while data-dependent merging uses metrics estimated
from activations, gradients, or curvature, linking merging to
information geometry. Our contributions are:

• Sections 2 and 3: We cast model merging as Fréchet
averaging on a Riemannian manifold and argue that, un-
der architectural symmetries, the correct objects live on
a quotient manifold, yielding invariance with respect to
gauge choices (Pennec, 2006; Boumal, 2023).

• Section 5: We connect importance-weighted merging,
specifically Fisher merging (Matena & Raffel, 2022),
to Fréchet objectives under information-geometric met-
rics, highlighting their symmetry non-invariance despite
employing a refined geometry, due to their symmetry-
unaware averaging mechanism.
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• Sections 4 and 6: Motivated by GL symmetries in
low-rank updates (LoRA, Hu et al., 2022) and attention
(da Silva et al., 2025), we develop quotient-compatible
primitives that yield symmetry-corrected merging algo-
rithms for low-rank factors. We illustrate geodesic merg-
ing for a small toy model in analytical form, then scale
up the algorithm to LoRA adapters for billion-parameter
scale models.

1.1. Other Related Work

Weight averaging and basin structure. Model soups
(Wortsman et al., 2022) show that averaging fine-tuned
checkpoints can improve accuracy without inference-time
overhead. A common explanation invokes flatness and (ap-
proximate) linear mode connectivity (Garipov et al., 2018;
Draxler et al., 2018), which makes Euclidean averaging
benign when solutions live in one convex-like region. Ge-
oMerge does not contradict this; rather, it asks what happens
when Euclidean geometry is not the correct notion of close-
ness, especially under symmetries.

Symmetries, quotient geometry, and deep learning.
Weight-space symmetries are known to invalidate naive Eu-
clidean notions of sharpness and flatness (Dinh et al., 2017).
da Silva et al. (2025) study the high-dimensional GL(h)
symmetries in transformers’ attention heads, and develop
symmetry-corrected sharpness measures on quotient mani-
folds (Boumal, 2023). We extend their quotient recipe by
studying Riemannian averaging operators and target model
merging rather than sharpness.

KnOTS and LoRA alignment. KnOTS (Stoica et al.,
2024) improves LoRA merging via joint SVD-based trans-
formations to better align low-rank updates before applying
existing merge rules. GeoMerge complements this; it lets
us see SVD-based alignment as a particular gauge fixing for
the GL(r) symmetries of low-rank factorizations, selecting
comparable representatives of the same underlying updates
before averaging.

2. Preliminary Definitions, Notation & Math
We consider T task fine-tuned adapters {θt}Tt=1 derived
from a common base model. We will define a geometric
merge on a (possibly quotient) parameter manifold M.

2.1. General Remarks

Riemannian manifolds, distance, and Exp/Log. A Rie-
mannian manifold is a pair (M, g), where M is a smooth
manifold and the metric g assigns to each p ∈ M an inner
product gp : TpM×TpM → R on the tangent space TpM
at p. For the tangent vectors ξ, ζ we write ⟨ξ, ζ⟩p := gp(ξ, ζ)

and ∥ξ∥p :=
√
⟨ξ, ξ⟩p.

A geodesic is a curve γ : [0, 1] → M that locally minimizes

length. Geodesic distance between two points p, q ∈ M is

dM(p, q) := inf
γ(0)=p, γ(1)=q

∫ 1

0

∥γ̇(t)∥γ(t) dt.

The exponential map Expp : TpM → M maps a tangent
vector ξ to the endpoint of the geodesic starting at p with
initial velocity ξ: Expp(ξ) := γξ(1) where γξ(0) = p,
γ̇ξ(0) = ξ. Its (local) inverse is the logarithm map
Logp : M → TpM satisfying Expp(Logp(q)) = q. These
mappings are later used to obtain the Fréchet mean.

Quotients induced by symmetries. Neural network pa-
rameterizations often admit symmetries: many distinct pa-
rameter settings encode the same function. A principled
way to enforce symmetry-invariance is to work on a quo-
tient manifold. Let M be a (total) manifold with a smooth
right action of a Lie group G:

Ψ : M×G → M, (p̄, G) 7→ p̄ ·G.

This action induces an equivalence relation p̄ ∼ q̄ if q̄ = p̄·G
for some G ∈ G. The quotient space is M := M/G; we
write [p̄] ∈ M for the orbit and π : M → M for the
projection π(p̄) = [p̄].

Vertical and horizontal spaces. At a point p̄ ∈ M, the
vertical space Vp̄M ⊂ Tp̄M is the tangent space to the orbit
through p̄, i.e. the set of infinitesimal symmetry directions.
If M has a Riemannian metric ḡ under which the action is
by isometries (metric is symmetry invariant), then we define
the horizontal space as the orthogonal complement w.r.t the
Riemannian metric ḡ

Hp̄M :=
(
Vp̄M

)⊥ ⊂ Tp̄M.

Tangent vectors in the quotient space are set-valued and
therefore inconvenient for numerical manipulation. Conve-
niently, horizontal vectors provide representatives of tangent
vectors on the quotient space: each ξ ∈ T[p̄]M has a unique
horizontal lift ξ̄ ∈ Hp̄M with dπp̄(ξ̄) = ξ (Absil et al.,
2008; Boumal, 2023).

Quotient distance as orbit alignment. If ḡ is G-invariant,
it induces a well-defined metric g on the quotient. The
resulting geodesic distance on M can be written as an orbit-
minimum:

dM
(
[p̄], [q̄]

)
= min

G∈G
dM̄
(
p̄, q̄ ·G

)
. (1)

We will refer to a minimizer (a symmetry transformation
that leads to the smallest geodesic distance)

G⋆(p̄; q̄) ∈ argmin
G∈G

dM̄
(
p̄, q̄ ·G

)2
(2)
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as an alignment (or gauge choice) of q̄ to p̄, and write the
aligned representative as q̄⋆ := q̄ ·G⋆(p̄; q̄). Even when q̄
and q̄⋆ are different points in M, they represent the same
quotient point: [q̄] = [q̄⋆]. Alignment implies horizontal
geodesics: whenever p̄ and q̄ are aligned, Logp̄(q̄) is hor-
izontal (see, e.g., Huckemann et al. (2010)), that is, the
points are connected by a horizontal geodesic that is always
perpendicular to orbits, i.e. γ̇(t) ∈ Hγ(t)M. This will be a
representation of the geodesic on the quotient space (which
is an abstract space) that we can work with numerically.

2.2. Low-rank updates and their symmetries.

A common PEFT primitive is a rank-r update to a weight
matrix. We consider updates of the form

∆W ∈ Rd1×d2 , rank(∆W ) = r.

This update form admits several factorizations, but we
consider two common parameterizations (Hu et al., 2022;
Mishra et al., 2013):

(A) Standard factorization (GL(r) symmetry). ∆W is
usually trained and stored as a factorization ∆W = GH⊤

with G ∈ Rd1×r
⋆ and H ∈ Rd2×r

⋆ (⋆ indicating full col-
umn rank), then for any A ∈ GL(r), (GA−1)(HA⊤)⊤ =
GH⊤ and we define the equivalence relationship

(G,H) ∼ (GA−1, HA⊤).

(B) Polar factorization (O(r) symmetry). Equivalently,
a rank-r matrix admits a polar factorization

∆W = UBV ⊤ (3)

where, U ∈ St(d1, r), V ∈ St(d2, r), B ∈ S++, and
St(d, r) = {U ∈ Rd×r : U⊤U = Ir} is the Stiefel mani-
fold and S++(r) the SPD manifold of rank r. This repre-
sentation has the (smaller) orthogonal symmetry group: for
any O ∈ O(r),

(U ,B,V ) ∼ (UO, O⊤BO, V O),

since (UO)(O⊤BO)(V O)⊤ = UBV ⊤. This O(r)-
quotient viewpoint is particularly convenient computation-
ally because geometric primitives like Exp, and Log either
admit exact expressions or accurate numerical routines.

The quotient geometry of the polar factorization. In the
main, we follow the construction from Mishra et al. (2013).
On S++ we will use the affine-invariant metric:

gB(ζB,ηB) = ⟨ζB,ηB⟩B := Tr
(
B−1ζBB−1ηB

)
where η, ζ ∈ TBS++ = {η = η⊤} and with closed-form
Riemannian exponential and logarithm:

ExpB(η) = B1/2 exp
(
B−1/2ηB−1/2

)
B1/2 , (4a)

LogB(C) = B1/2 log
(
B−1/2CB−1/2

)
B1/2 , (4b)

where expm(·) denotes the matrix exponential.

For the Stiefel factors, we deviate from Mishra et al. (2013)
and use the canonical Stiefel metric

⟨ζU ,ηU ⟩U = Tr

(
ζ⊤
U (I − 1

2
UU⊤)ηU

)
which has a better-behaved numerical routine for calculating
its Log (using the algorithm from Mataigne et al. (2024)).
Edelman et al. (1998) derived the exponential map: Given a
point U ∈ St(n, p) and a tangent vector ηU ∈ TUSt(n, p),
first create the compact QR factorization (I −UU⊤)η =
QR, with Q ∈ St(n, p), R ∈ Rp×p. Then, A := U⊤η
is skew-symmetric, i.e., A⊤ = −A. With these definitions,
the exponential mapping is

ExpU (η) =
(
U Q

)
exp

((
A −R⊤

R 0

))(
Ip
0

)
(5)

and becomes particularly efficient when p < n/2 which
is always the case for the LoRA adapters we will study —
typically (n = 4096)× (p = 16) matrices.

The projection onto the horizontal space is given by

ηhor = (ηU −UΩ, ηB − (BΩ− ΩB), ηV − V Ω),

with the skew-symmetric solution Ω given by the (numerical
solution) to the equation

B−1ΩB +BΩB−1 − Ω

=
1

2
(V ⊤ηV +U⊤ηU )− (B−1ηB − ηBB−1).

3. GeoMerge
We formulate model merging as computing a (possibly quo-
tient) Fréchet mean on a Riemannian manifold and derive a
practical, symmetry-invariant procedure via orbit alignment
and geodesic (Exp/Log) updates.

3.1. Fréchet averaging

The central object in our framework is the Fréchet mean:
given points x1, . . . , xT on a metric space (or Riemannian
manifold) (M, d) and weights wi ≥ 0 with

∑
i wi = 1, a

Fréchet mean is any minimizer of the Fréchet functional

µ⋆ ∈ arg min
µ∈M

Fµ = arg min
µ∈M

1

2

T∑
i=1

wid(µ, xi)
2. (6)

This definition is coordinate-free: it depends only on a
notion of distance that reflects what it means for two objects
(models, distributions, adapters) to be “close”. In Euclidean
space M = RD and d(µ, x) = ∥µ− x∥2, and (6) reduces
to weighted averaging; on curved spaces it produces an
intrinsic average that respects the underlying geometry.
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3.2. Why Fréchet means help in model merging

Casting merging as (6) yields three benefits. First, it cleanly
separates what we want (a geometry-respecting average)
from how we compute it (distance approximations and opti-
mization algorithms). Second, it makes invariances explicit:
if a symmetry acts by isometries, the induced distance is
symmetry-invariant and the merge is invariant by construc-
tion. Third, it unifies many existing merges as special cases
obtained by different choices of M and d (or approxima-
tions thereof), and it provides a principled way to derive new
merges by swapping in a more appropriate geometry. Addi-
tionally, we are not restricted to d2 averages: one could take
the Riemannian median (d1), or even the Huber mean (Lee
& Jung, 2025), which mixes elements of both.

3.3. Quotient manifolds imply symmetry invariance

Many model parameterizations are not identifiable: multiple
parameter settings represent the same intrinsic object due to
architectural symmetries (permutations, scalings, low-rank
gauge freedoms). Let a Lie group G act on a total space
(M, ḡ) by isometries. The intrinsic space is the quotient
M := M/G whose points are equivalence classes [p̄] =
{p̄ ·G | G ∈ G}. The quotient distance can be written as an
orbit-minimum:

dM
(
[µ̄], [p̄]

)
= min

G∈G
dM̄
(
µ̄, p̄ ·G

)
. (7)

Because the action is isometric, dM is well-defined and
independent of representatives. Consequently, the Fréchet
objective on the quotient,

∑
i dM([µ̄], [p̄i])

2, is invariant to
reparameterizations within each orbit: the merge depends
only on intrinsic content, not on a particular gauge choice.
This is the mathematical sense in which quotient GeoMerge
is symmetry-invariant by construction.

3.4. Generalization via geometry: a menu of aligned
distances

A key advantage of the geometric formulation is that we can
choose distances that are (i) appropriate for the object being
merged and (ii) consistent with desired invariances.

Distribution-space geometries. When models are viewed
as distributions (or predictive conditionals), the Fisher
metric induces the Fisher–Rao geodesic distance; Fisher
merging can be interpreted as a tractable approximation
to Fréchet averaging under this geometry (via a Gaus-
sian/Laplace approximation and a quadratic localization).
Related divergences can serve as substitutes or bounds: for
instance, symmetrized Jensen divergences provide upper
bounds on Fisher–Rao distance, offering alternative (though
not always tractable) objectives.

Adapter-space geometries. For low-rank adapters, the
intrinsic object is naturally a quotient, and we can equip
the total space with a product metric that respects the O(r)
gauge symmetry. As mentioned in Section 2, we use the
canonical Stiefel metric for the Stiefel factors, and the affine-
invariant metric for the SPD factor.

Once a metric is chosen, its induced distance is automati-
cally “aligned” with the constraints and symmetries encoded
by the manifold/quotient structure.

3.5. Computing Fréchet means: the algorithmic recipe

Computing (6) generally requires three ingredients: (i) a
way to evaluate or approximate dM, and/or (ii) access to
the exponential and logarithm maps Expµ : TµM → M
and Logµ : M → TµM, and (iii) an optimization scheme.
A standard approach is Riemannian gradient descent on the
Fréchet functional. When Logµ(xi) is well-defined (e.g.
within a geodesically convex neighborhood), the Rieman-
nian gradient takes the simple form

gradF (µ) = −
T∑

i=1

wi Logµ(θi), (8)

leading to the update

µt+1 = Expµt

(
αt

T∑
i=1

wi Logµt
(θi)
)
, (9)

with step size αt > 0. If an exact closed-form for dM is
available and differentiable, one can also differentiate (6)
directly; otherwise (9) provides a practical route whenever
Exp/Log (exact or approximate) are available.

3.6. Quotient GeoMerge: alignment & horizontal
descent

Intuition. Figure 2 provides a schematic for quotient
GeoMerge: the same intrinsic model/update can admit mul-
tiple equivalent representatives, and naı̈vely merging un-
aligned representatives can produce a result that is not rep-
resentative of any sensible intrinsic average. Quotient Ge-
oMerge resolves this by first aligning each input via the
orbit-minimization step (selecting the best symmetry trans-
formation), then performing the averaging update using only
the resulting horizontal comparison directions.

Algorithm. Practically, we implement quotient Fréchet
descent by alternating:

1. Alignment (orbit minimization). For a current repre-
sentative µ̄t ∈ M̄, choose alignments

G⋆
i (µ̄t) ∈ argmin

G∈G

1

2
dM̄
(
µ̄t, θ̄i ·G

)2
,

θ̄⋆i (µ̄t) := θ̄i ·G⋆
i (µ̄t).

(10)

5



Generalizing the Geometry of Model Merging

θ1

θ 2

Original models
Aligned models
Naive merge
Geodesic merge
Gauge alignment

Figure 2. Geodesic merging in a toy two-parameter setting with
a scaling symmetry. The two original checkpoints (•) are distinct
models. Each admits infinitely many gauge-equivalent represen-
tatives obtained by moving along its symmetry orbit (shown as
gauge-alignment motion; dashed). Averaging parameters in the
ambient coordinates yields a merge (×) that depends on the cho-
sen representatives and can drift to a different orbit, producing a
coordinate-dependent result. GeoMerge instead aligns orbits (■)
and then averages intrinsically via a horizontal geodesic update,
yielding the symmetry-consistent merged point (⋆).

2. Intrinsic averaging in the total space. Compute
total-space logarithms ηi := Logµ̄t

(θ̄⋆i (µ̄t)) ∈ Tµ̄tM̄,
which is guaranteed to be horizontal (in orthogonal
complement of the group orbit directions) at θ̄⋆i (µ̄t),
and update

µ̄t+1 = Expµ̄t

(
αt

T∑
i=1

wi ηi

)
. (11)

Intuitively, alignment removes gauge mismatch so that log-
arithms compare like-with-like, and as it is horizontal we
ignore directions that correspond purely to changing repre-
sentatives rather than changing the intrinsic quotient point.

4. GeoMerge: A Toy Problem
We analyze a minimal two-layer linear model with a scal-
ing symmetry to make the symmetry-induced failure modes
of naı̈ve parameter averaging concrete and to illustrate Ge-
oMerge as quotient/geodesic merging in closed form.

A two-layer linear network with a scaling gauge. We
start with the smallest setting where a continuous architec-
tural symmetry already makes “parameter-space averaging”
ill-posed. Consider a scalar two-layer linear network

fθ(x) = θ2θ1x, θ = (θ1, θ2) ∈ M := (R⋆)2 (12)

where R⋆ := R \ {0}. This parametrization has a multi-
plicative gauge symmetry: for any a ∈ R⋆,

(θ1, θ2) · a := (a θ1, θ2/a),

and fθ·a ≡ fθ since the predictor β(θ) := θ1θ2 is invariant
under the action. Thus the intrinsic object is the orbit [θ] ∈
M := M/R⋆.

A symmetry-invariant metric (scalar specialization of
the GH⊤ metric). To respect the scaling symmetry, we
equip M with the scalar version of the symmetry-invariant
metric proposed for (G,H)-type parameters by da Silva
et al. (2025):

g(θ1,θ2)
[
(η1, η2), (ζ1, ζ2)

]
:= θ22 η1ζ1 + θ21 η2ζ2, (13)

with (η1, η2), (ζ1, ζ2) ∈ TθM̄ ∼= R2. A direct calculation
shows the group action acts by isometries under g (so the
quotient M inherits a well-defined metric).

Vertical vs. horizontal directions. Let a = exp(s) and
differentiate the group action at s = 0 to obtain the vertical
(orbit) direction v(θ) := d

ds

∣∣
s=0

(θ · es) = (θ1, −θ2).
The horizontal space is the g-orthogonal complement of
span{v(θ)}, i.e. η = (η1, η2) is horizontal iff

gθ
[
η, v(θ)

]
= 0 ⇐⇒ η1

θ1
=

η2
θ2

. (14)

Intuitively, horizontal motion changes the intrinsic predictor
w = θ1θ2, while vertical motion changes only the represen-
tative (the gauge).

Horizontal geodesics make the predictor evolve lin-
early. In this toy geometry, geodesics admit a closed
form. Writing γ(t) = (θ1(t), θ2(t)) with initial velocity
γ̇(0) = (η1(0), η2(0)), one obtains

θ1(t) = θ1(0)
√
1 + 2 η1(0) θ1(0)−1t,

θ2(t) = θ2(0)
√
1 + 2 η2(0) θ2(0)−1t.

(15)

If the initial velocity is horizontal, (14) implies η1(0)/θ1(0) =
η2(0)/θ2(0) =: B, and then the ratio θ1(t)/θ2(t) = θ1(0)/θ2(0)
is fixed, and

β(t) := θ1(t)θ2(t) = θ1(0)θ2(0)
(
1 + 2Bt

)
. (16)

Thus, once two points are gauge-aligned so that a horizontal
geodesic connects them, the intrinsic interpolation is simply
linear in predictor space.

Quotient distance reduces to predictor distance (after
alignment). Because the action is isometric, the quotient
distance can be written as an orbit-minimum:

dM
(
[θ], [κ]

)
= min

a∈R⋆
dM
(
θ, κ · a

)
.

In this toy model, choosing a so that θ and κ · a lie on
the same horizontal geodesic (i.e. they share the same ratio
θ1/θ2 and lie in the same connected component/quadrant)
yields a closed-form distance that depends only on the in-
variant predictors:

dM
(
[θ], [κ]

)
∝
∣∣w(θ)−w(κ)

∣∣ =
∣∣ θ1θ2−κ1κ2

∣∣. (17)
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GeoMerge becomes “average the predictors”. Given
checkpoints θ(1), . . . , θ(N), define wi := w(θ(i)) =

θ
(i)
1 θ

(i)
2 . With (17), the quotient Fréchet objective becomes

µ⋆ = arg min
[µ]∈M

1

2

T∑
i=1

dM
(
[µ], [θ(i)]

)2
= argmin

w∈R

1

2

T∑
i=1

(w − wi)
2,

so the merged intrinsic predictor is simply w⋆ =
1
T

∑T
i=1 wi. Mapping back to parameters corresponds to

choosing any representative µ = (µ1, µ2) with µ1µ2 = w⋆;
this is exactly “pick a gauge” (e.g. enforce µ1 = µ2 =√

|w⋆| with a consistent sign choice).

Why this toy problem matters: a symmetry-induced
pathology of Fisher/Euclidean averaging. Take two
checkpoints that are the same function but different repre-
sentatives, e.g. θ(2) = θ(1) · (−1) = (−θ

(1)
1 ,−θ

(1)
2 ). Naı̈ve

Euclidean averaging gives (θ(1) + θ(2))/2 = (0, 0), which
does not even lie in M̄ and corresponds to the zero pre-
dictor. Moreover, in this toy setting, Fisher-weighted aver-
aging exhibits the same failure mode: because the Fisher
can coincide for θ(1) and θ(2) while the parameters can-
cel, the merged parameters collapse to (0, 0). In contrast,
GeoMerge works on the quotient where [θ(1)] = [θ(2)] and
hence dM([θ(1)], [θ(2)]) = 0. We provide a quick derivation
of the Fisher information matrix in Section A.

5. Relation of GeoMerge to Fisher Merging
We connect Fisher merging (Matena & Raffel, 2022), a
widely used merging method, to GeoMerge by showing how
it arises as tractable approximations to the Fréchet objective
with an information-geometric distance.

Given inputs {xj}Tj=1 and a conditional model pθ(y | x),
the estimated diagonal Fisher at parameters θ is

F̂θ :=
1

N

N∑
j=1

Ey∼pθ(y|xj)

[(
∇θ log pθ(y | xj)

)⊙2
]
,

where (·)⊙2 denotes elementwise squaring. Given mod-
els θ1, . . . , θT with corresponding diagonal Fishers F̂θi ∈
RD, Fisher merging computes a per-coordinate precision-
weighted average:

θ⋆Fisher =

(
T∑

i=1

(
F̂θi ⊙ θi

))
⊘

(
T∑

i=1

F̂θi

)
,

with ⊙ (⊘) denoting elementwise multiplication (division).
This weighting is often motivated probabilistically, by a
Laplace (Gaussian) approximation to each model’s parame-
ter posterior (Matena & Raffel, 2022).

Through the geometric lens of GeoMerge, we obtain a com-
plementary view: Fisher merging arises by replacing an
analytically intractable Fréchet objective under the Fisher–
Rao geometry with a tractable local quadratic surrogate.

Concretely, view each checkpoint θi as specifying an (ap-
proximate) Gaussian distribution over parameters qi(ϑ) ≈
N
(
θi, F

−1
i

)
, where Fi denotes (an estimate of) the Fisher

at θi. Consider the statistical manifold G of Gaussians
equipped with the Fisher information metric (the canon-
ical metric in information geometry (Amari & Nagaoka,
2000)), whose induced geodesic distance we denote by dFR
(Fisher–Rao distance). A more principled merge is then the
Fréchet mean of {qi}Ti=1:

q⋆ ∈ argmin
q∈G

1

2

T∑
i=1

dFR(q, qi)
2. (18)

While dFR between general Gaussians is not analytically
available, it admits simple closed forms on two important
submanifolds: (i) for fixed covariance, it reduces to a Maha-
lanobis distance in the mean; and (ii) for fixed mean, it re-
duces to a standard SPD distance in the covariance/precision
(equivalently, an affine-invariant/log-Euclidean form).

An upper bound that yields Fisher merging. Restrict the
candidate to the Laplace family q(ϑ) = N (θ, F−1) with
free mean θ and (possibly) free precision F . For each i,
introduce the intermediate Gaussian q̃i(ϑ) := N

(
θ, F−1

i

)
,

which shares covariance with qi and shares mean with q. By
the triangle inequality for dFR and the elementary bound
(a + b)2 ≤ 2(a2 + b2), we obtain (see, e.g. Pinele et al.
(2020) for derivations of these distances)

dFR
(
qi, q

)2 ≤ 2 dFR
(
qi, q̃i

)2
+ 2 dFR

(
q̃i, q

)2
= 2 (θ − θi)

⊤Fi(θ − θi) + 2 dSPD

(
Fi, F

)2
,

where dSPD denotes the canonical geodesic distance on
SPD (e.g. induced by the affine-invariant metric). Crucially,
the first term in the equation above is a quadratic (Maha-
lanobis) distance in parameter space, and the second term
depends only on the choice of F (not on θ).

If we are just concerned with a pointwise estimate and
simply drop the covariance term, then minimizing (18) can
be approximated by the quadratic surrogate

θ⋆ ∈ argmin
θ

T∑
i=1

(θ − θi)
⊤Fi(θ − θi). (19)

The objective (19) is strictly convex when
∑

i Fi ≻ 0 and
has the closed-form minimizer

θ⋆ =
( T∑

i=1

Fi

)−1( T∑
i=1

Fi θi

)
, (20)
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Method Framework Normalized Accuracy (%) Avg.
SNLI MNLI SICK QNLI RTE SciTail

TA KnOTS 93.57 95.28 87.96 68.71 100.0 96.73 90.38
GeoMerge 91.416 92.159 90.274 83.749 100.00 93.665 91.877

Table 1. Merged-model performance on NLI tasks for Llama-3 8B. We report normalized accuracy,
which is the ratio of the accuracy of the merged model on each dataset to that of the original LoRA
adapters.

which is exactly Fisher merging (with Fi replaced by the
chosen Fisher approximation, e.g. diagonal Fisher).

6. Experiments
While we believe our main contribution to be conceptual, we
empirically validate our approach on a small experimental
setup from Stoica et al. (2024), as a proof of concept.

Benchmark: LoRA specialists on Llama 3 8B for NLI
Following prior work (Stoica et al., 2024), we consider six
LoRA-adapted specialists derived from the same Llama 3
8B base model, each fine-tuned on a different NLI dataset:
SNLI, MNLI, SICK, QNLI, RTE, and SciTail. We compare
directly with algorithms proposed to mitigate this misalign-
ment, i.e., KnOTS. While KnOTS typically uses either TIES
or DARE-TIES to complement their merging pipeline, we
compare directly with KnOTS without those extra elements;
we aim to test how well our proposed alignment procedure
performs against other baseline alignments. We use the
simple Task Arithmetic for all our models (Ilharco et al.,
2023).

Metrics. We report the normalized accuracy on each NLI
dataset, defined per task as the merged model accuracy
divided by the corresponding specialist accuracy. We sum-
marize results using the average normalized accuracy across
tasks.

6.1. Results and discussion

Table 1 summarizes NLI merging results on Llama 3 8B:
per-task normalized accuracy and average normalized ac-
curacy. We consistently outperform KnOTS across all the
datasets studied. Notably we do this with a much lower
effective rank: when merging T tasks of rank r, KnOTS
returns a merged weight that has rank equal to Tr, whereas
our rank stays at r. In our experiments, this means that
we outperform KnOTS with 1

6 of the rank, suggesting Ge-
oMerge makes better use of the available weight capacity.

7. Remarks, Limitations & Future Work
While KnOTS operates on the full weight matrix space,
i.e., directly on the ∆W s, and hence could reasonably be
expected to be as fully symmetry invariant as it is possible to
be, we posit that the difference in performance comes from
the fact that the underlying geometry, once the symmetries
are fully accounted for, is non-Euclidean and as such has
curvature corrections not captured by KnOTS.

Currently, our method operates on a fixed rank given by
the initial rank r. While this yields acceptable results, this
limits the applicability of our method. Rank increasing op-
erations can be incorporated into our method, but we leave
that to future work as a direct extension of this work. Most
merging methods in a PEFT setting use one of TIES or
DARE-TIES as an add-on to a baseline merging/alignment
procedure. This is not yet integrated into our framework.
TIES and DARE-TIES, since they rely on parameter mag-
nitudes and signs, are inherently coordinate-dependent pro-
cedures, whereas we take a completely coordinate-agnostic
perspective. We leave this integration to future work.

8. Conclusion
GeoMerge proposes an alternative, geometric view on
model merging by treating it as computing a Fréchet mean
under an explicit geometry, rather than an arbitrary average
in parameter space. This perspective directly addresses ar-
chitectural and parameterization symmetries: when models
live on orbits of equivalent representations. By operating on
the appropriate manifold via orbit alignment and geodesic
updates, our merges are symmetry-consistent by construc-
tion and grant access to the deeper geometric structure of
parameter space.

Our framework also yields practical algorithms and connec-
tions to prior work. We show how Fisher-weighted merg-
ing arises as a tractable approximation to an information-
geometric Fréchet objective, and we instantiate geometric
merging for LoRA adapters where symmetries are unavoid-
able. Empirically, on LoRA specialists for NLI (Llama
3 8B backbone), GeoMerge improves over KnOTS while
preserving the original adapter rank.
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Impact Statement
This paper presents work whose goal is to advance the field
of machine learning. There are many potential societal
consequences of our work, none of which we feel must be
specifically highlighted here.
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(Supplemental Material)

A. Fisher Information Matrix for the Toy Model
We consider the regression model defined by the function f(x;θ) = θ1θ2x. The observed data consists of n pairs
{(xi, yi)}ni=1, and we assume additive Gaussian noise with variance σ2. The model is given by:

yi = θ1θ2xi + ϵi, ϵi ∼ N (0, σ2) (21)

The parameter vector is θ = [θ1, θ2]
⊤. The log-likelihood function ℓ(θ) for the observations is:

ℓ(θ) = −n

2
log
(
2πσ2

)
− 1

2σ2

n∑
i=1

(yi − θ1θ2xi)
2 (22)

The score function is the gradient of the log-likelihood with respect to the parameters, ∇θℓ(θ). The partial derivatives are:

∂ℓ

∂θ1
=

1

σ2

n∑
i=1

(yi − θ1θ2xi)(θ2xi) (23)

∂ℓ

∂θ2
=

1

σ2

n∑
i=1

(yi − θ1θ2xi)(θ1xi) (24)

The Hessian matrix H consists of the second-order partial derivatives:

∂2ℓ

∂θ21
= − 1

σ2

n∑
i=1

θ22x
2
i (25)

∂2ℓ

∂θ22
= − 1

σ2

n∑
i=1

θ21x
2
i (26)

∂2ℓ

∂θ1∂θ2
=

1

σ2

n∑
i=1

(yixi − 2θ1θ2x
2
i ) (27)

The Fisher Information Matrix (FIM), I(θ), is defined as the negative expectation of the Hessian matrix:

I(θ) = −E [H] (28)

We compute the expectation of the mixed partial derivative term using the relation E[yi] = θ1θ2xi:

E

[
∂2ℓ

∂θ1∂θ2

]
=

1

σ2

n∑
i=1

(θ1θ2x
2
i − 2θ1θ2x

2
i ) = − 1

σ2

n∑
i=1

θ1θ2x
2
i (29)

Let Sxx =
∑n

i=1 x
2
i . The Fisher Information Matrix is therefore:

I(θ) = Sxx

σ2

[
θ22 θ1θ2
θ1θ2 θ21

]
(30)

Note that det(I(θ)) = 0, indicating that the matrix is singular and the parameters θ1 and θ2 are unidentifiable as already
pointed out.
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