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ABSTRACT

This paper addresses the critical challenges of hyperparameter tuning and com-
munication efficiency in federated learning (FL). Despite recent advancements
in parameter-free FL algorithms such as PAdaMFed, significant communication
overhead remains a major obstacle to their practical deployment. To tackle these
challenges, we propose a novel communication-efficient parameter-free FL algo-
rithm ParFreFL that halves the communication requirements of PAdaMFed while
preserving its parameter-free property. Building on this foundation, we introduce
a compressed variant, ComParFreFL, which unifies the momentum increment and
error feedback into a single parameter, effectively handling biased compression
while maintaining the minimal communication cost. Notably, ComParFreFL also
operates independent of the compression ratio, representing the first instance of
such robustness in the compressed FL literature to our knowledge. Theoreti-
cally, our methods are proven to handle arbitrary data heterogeneity, partial client
participation, and achieve linear speedup with respect to both local updates and
participating clients. Extensive empirical evaluations demonstrate that our ap-
proaches match or surpass the performance of carefully tuned alternatives while
significantly reducing communication overhead, making FL more accessible and
deployable in dynamic, resource-constrained environments.

1 INTRODUCTION

Tuning-free optimization has emerged as a promising research direction in machine learning, ad-
dressing one of the most fundamental challenges in modern optimization: the selection of algorithm
hyperparameters (Khaled & Jinl [2024; |Attia & Koren, 2024). Traditional optimization methods
often rely heavily on carefully chosen hyperparameters, such as learning rates, momentum coeffi-
cients, and regularization terms, which typically require domain expertise, substantial computational
resources, and meticulous trial-and-error adjustments. This process is not only time-consuming but
also often yields suboptimal performance, particularly with diverse or evolving datasets. To address
these challenges, the development of “tuning-free” or “problem-parameter-free” optimization strate-
gies has gained significant attention. These methods adapt dynamically to the intrinsic properties of
the problem, offering more streamlined and reliable performance (Kreisler et al., [2024; Yang et al.}
2023). Recent advances in this area have demonstrated promising results across various domains,
including nonconvex optimization |Li et al.|(2024), min-max problems (Huang et al.l|2024b)), bilevel
optimization (Yang et al.,[2024)), and Riemannian optimization (Dodd et al.,|2024), highlighting the
versatility and potential of parameter-free approaches.

Within this broader context, federated learning (FL) (McMahan et al) [2017) presents a particu-
larly compelling and challenging use case for tuning-free optimization. As a distributed learning
paradigm, FL enables collaborative model training across decentralized clients while preserving
data privacy by maintaining data locality. However, the inherent heterogeneity in data distribu-
tions, computational resources, and network conditions across clients poses significant challenges
to traditional hyperparameter tuning approaches (Karimireddy et al.l 2020b; |Cheng et al., [2024).
In compressed FL settings, dependence on problem-specific parameters—such as learning rates,
momentum coefficients, and compression ratios—further compounds these challenges, impeding
scalability, adaptability, and deployment efficiency (Huang et al., 2024a; [Li & Li} 2023} [Haddad-
pour et al.l 2021). Consequently, parameter-free optimization strategies offer a promising avenue
for enhancing the practical applicability of FL in real-world heterogeneous environments.
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Prior work has investigated adaptive methods to alleviate the tuning burden in FL. FedAdam and
FedYogi (Reddi et al., 2020) directly implement server-side adaptive optimization but necessitate
the transmission of additional optimizer states. FedOpt (Asad et al., |2020) establishes a general
framework for incorporating various adaptive server optimizers. Local adaptive methods such as
FedLion (Tang & Chang|, |2024), maintain client-side adaptive states to reduce communication over-
head while preserving the benefits of adaptivity. Recent investigations have explored hybrid ap-
proaches: FedAGM (Ba et al, 2024) integrates global momentum with local adaptivity, whereas
FAdamGC (Chen et al., [2025) employs adaptive gradient scaling to address non-IID data. Although
these methods demonstrate superior performance, they remain dependent on problem-specific hy-
perparameter tuning that significantly influences both convergence and generalization performance.

Recent advancements in parameter-free FL algorithms have been marked by the development of
PAdaMFed (Yan et al.,|2024), a pioneering approach that eliminates the requirement for manual tun-
ing of problem-specific hyperparameters. Despite its theoretical significance, PAdaMFed’s practical
deployment is constrained by substantial communication overhead. Specifically, the algorithm ne-
cessitates transmitting two model-sized variables between clients and the central server during both
upload and download phases of each communication round, thereby doubling the communication
burden relative to conventional FedAvg-based approaches. These limitations underscore the critical
importance of communication efficiency in parameter-free FL, where reducing transmission costs
is essential for achieving scalability. However, integrating compression—a prevalent method for
reducing communication volume—into the PAdaMFed framework presents significant challenges.
The simultaneous compression of two variables introduces coupled compression errors that create
theoretical complexities, complicate convergence analysis, and potentially destabilize the learning
process.

1.1 MAIN CONTRIBUTIONS

In this paper, we address these challenges by proposing a novel communication-efficient Parameter-
Free FL algorithm, ParFreFL, that halves the communication requirements of PAdaMFed while
preserving its parameter-free property. Building on this foundation, we further introduce ComPar-
FreFL, a compressed variant that unifies momentum increment and error feedback into a single
parameter, effectively handling biased compression while maintaining the minimal communication
cost. Our main contributions are summarized below.

* We propose ParFreFL, a communication-efficient parameter-free FL algorithm that halves
the communication burden of existing PAdaMFed-based approaches by transmitting only
a single model-sized parameter per update. All learning rates in ParFreFL are explicitly
determined based solely on predefined system constants, eliminating the need for hyper-
parameter tuning. Comprehensive theoretical analysis demonstrates that ParFreFL main-
tains state-of-the-art convergence properties while effectively handling arbitrary data het-
erogeneity and partial client participation. Notably, ParFreFL achieves superior commu-
nication complexity compared to PAdaMFed, requiring O(e~2) communication rounds to
achieve an accuracy of E|| f(0)| < ¢, whereas PAdaMFed requires O(e~?) rounds.

* Building on this foundation, we develop ComParFreFL, a compressed variant that fur-
ther enhances the communication efficiency of parameter-free FL. ComParFreFL effec-
tively handles biased compression while maintaining the minimal communication cost of
ParFreFL. This is achieved through a novel compression mechanism that unifies momen-
tum increment and error feedback into a single parameter, allowing efficient management
of compression bias while preserving parameter-free property. Our theoretical analysis
demonstrates that, with sufficiently large 7', ComParFreFL achieves the same convergence
order as the full-transmission algorithm ParFreFL. Notably, ComParFreFL also operates
independently of the compression ratio, enabling clients to dynamically adjust their com-
munication schemes in response to changing network conditions, further enhancing the
practicality and adaptability of our approach.

* We conduct comprehensive empirical evaluations on deep learning tasks using real-world
datasets. The numerical results demonstrate that our approaches consistently outperform
state-of-the-art compressed FL algorithms in runtime efficiency, even when competing al-
gorithms are well-tuned. This improvement can be attributed to the acceleration provided
by our momentum mechanism and the per-step adaptation of effective stepsizes.
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2 COMMUNICATION-EFFICIENT PARAMETER-FREE FL

Algorithm 1 ParFreFL: Parameter-Free Federated Learning

1: Require: Initial model 6%, m; ' = + f;ol VF (00;5;1’k) and ¢; ' = m; ! for any i,
1

c 1= ~ > . Ci L learning rates 7 and y, and momentum parameter

2: fort=0,---,T—1do

3:  Central Server: Uniformly sample clients S; C {1,--- , N} with |S;| = S

4:  for eachclients € S; in parallel do

5: Receive 6" and initialize /" = 6"

6: fork=1,--- /K do

7: Compute mfk =(1- 5)mf-_1 + BVF (Ofkffk)
t,k

8: Update local model OE’kH = Of’k -n ||ZtAH

9: end for 1

10: Upload m! = £ 3, mi" (m! =m! " fori ¢ S;)

11:  end for

Central server:
12: Setct=mlifi €S, and ¢ = cl ! otherwise
13:  Aggregate control variate ¢! = ¢'~! + & Y5 (¢l — i 7Y)
) t_ 1 ¢ i1 t—1
14: Compute g' = 5 > cs, (ct—c™) +¢c

t

15:  Update global model 8*+! = §* — fym

16:  Download 8'1! to all clients
17: end for

2.1 PROBLEM FORMULATION

We consider the standard FL setting where a central server coordinates model training across N
distributed clients. The global objective is to minimize:

min f(6) := § XL, fi(6)  where  fi(6) := Eg.p, [F (8:4:)]

Here, 8 € R? represents the global model parameters, and f(8) denotes the global objective func-
tion averaged across all clients. Each client ¢ € [N] has a local objective function f;(), defined as
the expected loss over its local data distribution D;. The local loss function F'(0; &;) computes the
model’s performance on data sample &; drawn from distribution D;.

The key challenge in FL lies in solving this optimization problem in a distributed manner while
addressing the following constraints:

1. Data Heterogeneity: The local data distributions D; can vary significantly betweenn
clients, resulting in non-i.i.d. data.

2. Communication Efficiency: Limited communication resources between clients and the
central server necessitate techniques to reduce communication overhead.

3. Algorithm Tuning: Proper calibration of algorithmic parameters (learning rates, momen-
tum coefficients, and compression rates) is critical to ensure convergence, particularly in
dynamic and heterogeneous environments.

This paper presents a unified FL framework that addresses these challenges, enabling large-scale,
privacy-preserving model training across distributed and heterogeneous datasets.

2.2 DEVELOPMENT OF PARFREFL

In this subsection, we propose ParFreFL, a communication-efficient parameter-free FL algorithm
outlined in Algorithm[I] This algorithm specifically addresses the key challenges of hyperparameter
tuning, data heterogeneity, and partial client participation in federated environments.



Under review as a conference paper at ICLR 2026

Eliminating Hyperparameter Tuning. ParFreFL eliminates the need for manual tuning of algo-
rithmic hyperparameters, a significant bottleneck in traditional FL approaches. In standard gradient-
descent-based optimization, learning rates must be sufficiently small to accommodate gradient mag-
nitudes determined by the smoothness constant L. Excessive stepsizes can cause overshooting
and instability. In the FL setting, algorithm performance typically depends on additional problem-
specific parameters, further complicating hyperparameter tuning. For instance, MIME (Karimireddy
et al.l2020a)) requires a complex learning rate configuration dependent on the smoothness constant
L, initial optimality gap A, stochastic gradient variance o2, and heterogeneity bound o7. Similarly,
FedSPS (Sohom Mukherjee, 2024) requires prior knowledge of local loss function lower bounds
and L, while SCAFFOLD-M’s (Cheng et al.||2024) stepsizes depend on multiple parameters includ-
ing L, A, 02, and + 3, [|[Vf(6o)|*. Estimating these parameters in federated settings is highly
challenging and typically requires extensive trial-and-error processes.

ParFreFL addresses these challenges through gradient normalization at both local and global lev-
els (Lines 7 and 14, Algorithm [T). This normalization ensures stepsize independent of gradient
magnitude, eliminating reliance on the smoothness constant L and other problem-specific parame-
ters. However, gradient normalization alone is insufficient for stochastic optimization as it discards
magnitude information. This limitation can lead to suboptimal updates when randomness in sam-
ple selection causes descent directions to be dominated by gradients from larger mini-batches that
may not align with the true descent direction (Yang et al., 2023)). To overcome this issue, ParFreFL
incorporates a momentum term ! in the local update (Line 6, Algorithm . This momentum ac-
cumulates historical gradient information, smoothing stochastic gradient noise and promoting more
consistent descent directions. By combining gradient normalization with momentum, ParFreFL
eliminates hyperparameter tuning while ensuring stability and robust convergence across diverse
settings.

Handling Arbitrary Heterogeneous Data. ParFreFL demonstrates robust performance with arbi-
trarily non-i.i.d. data across clients, a significant challenge in FL. We address this through a novel

control variate design that incorporates both stochastic gradients and momentum. The local con-
trol variate is defined as: ¢t = m! = (1 — g)m!™' + £, VF (Hf’k; {f’k) The global descent

direction is then given by:
9=+, (A= BmT + £, VF (01767 ) =7 ) + e,

The aggregation rule for the global control variate (Line 12, Algorithm ensures that ¢! = % > c
always holds. Let m' := - >, m! = &+ 3. ((1 - B)ymit + £, VF (HE’k; Efk)) represent

the global descent vector under full client participation. Since ¢! = m! holds for all 7 and ¢, we can
bound the gradient deviation due to partial client participation by:

Bllm' — o' < & 5,5 it - 455,98 (05:)|

which depends solely on discrepancies between stochastic gradients and momentum at each client,
eliminating the need for bounds on cross-client data heterogeneity.

Accommodating Partial Participation. ParFreFL efficiently handles partial client participation, a
common scenario in FL where only a subset of clients S; participate in each communication round.
This is achieved by incorporating control variate discrepancies ¢!~ ! — ¢t~ (Line 13, Algorithm

)

into global updates, following the SCAFFOLD design (Karimireddy et al., 2020b)).

2.3 COMPARISONS WITH PADAMFED

PAdaMFed requires the transmission of two model-sized parameters during both upload and down-
load processes. The uplink transmissions include 67 and ¢! := = VE(0L%; ¢9), where
GE’K is used to compute accumulated local gradients + >, 5, (0" — Gf’K) that determine the global

descent direction. Additionally, ¢! updates the global control variate ¢! and global momentum g°.
For downlink, the updated global model 8**! and combined global control variate and momentum
Bt + (1 — B)g! are transmitted to clients.

In contrast, ParFreFL reduces communication overhead by half through two key modifications:
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1) Distinct Descent Direction. In ParFreFL, the global model is updated along the global momen-
tum vector g¢, which is computed from the control variates citi € S;. Consequently, the server no

longer requires access to the local models OE’K, thereby reducing uplink communication costs by
half. Notably, the direction of g¢ differs from the accumulated local descent directions employed in
PAdaMFed, resulting in distinct descent directions for local and global updates.

2) Client-Specific Momentum. ParFreFL implements client-specific momentum that accumulates
only local historical gradient directions. In contrast, PAdaMFed employs globally aggregated mo-
mentum that requires server-to-client broadcast, incurring additional communication overhead.

These modifications, however, introduce additional challenges for theoretical analysis. The discrep-
ancies between global and local descent directions and the use of client-specific momentum must be
carefully managed to preserve the convergence properties of PAdaMFed.

2.4 THEORETICAL RESULTS

The convergence analysis of ParFreFL is based on the following assumptions:
Assumption 1 (L-Smoothness). For any i € [N], the local loss function f;(-) is L-smooth that

IV£: () = Vi (0" < LIlo—0'll, V6,0 € R

Assumption 2 (Stochastic Gradient). The stochastic gradients are unbiased estimators with
bounded variance o2, such that

E&NDi [VF (gaEl)} = vfl(e) and EﬁiNDi”VF (0551) - sz(9)||2 < 0'27Vi-

Note that our approach eliminates the requirement of gradient dissimilarity bound, typically given
by & 3, IV£i(0)? < BIVF(O)] + o, V6.
Theorem 1. Let {0'}L | be the global iterates generated by ParFreFL. Set 3 = —Vf%( n =
W, and vy = % Then, under Assumptionsand we have:
T—1

1 A+ L o St/

-y E|lVIO)|| <O st —=+ ———

7 2 BIvIeY] < (reryn * v N KT

where A := f(0°) — ming f(6).

Remark 1. According to Theorem ParFreFL preserves the parameter-free properties of
PAdaMFed, with all learning rates explicitly determined by system constants S, K, and T, thus

eliminating the tedious process of hyperparameter tuning. When T' > SK, i.e., % < W

the convergence rate is upper bounded by O ( (A+L £ ), demonstrating linear speedup with respect

SKT)1/1
to both the number of participating clients and local update rounds.

Remark 2. Beyond halving communication costs, ParFreFL achieves a tighter bound compared
to PAdaMFed, reducing the 7“”7%” term in PAdaMFed to % With this improvement, setting
SK = O(T) enables ParFreFL to achieve an accuracy of E|V f(0)| < € in O(e=2) communi-
cation rounds, whereas PAdaMFed requires O(e~3) rounds.

Proof Sketch. Our theoretical analysis begins with the L-smoothness property of the loss function
f (), which establishes the following relationship:

1 A 2 2 vL
TZ:EHVJ’ ()= 7+ fzt:EHVf (67) —m'[| + TZ:EHW -9'+5

Here, the term # Y, E ||V f (6') — m!|| quantifies the discrepancy between the true gradient and
the descent direction under full client participation. Meanwhile, the term + >, E |[m! — g*|| cap-
tures the error introduced by partial client participation. By carefully controlling these errors,

. 1/4,
we abtain: 4%, B[V (6) = || < O (ks + g ) and £ B | — '] <

@) (%) Combining these results yields the final convergence rate.
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Algorithm 2 ComParFreFL: Parameter-Free Compressed Federated Learning

1: Require: Initial model 8°, m; ' = L% ' VF (00;551’]“) and ¢; ' = m; ! for any i,

c = % > cl-_l, learning rates 7 and -y, and momentum parameter 3

2: fort=0,---,T—1do
3:  Central Server: Uniformly sample clients S; C {1,--- , N} with |S;| = S
4:  for each clienti € S, in parallel do
5: Receive 0" and initialize /" = @
6: fork=1,---,Kdo
7: Compute mz’k =(1-pBm~t +pVF (BE’k;Ef’k)
t,k
8: Update local model 8" = 5% — ) ”Z,kH
9: end for L
10: Compute m} = L 5, m!™*
11: Compute 8¢ = m} —ci™*
12: Upload 8! = C(6!) to central server
13: Update ¢! = ¢! + 68! (mt =m!tandct =cl ' fori ¢ S )
14:  end for

Central server: _
15:  Aggregate control variate ¢! = ¢/~ + £ 3. 5. 6!
16:  Compute g' = £ > s 0/ + 71
17:  Update global model 8! = 9 — Vg

lgll
18:  Download 0't! to all clients
19: end for

3 PARAMETER-FREE COMPRESSED FEDERATED LEARNING

In this section, we develop ComParFreFL, a compressed variant to further enhance the communica-
tion efficiency of parameter-free FL. The procedures of ComParFreFL are presented in Algorithm[2]
This algorithm efficiently handles biased compression while maintaining ParFreFL’s minimal com-
munication cost through a novel compression mechanism.

In ComParFreFL, the compressed variable for each client is updated as:
57_5+1 +1 _ Ct _ mt-i-l _ Ct-_l _ C(at)

ot
=m, i
where C(-) represents a compression operator, and ¢! is the local control variate. This update can be

equivalently decomposed into two components:
t+1 __ t+1 t t t
0,7 = m m; +6; —C(6;).

-
—— N———
momentum increment  error feedback
This unified formulation combines the momentum increment and error feedback into a single param-
eter, enabling the algorithm to effectively handle compression bias while preserving communication

efficiency. The momentum increment is given by:

mi =it =5 (% S VF (6156 - miT),

where [ is the momentum coefficient. The recursive nature of momentum ensures this term dimin-
ishes as the algorithm approaches convergence. By appropriately selecting the coefficient 3, the
momentum increment can be effectively controlled, further reducing compression error.

3.1 THEORETICAL RESULTS

Assumption 3 (¢*-Contractive Compressor). For any client i € [N, there exists g; € [0,1) such
that for any input @ € R, its compressor C; : R* — RY satisfies:
E||C;(0) - 0]* < ¢f[6]%,

where the expectation is taken over the randomness of the compressor C;.
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Table 1: Comparison of compressed FL algorithms with biased compression. D. H. denotes allowing
arbitrary data heterogeneity; e is a target for the stationarity E|| f(6)|| < e; Com. C. is the number
of communication rounds required to achieve a desired accuracy ¢; Trans. Size Up./down. The
parameter size of uplink/downlink transmission; Step. Para.: problem-specific parameters related
to the stepsize restrictions; d: model size; N, S, K,T: the number of total clients, participating
clients, local update rounds, and communication rounds, respectively.

. 1 Trans. Size . ..
Algorithm D.H. Com. C. Up./down. Stepsize Restrictions Step. Para.
v/ 14+2(a1+as+16)K2—1
LOCAL-SGD-C K d/d NS (a1 Tas t16)R2L ¢, L
(Gao et al.| [2021) (1—q)2e? o = 384(1+q%)q> Gy — 484> ’
R ) R G ke
FED-EF-SGD ) N < SRl (CF DT
a2 j G—— d/d 7 q,L
(Li & Lil, [2023) (1—q)2e? / C=2+ = 42)2
Ve 1 2(1—-4¢>)L
n < s min { g2, 20k
FED-EF-ASM X . a/d ) Ry LG
(Li & Li,2023) EEEE: T (16.3207]7 " 39173 © 5
2
= 18}31 + 1:1112
nKL < B(1—q)?
= \/ 36e2 (189(1—q)2+3062 )
_ (20N 28N\
SCAFCOM y ) 12 KL = ( 55 - q)S) LoiA
Huang et al.|(2024a) (1—q)e? / g=(1 ( TSo? ) 1/2 450
= NZKLA
-1
( TSo? )1/3+( TSo? )1/4)
NK(l—q)LA NK(1—q)2LA
COMPARFREFL 25 3 @ 1 (SE)L/*
(This Paper) v (1—qq)"’e2 d/d p= N=Kerm)i/Z V= 13/2 None
! We convert the bound in terms of % Zt LEVE(0)]* to & ZtT ~'E||V£(8)]|, based on Jensen’s inequality
that £ 375 E|[V£(0 ¢ SILENVF6)2
2 Here, § and 3 are predeﬁned hyperparameters and G is a constant defined as | VE (0;&)|| < G, V0, &
3 Calculated when all clients share a common compression rate ¢, then v = ——

1—¢q
Theorem 2. Let {6'}1_, be the global iterates generated by ComParFreFL. Set f = —% n =
(SK)Y/

T3/4

1iEHw<et>uso( A+L aVBo )

1
K(SKT)1/4’ al’ld'y =

Then, under Assumptions and we have:

T 2 SKD)A T VT

wherea—\/N )2—&—\/]\,2611

Remark 3. According to Theorem compressed transmission introduces an error term O (%)

in the convergence bound of ComParFreFL. When T' > oS3 K, ComParFreFL achieves the same
convergence order as ParFreFL. Here, o represents the average compression rate; a larger « indi-
cates higher compression, requiring more iterations for convergence.

Remark 4. The stepsize setting of ComParFreFL is also independent of the compression ratio,
which, to the best of our knowledge, is the first instance of such robustness in the compressed FL
literature. This robustness enables clients to dynamically adjust their communication schemes in
response to changing network conditions without requiring any system reconfiguration, thereby en-
hancing the practicality and adaptability of our approach.
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Figure 2: Test accuracy versus communication round of ComParFreFL (Algorithm .

3.2 COMPARISONS WITH EXISTING COMPRESSED FLL. APPROACHES

In Table [T} we compare ComParFreFL with representative compressed FL approaches applicable
to biased compressors. A comprehensive literature review appears in the Appendix [A]due to space
limitations. As shown in Tablem earlier approaches (LOCAL-SGD-C (Gao et al., 2021), FED-EF-
SGD, and FED-EF-ASM (Li & Li, 2023)) struggle with heterogeneous data distributions. While
SCAFCOM Huang et al.|(2024a)) overcomes this limitation through a carefully designed momentum
mechanism—a strategy we also leverage—it requires transmitting two model-sized parameters in
downlink communication. Our method enhances communication efficiency by requiring only one
model-sized parameter for both uplink and downlink transmission.

SCAFCOM demonstrates superior communication complexity among the compared methods. Our
approach introduces a slowing coefficient ¢2S in the communication complexity. Since ¢ < 1 is
typically small in practical compression schemes (e.g., 1-bit SGD, Top-K sparsification) and the
number of participating clients .S remains controllable, this coefficient presents a manageable trade-
off in practice.

The most significant contribution of our approach is its parameter-free property. As evidenced in
the final two columns of Table[T] existing methods require complex stepsize configurations to en-
sure convergence, with SCAFCOM particularly dependent on multiple problem-specific parameters
(g, L,02%,A). These dependencies substantially complicate deployment and reduce robustness in
dynamic environments. In contrast, our ComParFreFL. method operates entirely independent of
problem-specific parameters—including the compression ratio—making it the first such algorithm
to our knowledge. This parameter-free design significantly enhances accessibility and deployability
in dynamic, resource-constrained federated environments.

4 NUMERICAL EXPERIMENTS

This section presents empirical validation of our proposed methods. The experimental results focus
on two primary objectives: (1) demonstrating the problem-parameter-free property of ParFreFL
through comparisons with PAdaMFed (Yan et al.| 2024} and FedAvg (McMahan et al.,[2017); and (2)
evaluating the communication efficiency of ComParFreFL against the state-of-the-art SCAFCOM
algorithm (Huang et al.| 2024a)). For all figures, the learning rates of our approaches, ParFreFL and
ComParFreFL, are determined based on theoretical guidance (given in Theorem [I]and Theorem [2]
respectively) while the learning rates of all baselines are optimized via grid search. Additional
experimental details and simulation results are provided in Appendix
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Figure [I] presents test accuracy versus communication rounds for ParFreFL under full precision on
MNIST and FMNIST datasets with both i.i.d. and non-i.i.d. data. Despite requiring only half
the per-round communication cost, ParFreFL achieves comparable accuracy to PAdaMFed on i.i.d.
data and superior performance in non-i.i.d. settings. Both parameter-free methods consistently
outperform the optimally-tuned FedAvg baseline, demonstrating the effectiveness of parameter-free
approaches in FL. These results confirm that our method preserves convergence guarantees while
substantially reducing communication overhead, establishing its viability for bandwidth-constrained
FL applications.

Figure [2]illustrates the test accuracy versus communication rounds for ComParFreFL with different
compression ratios. We adopt Top-k sparsification where ComParFreFL-0.1 denotes transmission of
only the top 10% entries by absolute value. On the MNIST dataset, ComParFreFL closely tracks the
uncompressed baseline despite data heterogeneity at both 0.1 and 0.05 compression ratios. For FM-
NIST dataset, marginal performance degradation is observed under aggressive compression. Across
all compression levels, ComParFreFL maintains competitive convergence rates compared to SCAF-
COM, demonstrating robust performance under significant communication constraints.

Figure [3] presents test accuracy versus total communication bits for both compressed and full-
precision algorithms. We evaluate SCAFCOM, ParFreFL, and their compressed variants with Top-
0.05 sparsification, alongside full-precision PAdaMFed. The total communication cost only ac-
counts for uplink transmission, yielding d parameters per round for ParFreFL, d for SCAFCOM, and
2d for PAdaMFed, where d denotes the model dimension. ComParFreFL-0.05 achieves competitive
accuracy while requiring an order of magnitude fewer communication bits than full-precision meth-
ods. Although SCAFCOM-0.05 similarly reduces communication overhead, it demonstrates slower
convergence relative to ComParFreFL under equivalent bit constraints. These results validate the
communication efficiency of our compressed parameter-free approach, demonstrating an effective
balance between model performance and bandwidth limitations in FL.

Figure [ and Figure [5) examine learning rate sensitivity across different algorithms and compres-
sion levels. Figure {| demonstrates that ParFreFL maintains consistently high accuracy across a
wide range of learning rates (0.05 to 0.5), significantly outperforming the narrow optimal ranges of
FedAvg and SCAFCOM, which suffer severe performance degradation outside their tuned values.
Figure [5] reveals that this robustness is preserved under compression: ComParFreFL with both 0.1
and 0.05 compression ratios exhibits similar learning rate insensitivity to the full-precision version,
confirming that our compressed variant retains the key advantage of parameter-free optimization
while reducing communication costs.



Under review as a conference paper at ICLR 2026

REFERENCES

Muhammad Asad, Ahmed Moustafa, and Takayuki Ito. Fedopt: Towards communication efficiency
and privacy preservation in federated learning. Applied Sciences, 10(8):2864, 2020.

Amit Attia and Tomer Koren. How free is parameter-free stochastic optimization? arXiv preprint
arXiv:2402.03126, 2024.

Abdoul Fatakhou Ba, Yingchi Mao, Hamza Djigal, Abdullahi Uwaisu Muhammad, and Evans
Baidoo. Fast adaptive momentum federated learning. In Proceedings of the 2024 Sth Interna-
tional Conference on Computer Science and Artificial Intelligence, pp. 303-308, 2024.

Jeremy Bernstein, Yu-Xiang Wang, Kamyar Azizzadenesheli, and Animashree Anandkumar.
signsgd: Compressed optimisation for non-convex problems. In International conference on
machine learning, pp. 560-569. PMLR, 2018.

Evan Chen, Shigiang Wang, Jianing Zhang, Dong-Jun Han, Chaoyue Liu, and Christopher Brin-
ton. Gradient correction in federated learning with adaptive optimization. arXiv preprint
arXiv:2502.02727, 2025.

Xiangning Chen, Chen Liang, Da Huang, Esteban Real, Kaiyuan Wang, Hieu Pham, Xuanyi Dong,
Thang Luong, Cho-Jui Hsieh, Yifeng Lu, et al. Symbolic discovery of optimization algorithms.
Advances in neural information processing systems, 36:49205-49233, 2023.

Ziheng Cheng, Xinmeng Huang, and Kun Yuan. Momentum benefits non-iid federated learning
simply and provably. The Twelfth International Conference on Learning Representations., 2024.

Ashok Cutkosky and Harsh Mehta. Momentum improves normalized sgd. In International confer-
ence on machine learning, pp. 2260-2268. PMLR, 2020.

Ashok Cutkosky and Francesco Orabona. Black-box reductions for parameter-free online learning
in banach spaces. In Conference On Learning Theory, pp. 1493—-1529. PMLR, 2018.

Daniel Dodd, Louis Sharrock, and Christopher Nemeth. Learning-rate-free stochastic optimization
over riemannian manifolds. arXiv preprint arXiv:2406.02296, 2024.

John Duchi, FElad Hazan, and Yoram Singer. Adaptive subgradient methods for online learning and
stochastic optimization. Journal of machine learning research, 12(7), 2011.

Ilyas Fatkhullin, Alexander Tyurin, and Peter Richtdrik. Momentum provably improves error feed-
back! Advances in Neural Information Processing Systems, 36:76444-76495, 2023.

Hongchang Gao, An Xu, and Heng Huang. On the convergence of communication-efficient local
sgd for federated learning. In Proceedings of the AAAI Conference on Artificial Intelligence,
volume 35, pp. 7510-7518, 2021.

Farzin Haddadpour, Mohammad Mahdi Kamani, Aryan Mokhtari, and Mehrdad Mahdavi. Feder-
ated learning with compression: Unified analysis and sharp guarantees. In International Confer-
ence on Artificial Intelligence and Statistics, pp. 2350-2358. PMLR, 2021.

Xinmeng Huang, Ping Li, and Xiaoyun Li. Stochastic controlled averaging for federated learning
with communication compression. In The Twelfth International Conference on Learning Repre-
sentations, 2024a.

Yan Huang, Xiang Li, Yipeng Shen, Niao He, and Jinming Xu. Achieving near-optimal convergence
for distributed minimax optimization with adaptive stepsizes. Advances in Neural Information
Processing Systems, 37:19740-19782, 2024b.

Sai Praneeth Karimireddy, Martin Jaggi, Satyen Kale, Mehryar Mohri, Sashank J Reddi, Sebas-
tian U Stich, and Ananda Theertha Suresh. Mime: Mimicking centralized stochastic algorithms
in federated learning. arXiv preprint arXiv:2008.03606, 2020a.

Sai Praneeth Karimireddy, Satyen Kale, Mehryar Mohri, Sashank Reddi, Sebastian Stich, and
Ananda Theertha Suresh. Scaffold: Stochastic controlled averaging for federated learning. In
International conference on machine learning, pp. 5132-5143. PMLR, 2020b.

10



Under review as a conference paper at ICLR 2026

Ahmed Khaled and Chi Jin. Tuning-free stochastic optimization. arXiv preprint arXiv:2402.07793,
2024.

Ahmed Khaled, Konstantin Mishchenko, and Chi Jin. Dowg unleashed: An efficient universal
parameter-free gradient descent method. Advances in Neural Information Processing Systems,
36:6748-6769, 2023.

Diederik P. Kingma and Jimmy Ba. Adam: A method for stochastic optimization.
CoRR, abs/1412.6980, 2014. URL https://api.semanticscholar.org/CorpusID:
6628106.

Itai Kreisler, Maor Ivgi, Oliver Hinder, and Yair Carmon. Accelerated parameter-free stochastic
optimization. In The Thirty Seventh Annual Conference on Learning Theory, pp. 3257-3324.
PMLR, 2024.

Yann LeCun and Corinna Cortes. The mnist database of handwritten digits. 2005. URL https:
//api.semanticscholar.org/CorpusID:60282629.

Jiaxiang Li, Xuxing Chen, Shigian Ma, and Mingyi Hong. Problem-parameter-free decentralized
nonconvex stochastic optimization. arXiv preprint arXiv:2402.08821, 2024.

Xiaoyun Li and Ping Li. Analysis of error feedback in federated non-convex optimization with
biased compression: Fast convergence and partial participation. In Infernational Conference on
Machine Learning, pp. 19638-19688. PMLR, 2023.

Brendan McMahan, Eider Moore, Daniel Ramage, Seth Hampson, and Blaise Aguera y Arcas.
Communication-efficient learning of deep networks from decentralized data. In Artificial intelli-
gence and statistics, pp. 1273-1282. PMLR, 2017.

Francesco Orabona and David Pal. Coin betting and parameter-free online learning. Advances in
Neural Information Processing Systems, 29, 2016.

Razvan Pascanu, Tomas Mikolov, and Yoshua Bengio. On the difficulty of training recurrent neural
networks. In International conference on machine learning, pp. 1310-1318. Pmlr, 2013.

Sashank Reddi, Zachary Charles, Manzil Zaheer, Zachary Garrett, Keith Rush, Jakub Konecny,
Sanjiv Kumar, and H Brendan McMahan. Adaptive federated optimization. arXiv preprint
arXiv:2003.00295, 2020.

Sashank J Reddi, Satyen Kale, and Sanjiv Kumar. On the convergence of adam and beyond. arXiv
preprint arXiv:1904.09237, 2019.

Amirhossein Reisizadeh, Aryan Mokhtari, Hamed Hassani, Ali Jadbabaie, and Ramtin Pedarsani.
Fedpaq: A communication-efficient federated learning method with periodic averaging and quan-
tization. In International conference on artificial intelligence and statistics, pp. 2021-2031.

PMLR, 2020.

Noam Shazeer and Mitchell Stern. Adafactor: Adaptive learning rates with sublinear memory cost.
In International Conference on Machine Learning, pp. 4596—4604. PMLR, 2018.

Sebastian U. Stich Sohom Mukherjee, Nicolas Loizou. Locally adaptive federated learning. arXiv
preprint arXiv:2307.06306, 2024.

Zhiwei Tang and Tsung-Hui Chang. Fedlion: Faster adaptive federated optimization with fewer
communication. In ICASSP 2024-2024 IEEE International Conference on Acoustics, Speech and
Signal Processing (ICASSP), pp. 13316-13320. IEEE, 2024.

Ashia C Wilson, Rebecca Roelofs, Mitchell Stern, Nati Srebro, and Benjamin Recht. The marginal
value of adaptive gradient methods in machine learning. Advances in neural information process-
ing systems, 30, 2017.

Han Xiao, Kashif Rasul, and Roland Vollgraf. Fashion-mnist: a novel image dataset for benchmark-
ing machine learning algorithms. arXiv preprint arXiv:1708.07747, 2017.

11


https://api.semanticscholar.org/CorpusID:6628106
https://api.semanticscholar.org/CorpusID:6628106
https://api.semanticscholar.org/CorpusID:60282629
https://api.semanticscholar.org/CorpusID:60282629

Under review as a conference paper at ICLR 2026

Wenjing Yan, Kai Zhang, Xiaolu Wang, and Xuanyu Cao. Problem-parameter-free federated learn-
ing. In The Thirteenth International Conference on Learning Representations, 2024.

Wenjing Yan, Xiangyu Zhong, Xiaolu Wang, and Ying-Jun Angela Zhang. Momentum-driven adap-
tivity: Towards tuning-free asynchronous federated learning. In Forty-second International Con-
ference on Machine Learning, 2025.

Junchi Yang, Xiang Li, Ilyas Fatkhullin, and Niao He. Two sides of one coin: the limits of untuned
sgd and the power of adaptive methods. Advances in Neural Information Processing Systems, 36:
74257-74288, 2023.

Yifan Yang, Hao Ban, Minhui Huang, Shigian Ma, and Kaiyi Ji. Tuning-free bilevel optimization:
New algorithms and convergence analysis. arXiv preprint arXiv:2410.05140, 2024.

Yang You, Igor Gitman, and Boris Ginsburg. Large batch training of convolutional networks. arXiv
preprint arXiv:1708.03888, 2017.

Yang You, Jing Li, Sashank Reddi, Jonathan Hseu, Sanjiv Kumar, Srinadh Bhojanapalli, Xiaodan
Song, James Demmel, Kurt Keutzer, and Cho-Jui Hsieh. Large batch optimization for deep
learning: Training bert in 76 minutes. arXiv preprint arXiv:1904.00962, 2019.

Manzil Zaheer, Sashank Reddi, Devendra Sachan, Satyen Kale, and Sanjiv Kumar. Adaptive meth-
ods for nonconvex optimization. Advances in neural information processing systems, 31, 2018.

12



Under review as a conference paper at ICLR 2026

A RELATED WORK

Adaptive Gradient Methods. The challenge of manual learning rate tuning motivated the devel-
opment of adaptive optimizers. This line of work began with AdaGrad (Duchi et al., [2011)), which
introduced per-parameter learning rates scaled by accumulated squared gradients. To mitigate Ada-
Grad’s aggressive learning rate decay, RMSProp (Tieleman and Hinton, 2012) and Adam (Kingma
& Ba, [2014)) adopted exponential moving averages, with Adam also incorporating momentum to
become the de facto standard for deep learning. Numerous variants have since been proposed to en-
hance convergence guarantees (AMSGrad (Reddi et al |2019)), improve stability in sparse settings
(Yogi (Zaheer et al., 2018)), reduce memory footprints for large models (AdaFactor (Shazeer &
Stern,, |2018))), or discover novel update rules via program search (Lion (Chen et al.,[2023))). Despite
their success, these methods remain sensitive to hyperparameter choices, which can significantly
impact both convergence speed and final model generalization (Wilson et al., 2017).

Parameter-Free Optimization. Parameter-free algorithms emerged from online learning theory
to achieve optimal regret bounds without requiring prior knowledge of problem constants. Coin-
betting algorithms (Orabona & Pal, [2016) and DoG (Cutkosky & Orabonal [2018)) adapt step sizes
using gradient history, with recent extensions like DoWG (Khaled et al.,|2023) adding precondition-
ing to enhance convergence. However, these methods face significant communication bottlenecks in
distributed settings where their dependence on global statistics incurs O(/N?) communication over-
head for N workers (Cutkosky & Orabonal, 2018} [Khaled et al., 2023) . In parallel, normalization
techniques control update magnitudes to ensure stability. This includes gradient clipping to prevent
exploding gradients (Pascanu et al., 2013) and layer-wise adaptive scaling in LARS (You et al.,
2017) and LAMB (You et al., 2019), which have been critical for large-batch distributed training.
The empirical success of these methods is supported by theory proving dimension-free convergence
for normalized gradient descent Yang et al.| (2023)); |Cutkosky & Mehtal (2020) and the surprising
effectiveness of extreme approaches like SignSGD (Bernstein et al.| 2018)).

Adaptive Optimization in Federated Learning. Translating adaptive methods to federated settings
presents unique challenges due to data heterogeneity and communication constraints. FedAdam and
FedYogi (Reddi et al.|[2020) directly apply server-side adaptive optimization but require transmitting
additional optimizer states. FedOpt (Asad et al.|[2020) provides a general framework for incorporat-
ing various adaptive server optimizers. Local adaptive methods like FedLion (Tang & Chang| [2024)
maintain client-side adaptive states to reduce communication while preserving benefits of adaptivity.
Recent work explores hybrid approaches: FedAGM (Ba et al., 2024) combines global momentum
with local adaptivity, while FAdamGC (Chen et al., [2025) uses adaptive gradient scaling to handle
non-IID data. While these methods demonstrate that appropriately designed adaptation mechanisms
can substantially improve convergence in heterogeneous federated environments, they remain de-
pendent on problem-specific hyperparameter tuning that significantly influences both convergence
and generalization performance.

The recent breakthrough of PAdaMFed (Yan et al. 2024) has pioneered the investigation of
parameter-free methods for federated learning, eliminating the requirement for manual tuning of
problem-specific hyperparameters. Subsequent work (Yan et al.l 2025) has further demonstrated
its effectiveness in handling arbitrarily heterogeneous data. However, both approaches incur twice
the communication overhead compared to conventional FedAvg-based algorithms (McMahan et al.,
2017).

Compressed Federated Learning. The prohibitive communication overhead in FL has motivated
extensive research into compression-aware optimization algorithms. Early work by Reisizadeh et al.
(2020) demonstrated that periodic model averaging combined with aggressive quantization could
reduce communication costs while preserving convergence guarantees. Building upon this foun-
dation, |Haddadpour et al.| (2021) established theoretical frameworks demonstrating that properly
designed compression schemes can achieve linear speedup in federated settings without compro-
mising accuracy. Subsequently, |Li & Li| (2023)) advanced error feedback techniques to address the
dual challenges of non-IID data distributions and irregular client availability—key practical con-
straints in real-world deployments.

Recent theoretical advances have further refined our understanding of compression in federated op-
timization. |[Fatkhullin et al| (2023) demonstrated that strategically incorporating momentum into
communication compression can effectively mitigate the effects of biased compression. Building
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on these insights, Huang et al.| (2024a) proposed SCAFCOM, which simultaneously handles unbi-
ased compression while maintaining robustness to data heterogeneity and partial client participation.
However, these existing methods require careful tuning of learning rates to ensure convergence, lim-
iting their practical applicability. In contrast, our proposed ComParFreFL algorithm retains the
advantages of SCAFCOM while operating independently of problem-specific parameters, including
the compression ratio, thereby enhancing the applicability of FL in dynamic, resource-constrained
environments.

B PROOF OF THEOREMII

Throughout the analysis, we use the following notation for summations:
e >, denotes summation over all clients i € {1,...,N};

° Zl es, denotes summation over selected clients in multiset S;;

e >, denotes summation over local steps k € {0,..., K —1};

e >, denotes summation over global rounds ¢ € {0,...,7 — 1}.

Based on the L-smoothness of f(-) in Assumption|1|and the update rule of 8%, we have

¥ (0t+1) —f (et) <Vf (et)T (0t+1 _ 02&) + g H9t+1 _ 91&”2

t 2
(e T 9 L
< VIE) gt 3
t t 2
- _ \v4 et _ nT g _ nT g M
T (VIO =9 gm0 gt
<[|Vs(6") = g'll = llg'l| + 5=
2r,
<2y|Vf(6) - t||—7||Vf(9t)||+7 ey

where the last inequality is based on v [|[V £(0")]| — v |lg*]| < v [V f(0") — g*||.
Define h! := L 3, VF (0;’*’; gka), h':= L3, h! and

Y= LS Aymi 4 R = (- Bym 4 G

In ParFreFL, the global descent direction gt is updated as:
1 1
g = 3 () e = L3 (- Ami e e

1€S: 1€Se

Thus, m! can be considered the global descent vector under full client participation since
43, ¢l = ¢! always holds.

Using the triangle inequality, we can bound the distance between the true gradient and the global
descent direction as follows:

B|[VF ()~ o' <E[[V (8) ~m| + E[lm' o]

where the first term quantifies the discrepancy between the true gradient and the descent direction
under full participation, and the second term captures the error introduced by partial client partici-
pation.

Plugging the above result into Equation (T) and summing up over ¢ gives

L
*ZEIIW H— ZEHW (6") —m'|| + 7 ZEIIm g'l|+ 5
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where A := £(6°) — ming f(0).
From Lemma 2] we know that
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B.1 PROOF OF TECHNICAL LEMMAS

Lemma 1. Given vectors wy, -+ ,wy € Réandw = + Zfil w;, if we sample S C {1,--- ,N}
uniformly randomly such that |S| = S, then it holds that

1 ? 1
—2 —112
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Proof. Letting 1{i € S} be the indicator for the event i € S, we prove this lemma by direct
calculation as follows:

|
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where the last inequality uses the fact that %—Zf < 1 for any nonempty set S. [
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Lemma 2. For any t, the discrepancies between the true gradients and the actual descent directions
in ParFreFL are upper bounded by:

i) E||Vf(8") —mf| < (1—§)t(¢;7+ﬂnKL) + (BE KL+ )

i) EV£ (8" —mil < (1= 8)' (5 + 8P K2L) + (258 + P K212 + 52 for
any 1.

Proof. First, we have
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vectors a and b, and the last inequality is based on the followmg result:
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2
Based on the facts that (1 — 38) < (1 - g) , Ella) < y/E|a|? for any vector c, and

Va+b+e < Va+ Vb + \/c for any a,b,c¢ > 0, by taking square root on both side of Equa-
tion (3)), we have

]E"Vf(at)*th < (15) (\/;7+577KL> + (';LJF KLJF\/\/%),
which proves term 7).

Similarly, following the above process on E ||V f; (%) — m ||2 for each ¢ will give the result of term
ii). O

Lemma 3. For any t, the error of global descent directions caused by partial client participation is
upper bounded by:

tgt< 2B 2 3 fﬂ(o )(ﬁ)t
E||m gH_\/STKJF\FﬁnKL+\/§L+\/§ m+5nKL -3

Proof Define w; := (1 — B)Ym!™' + phl — ™' + =1 — (1 — B)m!~! — Bh!. Then, w :=
+ =, w; = 0. Based on the result of Lemma we have
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and correspondingly

t pra? 222232 272 | 3 0 t‘72 2 27272
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where the alst inequality uses (1 — 3) < (1 — g) . Since E ||| < \/E ||ce||? for any vector o and
Va+b+c<a+Vb+ \/cforany a,b,c > 0, taking square root on both side gives
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C PROOF OF THEOREM [2]

Following the procedures of Equation (I)), we know that
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Here, we need to bound an additional term g > . E|lg" — g*| related to the compression error.

First, we have
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where the last inequality is based on the ¢2-contractive compressor assumption. Further, we have
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Since v/a + b + ¢ < /a++vb++/cforany a, b, ¢ > 0, taking square root on both side and summing
over t gives
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From Lemma[2] we know that
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By Lemma 3] we have

2B0 3 23
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Thus,

A+ L 1 o
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C.1 PROOF OF TECHNICAL LEMMAS

Lemma 4. For any i and t, we have

7qZ 52 22L2 0g2B%2L2 126%0>
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t_ ot
E[[m! —ef]* <

Proof. Since for any t, the S elements in S; are uniformly sampled from {1,--- , N}, we have

el otherwise.
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For the second term, we have
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where the last inequality is based on the fact that Ella + b[|? < <1+17;q> Ellal?® +
(1 + 13—(1) | b]|? for any vectors a and b and ¢ € [0, 1). Thus,
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— 0 232
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where (a) is based on the result of Lemma (b)isduetom; ' =¢; ', <1,and1— 3 < 1and
(b)is by taking 3 < land1— 3 < 1. O

D ADDITIONAL NUMERICAL RESULTS

D.1 SIMULATION SETUP

Tasks and Networks. We evaluate our algorithms on two widely-used image classification bench-
marks: MNIST (LeCun & Cortes, |2005) and Fashion-MNIST (Xiao et al.,2017). MNIST comprises
60,000 training and 10,000 test samples of 28 x 28 grayscale handwritten digits (0 — 9). Fashion-
MNIST maintains identical dimensions and data splits but contains images of fashion products (e.g.,
clothing and accessories). For both tasks, we employ a convolutional neural network (CNN) ar-
chitecture with three convolutional layers and two fully connected layers, yielding d = 21,840
trainable parameters.

Federated Setting. Our experiments consider a FL system with N = 100 clients cooperating to
train a shared model. At each global communication round, a fraction of 0.1 clients are randomly
selected to participate, resulting in .S = 10 active clients per round. Each selected client trains locally
for 2 epochs with a batch size of 100 samples. These settings are consistent across all experiments
unless otherwise stated.

Data Heterogeneity. We evaluate algorithmic robustness under both independent and identically
distributed (i.i.d.) and non-i.i.d. data settings. In the i.i.d. setting, data samples are uniformly
distributed across clients. For the non-i.i.d. setting, we simulate data heterogeneity using a Dirichlet
distribution with parameter o = 0.1, where smaller « values indicate greater heterogeneity across
client distributions.

Compressor. We employ Top-k sparsification with compression ratios £ € 0.05, 0.1, applied inde-
pendently to each network layer. For layer ¢ with parameter dimension d;, the compressor retains
max(1, |kd;]) components with the largest absolute values, setting all remaining components to
zero. The maximum operator ensures at least one parameter update per layer, preventing layer stag-
nation in highly compressed regimes.
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Communication Bits. We quantify communication overhead assuming 32-bit floating-point encod-
ing for all transmitted parameters. Our analysis considers both uplink and downlink communication,
as the cost of downlink broadcasts are typically considered as negligible in federated deployments.
Per communication round, the uplink transmission requirements are d parameters for (Huang et al.|
[20244), d for SCAFCOM, and 2d for PAdaMFed [2024), where d denotes the model
dimension. Nevertheless, our approach achieves superior downlink communication efficiency com-
pared to both baselines, broadcasting only d parameters while both SCAFCOM and PAdaMFed

require 2d parameters for server-to-client transmission. All communication costs are reported as
average bits per client.

D.2 ADDITIONAL RESULTS

Figures [6}f8] present training loss trajectories for all evaluated algorithms. The convergence patterns
mirror the test accuracy results shown in Figures[T}2] confirming consistent performance across both

training and evaluation metrics. For brevity, we omit detailed analysis as the conclusions remain
unchanged.
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Figure 6: Test loss versus communication round of ParFreFL (Algorithm [1)) on different datasets

with i.i.d./non-i.i.d. data.
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E  STATEMENT ON THE USE OF LARGE LANGUAGE MODELS (LLMS)

We disclose that the LLMs were only used to polish the writing and grammar in this paper.
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