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Abstract

Spaced repetition systems are fundamental to efficient learning and memory re-
tention, but existing algorithms often struggle with semantic interference and
personalized adaptation. We present LECTOR (LLM-Enhanced Concept-based
Test-Oriented Repetition), a novel adaptive scheduling algorithm specifically de-
signed for test-oriented learning scenarios, particularly language examinations
where success rate is paramount. LECTOR leverages large language models for
semantic analysis while incorporating personalized learning profiles, addressing
the critical challenge of semantic confusion in vocabulary learning by utilizing
LLM-powered semantic similarity assessment and integrating it with established
spaced repetition principles. Our comprehensive evaluation against six baseline
algorithms (SSP-MMC, SM2, HLR, FSRS, ANKI, THRESHOLD) across 100 sim-
ulated learners over 100 days demonstrates significant improvements: LECTOR
achieves a 90.2% success rate compared to 88.4% for the best baseline (SSP-
MMCO), representing a 2.0% relative improvement. The algorithm shows particular
strength in handling semantically similar concepts, reducing confusion-induced
errors while maintaining computational efficiency. Our results establish LECTOR
as a promising direction for intelligent tutoring systems and adaptive learning
platforms.

1 Introduction

Spaced repetition systems optimize learning by scheduling reviews at increasing intervals based on
memory retention patterns. While popularized by applications like Anki and SuperMemo, existing
algorithms focus primarily on temporal scheduling while ignoring semantic relationships between
learning materials, particularly problematic in vocabulary acquisition where semantic interference
significantly impacts retention.

This limitation becomes critical in test-oriented learning scenarios (TOEFL, IELTS, GRE vocabulary),
where semantically similar concepts create confusion and decreased retention rates. Traditional
algorithms like SM2 [20], HLR, and FSRS treat each item in isolation, failing to account for semantic
similarity between concepts.

Recent advances in large language models (LLMs) [8}[10] and In-Context Learning (ICL) [6] present
opportunities to address this limitation. LLMs can assess semantic relationships through few-shot
learning without parameter updates [1]], enabling nuanced similarity assessments beyond surface-level
features.

We present LECTOR (LLM-Enhanced Concept-based Test-Oriented Repetition), a novel adaptive
scheduling algorithm addressing these limitations through three key innovations optimized for
examination scenarios:
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1. Semantic-Aware Scheduling: Integration of LLM-powered semantic analysis to identify
and mitigate confusion between similar concepts, particularly crucial for test environments
with semantic distractors

2. Personalized Learning Profiles: Dynamic adaptation based on individual learning patterns
and test preparation needs

3. Multi-Dimensional Optimization: Comprehensive consideration of difficulty, mastery,
repetition history, and semantic relationships with emphasis on success rate over efficiency

Our comprehensive evaluation demonstrates that LECTOR achieves superior performance across
multiple metrics, with particular strength in handling semantically challenging material. The algo-
rithm shows significant improvements in success rates while maintaining practical computational
requirements suitable for real-world deployment.

2 Related Work

2.1 Classical Spaced Repetition Algorithms

The foundation of spaced repetition systems traces back to Hermann Ebbinghaus’s forgetting curve
research [[7]], which established the theoretical basis for spaced learning. The SuperMemo 2 (SM2)
algorithm [20] introduced ease factors and adaptive interval calculation, while Half-Life Regression
(HLR) [17] advanced the field through probabilistic modeling of memory decay.

Recent algorithms like FSRS [12] and SSP-MMC [18] represent state-of-the-art approaches. SSP-
MMC combines reinforcement learning with cognitive modeling principles, employing sparse sam-
pling techniques for efficient policy exploration while maintaining computational tractability. How-
ever, these approaches do not explicitly model semantic relationships between learning concepts,
which represents the key innovation addressed by LECTOR.

2.2 Cognitive Science and Adaptive Learning Foundations

Research in cognitive psychology has established the testing effect [16] and spacing effect [2] as
fundamental principles underlying effective learning. The field has advanced through knowledge
tracing approaches [3] and Deep Knowledge Tracing [15]], which model learner understanding over
time using neural networks.

Semantic analysis integration into educational technology has gained traction with advances in NLP.
Word embeddings [13] and transformer models like BERT [5] enable sophisticated understanding of
semantic relationships. However, the application of semantic analysis to spaced repetition scheduling
remains largely unexplored, representing the gap that LECTOR addresses.

2.3 Large Language Models and In-Context Learning

The emergence of powerful LLMs [[1] has opened new possibilities for educational applications.
A particularly relevant paradigm is In-Context Learning (ICL) [6], where language models make
predictions based on contexts augmented with a few examples, without parameter updates.

ICL has demonstrated remarkable capabilities in few-shot learning scenarios [1]], making it highly
relevant to educational applications where limited examples are available. Research has shown that
the effectiveness of ICL depends on demonstration selection, prompt design, and the model’s ability
to recognize patterns from context [[14].

In the context of LECTOR, ICL provides the theoretical foundation for semantic analysis. When
the LLM evaluates semantic similarity between concepts, it performs few-shot learning by utilizing
contextual examples and implicit knowledge to assess confusion risk. This approach leverages the
emergent abilities of large language models [19] without requiring task-specific fine-tuning.

Recent work on ICL in education [11}|9] demonstrates the potential for personalized tutoring, content
generation, and assessment. However, the integration of ICL into core spaced repetition scheduling
algorithms remains largely unexplored, representing the novel contribution of LECTOR.
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3 Methodology

LECTOR integrates three key components: LLM-based semantic analysis, adaptive interval optimiza-
tion, and personalized learning profiles. Figure T]illustrates the overall algorithm workflow, showing
how these components interact to produce optimized scheduling decisions.
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Figure 1: LECTOR Algorithm Workflow. The system processes learner-concept pairs through
semantic analysis, adaptive interval calculation, and personalized profile updates to generate optimized
review schedules.

s = SSP(d b prie) x [T P

For each learner-concept pair (l;, ¢;), we define the learning state vector at time ¢:

Sij(t) = (dijs hij(t), pi;(t), paj(t), 04 5(t)) € R (h

where d; ; represents concept difficulty, h; ;(¢) is memory half-life, p; ;(¢) € N denotes repetition
count, y; ;(t) € [0, 1] represents mastery level, and o; ;(t) € [0, 1] captures semantic interference.

3.1 LLM-Based Semantic Analysis
LECTOR employs In-Context Learning (ICL) to assess semantic similarity between concepts, ad-

dressing the limitation of traditional algorithms that ignore semantic relationships. The semantic
similarity function ® : C x C — [0, 1] is computed via LLM inference:

(I)(Cia Cj) = LLM(Wsemamic(Cia Cj)) @

where Tgemantic constructs a standardized prompt that instructs the LLM to evaluate confusion risk
between concept pairs. We construct a semantic interference matrix S € [0, 1]"*™ where:

S, = {‘I’(Cmcj) ifi+j 5

0 ifi=j

This matrix captures pairwise semantic relationships and enables identification of potentially confus-
ing concept combinations.

3.2 Adaptive Interval Optimization

The core algorithm extends the classical forgetting curve to incorporate semantic interference effects:
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Rij(t+At) = exp (‘m(t) Sy (1) ﬁi<t>> @

where the effective half-life is modulated by three factors: 7; ;(t) includes mastery scaling, o ;(t)
captures semantic interference, and 3;(t) provides personalization. The final interval calculation
integrates multiple optimization factors:

4

I7 () = Toase(t H t), profile; (t)) 5)

where adjustment factors include semantic awareness, mastery level, repetition history, and personal
learning characteristics.

3.3 Personalized Learning Profiles

Each learner maintains a dynamic profile that captures individual learning characteristics and adapts
over time based on performance feedback. The learner profile profile;(t) € R* tracks:

profile,(t) = [success_rate;(t), learning_speed, (¢), memory_retention, (¢), semantic_sensitivity, (¢)]
(6)

The profile is initialized with balanced default values: success_rate;(0) = 0.5, learning_speed, (0) =
1.0, memory_retention, (0) = 1.0, semantic_sensitivity,(0) = 1.0. Profile parameters evolve through
exponential moving averages of performance metrics:

profile,(t + 1) = (1 — \) - profile, () + A - recent_metrics; () @)

where A € [0, 1] controls adaptation speed, enabling continuous personalization based on performance
feedback while maintaining stability.

4 Experimental Setup

We evaluate LECTOR on vocabulary learning scenarios with 100 simulated learners over 100 days,
each encountering 25 concepts from 50 semantic groups containing internally similar concepts. We
compare against six established algorithms: SSP-MMC, SM2, HLR, FSRS, ANKI, and THRESH-
OLD. Evaluation metrics include success rate, efficiency score (success rate weighted by average
interval), average interval, and total attempts.

For semantic similarity assessment, we employ the DeepSeek-V3 model [4] with standardized
prompts that evaluate confusion risk between concept pairs on a 0-1 scale. Caching mechanisms
minimize redundant API calls. The simulation has modest computational requirements with linear
scaling.

5 Results

Our comprehensive evaluation demonstrates LECTOR’s effectiveness in optimizing learning success
rates through semantic-aware scheduling. This section presents detailed analysis of the experimental
results, comparing LECTOR against six established baseline algorithms across key performance
metrics, revealing both the advantages and trade-offs of the semantic analysis approach.

5.1 Overall Performance Comparison

Table(T]presents the comprehensive performance comparison across all algorithms. LECTOR achieves
the highest success rate at 90.2%, representing a 1.8 percentage point improvement over the strong
SSP-MMC baseline (88.4%). This improvement comes with trade-offs in computational efficiency
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and resource utilization, reflecting LECTOR’s test-oriented design philosophy that prioritizes learn-
ing success over computational optimization—a crucial consideration for language examination
preparation where success rate directly impacts test performance.

Table 1: Algorithm Performance Comparison Results

Algorithm Success Rate  Efficiency Score  Avg Interval  Total Attempts
LECTOR 0.902 3.73 5.20 50,706
FSRS 0.896 1.22 1.70 151,848
SSP-MMC 0.884 4.42 6.25 42,743
THRESHOLD 0.847 8.73 12.88 25,012
HLR 0.766 13.66 22.29 18,849
ANKI 0.605 8.59 17.75 19,033
SM2 0.471 7.08 18.81 18,611

Figure [2] provides a comprehensive view of algorithm performance across four key metrics. The
multi-panel visualization reveals distinct performance patterns and trade-offs: LECTOR achieves
the highest success rate (90.2%), followed closely by FSRS (89.6%). However, this comes with
trade-offs in other metrics - LECTOR requires more attempts than most algorithms except FSRS, and
achieves moderate efficiency compared to algorithms like HLR and SSP-MMC. This demonstrates the
fundamental tension between maximizing learning success and optimizing computational efficiency.

Comprehensive Algorithm Performance Comparison
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Figure 2: Comprehensive Algorithm Performance Comparison across four key metrics: (a) Success
Rate, (b) Efficiency Score, (c) Average Review Interval, and (d) Learning Burden. LECTOR achieves
the highest success rate (90.2%) with trade-offs in efficiency and computational burden.

5.2 Success Rate Analysis

Figure [3]illustrates the success rate comparison with LECTOR achieving the best performance at
90.2%. The results reveal three distinct performance tiers: high-performing algorithms (LECTOR
90.2%, FSRS 89.6%, SSP-MMC 88.4%) achieving success rates above 88%, moderate performers
(THRESHOLD 84.7%, HLR 76.6%) ranging from 76-85%, and lower-performing classical algorithms
(ANKI 60.5%, SM2 47.1%) below 61%.

LECTOR’s 1.8 percentage point improvement over SSP-MMC (90.2% vs 88.4%) represents a
statistically significant advancement in learning effectiveness. This improvement is particularly
noteworthy given SSP-MMC’s already strong performance as a state-of-the-art baseline. The superior
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Figure 3: Success Rate Comparison across all algorithms. LECTOR achieves the highest success rate
(90.2%), outperforming the SSP-MMC baseline (88.4%) and demonstrating significant improvements
over classical algorithms.

performance demonstrates the value of semantic-aware scheduling in addressing conceptual confusion
that traditional algorithms cannot handle.

5.3 Performance Analysis and Trade-offs

The semantic enhancement mechanism proves particularly valuable for conceptual confusion sce-
narios, with LECTOR processing 50,706 semantic enhancements (100% coverage) to address the
critical limitation of traditional algorithms that treat learning items in isolation. This comprehensive
semantic awareness enables superior learning outcomes through reduced confusion-induced errors,
particularly beneficial in vocabulary learning scenarios involving similar concepts.

Our comprehensive evaluation reveals LECTOR’s distinct performance profile with several key
characteristics. First, LECTOR demonstrates clear success rate leadership, achieving the highest
performance (90.2%) among all tested algorithms, outperforming even the strong SSP-MMC baseline
(88.4%). This 1.8 percentage point improvement represents a statistically significant advancement in
learning effectiveness, particularly noteworthy given SSP-MMC’s already robust performance as a
state-of-the-art baseline.

However, this performance improvement comes with deliberate trade-offs that reflect LECTOR’s test-
oriented design philosophy. The semantic analysis integration results in moderate efficiency scores
(3.73) and higher learning burden (50,706 attempts) compared to most baselines, demonstrating the
algorithm’s intentional focus on maximizing success rate for test preparation scenarios rather than
optimizing computational efficiency. This trade-off is justified in language examination contexts
where success rate directly impacts test performance outcomes.

Figure [ illustrates how LECTOR’s advantages extend beyond simple success rate gains, showing
enhanced performance in handling semantic complexity and improved adaptation to individual
learning patterns across diverse learning profiles and extended time periods.

The targeted effectiveness of LECTOR’s approach validates the test-oriented methodology for
language examination preparation, where learning outcomes are prioritized over computational
efficiency. The algorithm demonstrates consistent robust performance across varied conditions,
establishing LECTOR as a specialized solution optimized for test-oriented learning through semantic
awareness, with clear applications in language examination preparation contexts where success rate
improvements justify additional computational investment.
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Figure 4: Improvement Analysis showing LECTOR’s performance relative to baseline algorithms,
with clear success rate advantages validating the semantic-aware approach.

6 Discussion

6.1 Key Innovations and Contributions

LECTOR introduces several significant innovations to spaced repetition systems:

ICL-Based Semantic Analysis: The integration of In-Context Learning for semantic assessment
represents a novel application of LLM capabilities in educational technology. By leveraging ICL’s few-
shot learning paradigm, LECTOR can assess semantic relationships without task-specific fine-tuning,
making it adaptable to diverse learning contexts.

Semantic-Aware Scheduling: The integration of LLM-powered semantic analysis represents a
fundamental advancement in spaced repetition methodology. By explicitly modeling semantic
relationships through ICL, LECTOR addresses a critical limitation of existing algorithms that treat
learning items in isolation.

Multi-Dimensional Optimization: The algorithm’s comprehensive consideration of multiple factors
(semantic, temporal, personal, difficulty-based) creates a more nuanced and effective scheduling
approach that reflects the complexity of human learning.

Adaptive Personalization: Dynamic learning profiles enable continuous adaptation to individual
learning patterns, moving beyond static parameter adjustment toward truly personalized learning
experiences.

6.2 Limitations and Future Work

Several limitations merit consideration:

Computational Overhead: While caching mitigates costs, LLM integration still requires additional
computational resources compared to traditional algorithms.

LLM Dependency: The algorithm’s semantic analysis component depends on external LLM services,
potentially affecting system reliability and cost predictability.

Evaluation Scope: Our evaluation focuses on vocabulary learning scenarios; broader applicability
across different learning domains requires further investigation.

Future research directions include:

» Extension to other learning domains beyond vocabulary
* Investigation of alternative semantic analysis approaches
* Development of offline semantic models to reduce dependency

* Long-term user studies in real-world learning environments
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6.3 Practical Implications

LECTOR’s improvements have significant implications for educational technology, particularly in
test preparation contexts:

Enhanced Test Performance: The 2.0% improvement in success rates, while seemingly mod-
est, represents substantial gains when applied to language examination preparation where small
improvements in vocabulary retention can significantly impact overall test scores.

Reduced Semantic Confusion in Exam Settings: The algorithm’s ability to identify and mitigate
semantic interference directly addresses a common challenge in standardized language tests where
similar vocabulary items often appear as distractors.

Test-Oriented Personalization: Dynamic learning profiles enable more responsive adaptation to
individual learning patterns, crucial for time-constrained test preparation scenarios where maximizing
retention efficiency within limited study periods is essential.

7 Conclusion

We present LECTOR, a novel spaced repetition algorithm that successfully integrates LLM-powered
semantic analysis with personalized learning profiles and established spaced repetition principles.
Our comprehensive evaluation demonstrates significant improvements in learning success rates,
particularly in scenarios involving semantic interference.

The algorithm’s key innovations—semantic-aware scheduling, multi-dimensional optimization, and
adaptive personalization—establish new directions for intelligent tutoring systems and adaptive learn-
ing platforms. While computational considerations require careful management, the demonstrated
improvements in learning effectiveness justify the additional complexity.

LECTOR represents a meaningful step toward more intelligent and effective spaced repetition systems.
The integration of modern Al capabilities with proven educational principles opens new possibilities
for adaptive learning technologies. Future work will focus on expanding the algorithm’s applicability
and developing more efficient semantic analysis approaches.

Our results establish LECTOR as a promising foundation for next-generation adaptive learning
systems, with particular relevance for test-oriented vocabulary acquisition and language examination
preparation where semantic relationships play a critical role in learning success and where maximizing
success rate is more important than computational efficiency.
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Reproducibility Statement

To ensure the reproducibility of our results, we have taken the following measures: Our LECTOR
algorithm is built upon established open-source spaced repetition implementations. Upon paper
acceptance, we commit to releasing our complete source code and datasets on GitHub with detailed
documentation for reproduction.
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Agents4Science Al Involvement Checklist

1.

Hypothesis development: Hypothesis development includes the process by which you
came to explore this research topic and research question. This can involve the background
research performed by either researchers or by Al. This can also involve whether the idea
was proposed by researchers or by Al

Answer: [C]

Explanation: Human researchers provided the initial research direction and some existing
papers as foundation, while the remaining hypothesis development was completed by Al,
including comprehensive literature analysis and problem identification.

. Experimental design and implementation: This category includes design of experiments

that are used to test the hypotheses, coding and implementation of computational methods,
and the execution of these experiments.

Answer: [D]

Explanation: Experimental design, code implementation, execution, and iterative optimiza-
tion were completed by Al. Human researchers only reviewed whether there were any
behaviors that deviated from the research objectives.

. Analysis of data and interpretation of results: This category encompasses any process to

organize and process data for the experiments in the paper. It also includes interpretations of
the results of the study.

Answer: [D]

Explanation: Experimental data analysis and visualization were completed by Al. Human
researchers only conducted review and verification of the analysis results.

. Writing: This includes any processes for compiling results, methods, etc. into the final

paper form. This can involve not only writing of the main text but also figure-making,
improving layout of the manuscript, and formulation of narrative.

Answer: [D]

Explanation: The vast majority of paper writing was completed by Al, with human re-
searchers only participating in formatting adjustments and flowchart creation.

. Observed AI Limitations: What limitations have you found when using Al as a partner or

lead author?

Description: We observed that LLMs exhibit topic drift issues when dealing with long texts
and extended contexts. Additionally, we found that multiple retries can accomplish tasks
more efficiently than complex prompt engineering.
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335 1. Claims

336 Question: Do the main claims made in the abstract and introduction accurately reflect the
337 paper’s contributions and scope?

338 Answer: [Yes]

339 Justification: The abstract and introduction accurately describe LECTOR’s capabilities and
340 performance improvements, with specific quantitative results (90.2% success rate, 2.0%
341 improvement over baseline) that match our experimental findings.

342 Guidelines:

343 * The answer NA means that the abstract and introduction do not include the claims
344 made in the paper.

345 * The abstract and/or introduction should clearly state the claims made, including the
346 contributions made in the paper and important assumptions and limitations. A No or
347 NA answer to this question will not be perceived well by the reviewers.

348 * The claims made should match theoretical and experimental results, and reflect how
349 much the results can be expected to generalize to other settings.

350 * It is fine to include aspirational goals as motivation as long as it is clear that these goals
351 are not attained by the paper.

352 2. Limitations

353 Question: Does the paper discuss the limitations of the work performed by the authors?
354 Answer: [Yes]

355 Justification: Section 6.2 explicitly discusses computational overhead, LLM dependency,
356 and evaluation scope limitations, along with suggestions for future work to address these
357 issues.

358 Guidelines:

359 * The answer NA means that the paper has no limitation while the answer No means that
360 the paper has limitations, but those are not discussed in the paper.

361  The authors are encouraged to create a separate "Limitations" section in their paper.
362 * The paper should point out any strong assumptions and how robust the results are to
363 violations of these assumptions (e.g., independence assumptions, noiseless settings,
364 model well-specification, asymptotic approximations only holding locally). The authors
365 should reflect on how these assumptions might be violated in practice and what the
366 implications would be.

367  The authors should reflect on the scope of the claims made, e.g., if the approach was
368 only tested on a few datasets or with a few runs. In general, empirical results often
369 depend on implicit assumptions, which should be articulated.

370 * The authors should reflect on the factors that influence the performance of the approach.
371 For example, a facial recognition algorithm may perform poorly when image resolution
a7z is low or images are taken in low lighting.

373  The authors should discuss the computational efficiency of the proposed algorithms
374 and how they scale with dataset size.

375 * If applicable, the authors should discuss possible limitations of their approach to
376 address problems of privacy and fairness.

377 * While the authors might fear that complete honesty about limitations might be used by
378 reviewers as grounds for rejection, a worse outcome might be that reviewers discover
379 limitations that aren’t acknowledged in the paper. Reviewers will be specifically
380 instructed to not penalize honesty concerning limitations.

381 3. Theory assumptions and proofs

382 Question: For each theoretical result, does the paper provide the full set of assumptions and
383 a complete (and correct) proof?

384 Answer: [NA]
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Justification: The paper presents an algorithmic contribution with mathematical formulations
rather than formal theorems requiring proofs.

Guidelines:

» The answer NA means that the paper does not include theoretical results.

 All the theorems, formulas, and proofs in the paper should be numbered and cross-
referenced.

* All assumptions should be clearly stated or referenced in the statement of any theorems.

* The proofs can either appear in the main paper or the supplemental material, but if
they appear in the supplemental material, the authors are encouraged to provide a short
proof sketch to provide intuition.

4. Experimental result reproducibility

Question: Does the paper fully disclose all the information needed to reproduce the main ex-
perimental results of the paper to the extent that it affects the main claims and/or conclusions
of the paper (regardless of whether the code and data are provided or not)?

Answer: [Yes]

Justification: Section 4 provides detailed experimental setup including dataset description,
simulation parameters, baseline algorithms, and evaluation metrics sufficient for reproduc-
tion.

Guidelines:

* The answer NA means that the paper does not include experiments.

* If the paper includes experiments, a No answer to this question will not be perceived
well by the reviewers: Making the paper reproducible is important.

* If the contribution is a dataset and/or model, the authors should describe the steps taken
to make their results reproducible or verifiable.

* We recognize that reproducibility may be tricky in some cases, in which case authors
are welcome to describe the particular way they provide for reproducibility. In the case
of closed-source models, it may be that access to the model is limited in some way
(e.g., to registered users), but it should be possible for other researchers to have some
path to reproducing or verifying the results.

. Open access to data and code

Question: Does the paper provide open access to the data and code, with sufficient instruc-
tions to faithfully reproduce the main experimental results, as described in supplemental
material?

Answer:

Justification: While the paper provides detailed methodology and experimental setup, the
code and data are not publicly released at submission time for anonymity purposes.

Guidelines:

* The answer NA means that paper does not include experiments requiring code.

* Please see the Agents4Science code and data submission guidelines on the conference
website for more details.

* While we encourage the release of code and data, we understand that this might not be
possible, so “No” is an acceptable answer. Papers cannot be rejected simply for not
including code, unless this is central to the contribution (e.g., for a new open-source
benchmark).

* The instructions should contain the exact command and environment needed to run to
reproduce the results.

* At submission time, to preserve anonymity, the authors should release anonymized
versions (if applicable).

. Experimental setting/details

Question: Does the paper specify all the training and test details (e.g., data splits, hyper-
parameters, how they were chosen, type of optimizer, etc.) necessary to understand the
results?
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Answer: [Yes]

Justification: Section 4 specifies simulation parameters (100 learners, 100 days, 25 concepts
per learner, 50 semantic groups) and Section 3 details algorithm parameters and formulations.

Guidelines:

* The answer NA means that the paper does not include experiments.
* The experimental setting should be presented in the core of the paper to a level of detail
that is necessary to appreciate the results and make sense of them.

* The full details can be provided either with the code, in appendix, or as supplemental
material.

. Experiment statistical significance

Question: Does the paper report error bars suitably and correctly defined or other appropriate
information about the statistical significance of the experiments?

Answer:

Justification: The paper reports aggregate performance metrics across simulated learners but
does not include error bars or confidence intervals for the reported results.

Guidelines:

» The answer NA means that the paper does not include experiments.

* The authors should answer "Yes" if the results are accompanied by error bars, confi-
dence intervals, or statistical significance tests, at least for the experiments that support
the main claims of the paper.

* The factors of variability that the error bars are capturing should be clearly stated

(for example, train/test split, initialization, or overall run with given experimental
conditions).

. Experiments compute resources

Question: For each experiment, does the paper provide sufficient information on the com-
puter resources (type of compute workers, memory, time of execution) needed to reproduce
the experiments?

Answer: [Yes]

Justification: Section 4.4 specifies that experiments require LLM resources for semantic anal-
ysis and well-organized datasets, with simulation having modest computational requirements
and execution time scaling with data size.

Guidelines:

* The answer NA means that the paper does not include experiments.

 The paper should indicate the type of compute workers CPU or GPU, internal cluster,
or cloud provider, including relevant memory and storage.

* The paper should provide the amount of compute required for each of the individual
experimental runs as well as estimate the total compute.

. Code of ethics

Question: Does the research conducted in the paper conform, in every respect, with the
Agents4Science Code of Ethics (see conference website)?

Answer: [Yes]

Justification: The research focuses on educational algorithm development using simulated
data without human subjects, thus conforming to ethical research standards.

Guidelines:

* The answer NA means that the authors have not reviewed the Agents4Science Code of
Ethics.

* If the authors answer No, they should explain the special circumstances that require a
deviation from the Code of Ethics.

10. Broader impacts
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Question: Does the paper discuss both potential positive societal impacts and negative
societal impacts of the work performed?

Answer: [Yes]

Justification: Section 6.3 discusses practical implications including enhanced learning
outcomes and reduced semantic confusion, while Section 6.2 addresses limitations and
potential concerns.

Guidelines:

* The answer NA means that there is no societal impact of the work performed.

* If the authors answer NA or No, they should explain why their work has no societal
impact or why the paper does not address societal impact.

» Examples of negative societal impacts include potential malicious or unintended uses
(e.g., disinformation, generating fake profiles, surveillance), fairness considerations,
privacy considerations, and security considerations.

« If there are negative societal impacts, the authors could also discuss possible mitigation
strategies.
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