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ABSTRACT

Image generation with diffusion and autoregressive models can inadvertently output
undesirable content, such as copyrighted characters, harmful images, unwanted
objects, or protected artistic styles. Therefore, trustworthy content moderation
remains a major challenge: retraining for the removal of each of these concepts is
infeasible, while existing post-hoc interventions are either easy to bypass or come
at the cost of image quality. We introduce a white-box, model-agnostic framework
that uses Transcoders as an integrated, surgical intervention layer that allows
precise, in-place suppression of targeted concepts without retraining the generative
model. Because our approach modifies the model’s backbone and not just external
modules, it is robust against circumvention and preserves overall generation quality.
Empirically, our method achieves new state-of-the-art results for both diffusion and
autoregressive image generative models, remaining robust even against adversarial
prompts and throughout sequential, diverse concept removal requests. Thereby,
our approach sets the practical foundation for trustworthy image generation in
real-world scenarios.

1 INTRODUCTION

Image generative models, such as diffusion models (DMs) (Esser et al., [2024b; |Stability Al 2023}
Black Forest Labs, [2024) and image autoregressive models (IARs) (Han et al., 2025} Tang et al.,
2024), have revolutionized the creation of realistic, detailed, and aesthetic content. Despite their
capabilities, these models often raise concerns, as they can inadvertently generate undesirable content,
such as copyrighted characters (Gary Marcus, [2024), Not Safe For Work (NSFW) images, e.g.,
depictions of violence or nudity (Qu et al., 2023; Rando et al., 2022; | Yang et al.,2024b), unwanted
objects (Wei et al.,|2025), or copyrighted artistic styles (Asperti et al.| [2025).

Numerous works have addressed the challenge of preventing models from generating these con-
cepts. Overall, there are two types of approaches. The first one adds additional safety modules
to the model (Poppi et al., 2024} |Cywinski & Deja, |2025) or the generation pipeline during the
inference (Schramowski et al.| 2023 [Li et al., [2024)) but leaves the original model unaltered. Since
such approaches can be easily bypassed or removed in local deployments, they are limited to API-
based deployments. The second type alters the model in-place, either through training or through
direct closed-form model edits, which makes them more robust to removal. Training-based ap-
proaches (Zhang et al., 2025} |Gandikota et al.l 2023;|Gao et al., 2025 Zhang et al., [2024a; | Kumari
et al.,[2023 [Wu et al., [2025; |Fan et al.| 2024; Wu & Harandil 2024; Heng & Soh} |2023; |Lu et al.|
2024) suffer from high computational costs, especially as the models grow in size. Additionally,
they usually rely on objective functions tied to a specific training paradigm, which restricts their
applicability across models. Closed-form edits (Orgad et al., 2023 |Gandikota et al., 2024} Basu et al.|
20244a; Gong et al.| 2024) are computationally efficient and can be applied across models but tend to
degrade generation quality, especially under sequential concept removal requests, which is limiting in
real-word deployment where multiple undesired concepts can be identified over time.

To address these shortcoming, we introduce TRAnscoder-based Concept Editing (TRACE), a
new framework for concept removal in text-to-image generative models. Originally developed to
disentangle features in large language models (Dunefsky et al., 2024), transcoders provide sparse
and interpretable representations that make it possible to isolate individual concepts, a prerequisite
for targeted concept removal. In text-to-image architectures, the interface between the text encoder
and the generative backbone typically passes through one or two narrow transformation layers (Esser
et al.,|2024a; Han et al., [2025)), which act as a bottleneck. Replacing these layers with a transcoder
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Figure 1: TRACE removes diverse concepts, including NSFW, Style, objects, or IP Characters.

provides a natural intervention point where unwanted features can be blocked before they propagate
through the model. Concept removal is then achieved by identifying the transcoder-latents associated
with a target concept and redirecting them toward a neutral representation, such as the empty token.
Importantly, unlike add-on safety modules (Poppi et al.| 2024} [Cywinski & Deja, 2025}, [Schramowski
let all 2023} [Li et al., [2024)) that can be detached or bypassed, our method integrates the transcoder
directly into the generative model’s backbone where it remains persistent. Notably, our method also
eliminates the need for backpropagation through the full model as the transcoder can be trained in
isolation at low computational costs. This enables our method to scale to modern, large diffusion and
autoregressive architectures with billions of parameters.

We evaluate our method on state-of-the-art (SOTA) DMs, namely Stable Diffusion 3.5 Large
(SD3.5) (Esser et al. 2024a) and FLUX.1-dev (Flux) 2024), as well as on IARs, namely
Infinity-2B and Infinity-8B (Han et al., 2025). We focus mainly on the tasks of style removal and
object removal using the UnlearnCanvas benchmark (Zhang et all,[2024b). Our results highlight that
TRACE achieves SOTA performance in concept removal across both paradigms, DMs and IARs. For
example, on our largest model Flux (12B parameters) it surpasses the baselines by up to 21 percentage
points in style removal accuracy, while also achieving significantly higher in- and cross-domain retain
accuracy. This trend is consistent over all tested models, confirming our method’s flexibility and
scalability. In Figure[I] we also provide quantitative results for Infinity-8B which demonstrate that
our method effectively removes diverse concepts while maintaining high visual quality. We further
show that unlike prior weight-editing methods that degrade under sequential edits, TRACE remains
effective when removing concepts sequentially. Finally, TRACE maintains robust concept removal
also under targeted attacks, highlighting its robustness. Together, these results establish TRACE as a
practical and general solution for safe deployment of generative models.

In summary, we make the following contributions:

* We introduce TRACE, a framework for concept removal in text-to-image generative models, based
on integrated transcoders, which does not require retraining the generative model.

* Our method is broadly applicable: it removes a wide range of target concepts across both SOTA
diffusion and image autoregressive architectures.

* We demonstrate that our approach enables sequential removal of multiple concepts, a setting where
existing methods degrade dramatically or simply fail.

* Unlike prior add-on modules, our intervention yields persistent concept removal: it is robust to
both local tampering (removal/circumvention) and dedicated attacks.

» Extensive experiments show that our method maintains high visual fidelity and competitive perfor-
mance across diverse benchmarks and concept types.
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2 RELATED WORK

Text-to-Image Models. Currently, there are two dominant paradigms for text-to-image modeling,
namely Diffusion Models (DM) and Image AutoRegressive (IAR) models. DM learn the gradient field
between Gaussian noise and the image distribution, originally through stochastic processes (Rombach
et al.| [2022), with recent work favoring deterministic formulations (Esser et al.||2024a). IAR models
instead factorize the joint distribution into conditional probabilities, generating tokens sequentially.
While early IARs were restricted to class-conditional generation (Van Den Oord et al., [ 2016; Ramesh
et al.,|2021]), recently, models like Infinity (Han et al.,[2025) are text-conditional and generate images
at SOTA quality based on the principle of next-scale prediction. See Appendix [A.T|for more details
on both paradigms. Our proposed TRACE method applies to both DMs and IARs.

Concept Removal aims to prevent a model from generating content related to a farget concept.
Approaches can be grouped into two categories: internal methods, which directly modify model
weights or structure, and external methods, which leave the model frozen and operate externally, for
example by adding separate, removable modules (Cywinski & Dejal 2025) or modifying generation
at inference time (Schramowski et al.| 2023} |Li et al., [2024). Those external methods are, therefore,
solely suitable for API-based deployments but can be bypassed in local settings. Internal methods,
such as our proposed TRACE, in contrast, produce persistent changes and are therefore more suitable
for open-source models that can be deployed locally. Existing methods can be further divided into
two main families: closed-form editing and training-based editing. We present a full overview in
Table @ and detailed method descriptions in Appendix [A.2.2]

Training-based Editing (Internal) methods retrain or fine-tune the target model to suppress a
concept. Safe-CLIP (Poppi et al., [2024)) fine-tunes CLIP (Radford et al.| [2021)) encoders to reduce
sensitivity to unsafe concepts, but is limited to DMs that rely solely on CLIP-based encoders. SOTA
DMs (Esser et al.| [2024b; [Labs), [2024)) and image autoregressive models (Han et al.;2025) employ
alternative text encoders such as TS5 (Raffel et al.,|2020)), making this approach less general. Other
methods update the generative model parameters directly. EDiff (Wu et al.}[2025) formulates erasure
as a bi-level optimization problem, Erased Stable Diffusion (ESD) (Gandikota et al.,|2023)) defines
an objective derived from the classifier-free guidance formulation, SA (Heng & Soh, |2023)) uses a
surrogate objective based on Bayesian modeling, and Forget-Me-Not (Zhang et al., 2024a)) introduces
a re-steering loss applied to attention layers. More recent work includes EraseAnything (Gao et al.,
2025)), which combines LoRA-based adapters with a bi-level min—max optimization, and Minimalist
Concept Erasure (Zhang et al., |[2025)), which performs end-to-end optimization through the entire
generation process with learnable neuron masks. Several approaches refine which parameters are
updated rather than modifying all weights: SalUn (Fan et al., [2024) and SHS (Wu & Harandi,
2024)) use saliency or sensitivity, CA (Kumari et al., 2023)) extends this idea to anchor concepts,
and SPM (Lyu et al.}2024) inserts lightweight adapters after each linear and convolutional layer to
block the flow of unwanted information. While these approaches can be effective, they suffer from
high computational cost, dependence on curated data, and limited flexibility across architectures.
Importantly, most have been evaluated only on U-Net-based DMs. Our method closes this important
gap, generalizes over both paradigms and to SOTA transformer-based IARs and DMs.

Closed-form Editing (Internal) methods update model parameters through analytic projections
without retraining. TIME (Orgad et al.,[2023)) modifies all cross-attention weights via a projection
constrained by an {5 norm, and UCE (Gandikota et al.|[2024) replaces the constraint with an unrelated
knowledge projection. RECE (Gong et al., |2024) combines both constraints while refining text
embeddings, but does not introduce a fundamentally different mechanism beyond TIME and UCE.
LOCOEDIT (Basu et al.,[2024a)) applies an £ norm constraint, and operates locally by identifying
the most relevant layers through concept and neutral prompts. MACE (Lu et al.,|2024) augments
UCE with segmentation masks and trains LoRA adapters on key and value projections inside the
denoising process. Its formulation depends on diffusion time steps and attention over noisy latents,
making it inapplicable to IARs. Closed-form edits are computationally efficient but exhibit trade-offs:
weak edits leave traces of the target concept, while strong edits degrade image quality. Because they
modify parameters throughout the model without accounting for neuron polysemanticity (Elhage
et al.,[2022)), they struggle to isolate the target concept while preserving others. Sequential edits are
also unstable, since cumulative projections on the same matrices cause spectral drift and degraded
alignment. In contrast, our method enables precise suppression at the level of semantic features,
resulting in improved trade-offs and robustness across sequential removals.
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Overall, our methods combines the advantages of targeted removal from training-based editing with
computational costs closer to the closed-form editing methods, making it a practical approach for
content moderation.

Sparse Autoencoder (SAE)-based Editing (External) pursue a similar approach to our work by
sparsifying the internal embeddings in the model and filtering the concepts that should be removed.
These methods either apply an SAE in the image stream to unlearn visual features (Cywinski & Dejal
2025)) or operate in the text stream (Kim & Ghadiyaraml| 2025 [Tian et al.| [2025)). Both |Cywinski &
Deja) (2025) and (Tian et al.| (2025) compute a feature importance score for a given concept using two
sets of inputs concept and non concept prompts and then intervene on the corresponding SAE features.
Specifically, |Cywinski & Dejal (2025)) apply a multiplicative factor to the selected columns, whereas
Tian et al.| (2025) downscale the identified activations and compare the base layer output with the
SAE reconstruction: if the reconstruction error exceeds the scaling threshold, the SAE output is used
instead. Kim & Ghadiyaram| (2025)), in contrast, steer the representation toward a direction derived
from SAE features associated with a concept token. A key limitation of these methods is that, in
contrast to our Transcoder-based approach, the SAE remains external to the main model architecture.
This makes the intervention easily removable under white-box model access. Our approach remains
robust also under white-box model access and, therefore, combines the advantages of sparsity-based
approaches and internal concept removal techniques.

3 BACKGROUND AND NOTATION

Transcoders are neural networks designed to learn a sparsified approximation of multi-layer per-
ceptron (MLP) layers. They promote sparsity by adding an ¢; penalty on latent activations to the
reconstruction loss, yielding a more interpretable latent representation.

Formally, let x,y € R? denote an input-output pair of an MLP layer (i.e., y = MLP(x)). A
transcoder maps the input x into a higher-dimensional latent representation z € R™ %, where m is the
expansion factor, from which it reconstructs the output ¥ € R?. The architecture of the transcoder
can be formalized as:

z = ReLU(WepeX + bene) 0

YV = Wiecz + bdec,
where Wepe € R™9%4 and Wy, € R¥™ 4 are encoder and decoder weight matrices, respectively.
The bepe € R™® and bge. € R%2 are learnable bias terms. Through this formulation, each feature in
the transcoder is associated with two vectors, namely the ¢-th row in W, (encoder feature vector)
and the i-th column of Wy (decoder feature vector). Intuitively, for every feature, the encoder vector
indicates how much the feature should activate and the decoder vector is scaled by this amount. The
resulting weighted sum of the decoder vectors represents the transcoder’s output. Transcoder training
minimizes the reconstruction objective of the original MLP with an ¢; regularization on the latent:

L= |y -yl + Azl . )
—— ——
faithfulness loss  sparsity penalty

where A > 0 controls the trade-off between faithfulness and sparsity (Dunefsky et al.| 2024)).

Notation. We denote by ¢ a target concept to be removed and by p a prompt used to generate an
image with the text-to-image model M. The prompt consists of P tokens {p1,...,pp}, and we
denote the tokens that encode concept ¢ by the subset p; = {p;1, ..., Dtk }, where k is the number of
tokens for concept ¢t. For example, in the prompt p ="An image of a cat in Van Gogh style", with
concept t ="Van Gogh", k = 2 and p;; ="Van", and p;2 ="Gogh".

4 TRACE: CONCEPT REMOVAL BASED ON TRANSCODERS

In this section, we present TRACE, the first application of transcoders for concept removal in text-to-
image generative models. While transcoders have previously enabled analysis of MLP circuits in
large language models (Dunefsky et al.,[2024), their use for concept removal, in particular for text-to-
image architectures, remains unexplored. We leverage transcoders’ ability to sparsely approximate
transformation layers to selectively suppress undesired concepts with minimal side effects. We first
provide a high-level overview of our framework, then describe transcoder training and our targeted
intervention for concept removal.
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Figure 2: Overview of our TRACE. We detail our transcoder-based concept removal framework.

4.1 OUR TRANSCODER-BASED CONCEPT REMOVAL FRAMEWORK

We propose a model-agnostic framework for concept removal in text-to-image generative models.
SOTA architectures, including both DMs and IARs, rely on one or more text encoders that generate
embeddings to guide image generation. These embeddings are typically injected into the image-
generative backbone via transformations such as projection layers or MLPs applied to pooled text
features, depending on the specific model (see Appendix [D.I] for details). In all cases, we can
uniformly replace this transformation with a transcoder that yields condensed, monosemantic features
from text representations, enabling precise suppression of targeted content. We present a schematic
overview of our approach in Figure 2]

By intervening at this early stage of the model, we prevent unwanted features from propagating
through the model. Moreover, since our intervention is permanently integrated into the generative
backbone, rather than non-permanently operating externally on the text encoder as in [Poppi et al.
(2024)), simply replacing the text encoder will not undo concept removal with our method. Unlike
stand-alone SAE-based modules like SAEuron (Cywinski & Dejal [2025)), our approach embeds the
Transcoder as a permanent, non-removable, integral component, ensuring persistent concept removal
and robustness, even in local model deployments. Additionally, unlike SAE-based methods that
intervene in the middle of the network and require extensive inference over multiple DM generation
time-steps to collect training samples, our approach operates at the model input, where training data
can be obtained directly from the encoding stage with minimal computation, both for DMs and TARs.

Finally, despite being located early in the model architecture, our method does not need a computa-
tionally expensive backpropagation through the large generative model. Instead, it can be trained
stand-alone and separately from the image-generative-model to learn sparse monosemantic features,
and then simply "plugged in". During the intervention, we only need to identify the features responsi-
ble for our target concept ¢, and redirect them to prevent the generation of ¢t. We detail the training
and the intervention for concept removal in the next sections.

4.2 TRANSCODER TRAINING

In the training phase, the transcoder is optimized to replicate the behavior of the original transforma-
tion while imposing a monosemantic decomposition of concepts.

Training Data Curation. The curation of the transcoder’s training data is lightweight and simple. It
requires a set of prompts, for example, taken from open source datasets. These prompts are forwarded
through the model’s initial text encoder to yield the training data inputs for the transcoder. The ground
truth outputs for the transcoder’s training are obtained by inferring these embeddings through the
model’s original text transformation, e.g., the MLP layer in DMs. Crucially, unlike SAeUron, our
approach avoids the need for expensive full-model inference to gather activations. We detail our
concrete instantiation for DMs and IARs in Appendix [D.2] Based on our generated input-output
pairs, the transcoder is then trained to approximate the original transformation.

Training Objective. The ¢, pseudo-norm measures the number of non-zero elements in a vector,
which ideally we would like to minimize for the latent representation z € R™? in a transcoder
to enforce sparsity, but direct optimization with respect to this norm is challenging due to its non-
convexity. Therefore, transcoder employs the /; norm as a convex surrogate, which promotes sparsity
while enabling more efficient optimization. We observed that the original transcoder training with
¢, regularization introduces two key issues for effective concept removal. 1) First, ¢; is only an
imperfect surrogate for the desired ¢ constraint and it only biases positive activations toward zero.
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The shrinkage of activations in the ¢; norm instead of zero-ing them out as in ¢y norm, prevents
a clean separation between active and inactive units. 2) Second, the formulation often results in
many "dead" latents that never activate, leading to under-utilization of the available latent space. For
concept removal, both limitations are critical: the lack of a sharp boundary between concept-specific
latents hinders precise isolation, thereby affecting both the target concept and unrelated concepts
alike, leading to sub-optimal trade-offs. At the same time, the presence of dead latents reduces the
model’s capacity to encode distinct concepts, resulting in less removal capacity.

As a solution, we replace the ReLLU with a TopK activation function, which enforces sparsity by
retaining only the k largest entries of the encoded representation. This provides a direct ¢ constraint
rather than a surrogate. Our modified encoder—decoder mapping is given by

z = TopK(WeneX + bene) ,

. 3

YV = WieeZ + byec.
Since the TopK operator is non-differentiable, we employ a straight-through estimator to propagate
gradients during backpropagation. Additional implementation and optimization details are provided

in Appendix Appendix

Inspired by work on training SAEs (Gao et al.,[2024), we then train with a composite loss £ consisting
of three components:

L= Lﬁdelity + ag Emulti-topK + a2 Eauxa (4)
where Ligeliy = ||y — ¥1|3 enforces alignment between the original transformation and the transcoder
output. The multi-TopK loss, Liulti-topk = [Waeez**) + bgeec — y||3, applies the same reconstruction
objective with an expanded TopK budget (typically 4k) to encourage progressive code utilization.
Finally, the auxiliary 10ss, Lo = [|[Waeez®) + bgee — y||3, computes the fidelity objective using
only inactive latents, thereby mitigating the problem of dead units. Each term is normalized by the
variance of the target activations, so all losses represent fractions of unexplained variance. A detailed
description of the loss components is provided in Appendix [E.2]

4.3 TRANSCODER-BASED INTERVENTION FOR CONCEPT REMOVAL

We perform the intervention by identifying the features responsible for one or multiple target concepts
and redirecting them to prevent the visual generation of the specified concepts.

Feature Identification. Formally, let z(p;) € R™ ¢ denote the latent vector obtained after applying
the TopK encoder to a token p;. We define the activation indicator

which specifies whether latent 7 is active for token p;. For a target concept ¢ with tokens {p;1, . . ., Pk }»
Ay = Ule Ay;; denotes the latent subset that encodes ¢, i.e., the indices for removal:

A = {i | 6i(pui) = 1}.

Concept Removal. Once the subset of latents associated with ¢ has been identified, the goal is to
block their contribution to the text representation. Since each latent corresponds to a column of the
decoder weight matrix Wy, suppression can be implemented by directly modifying these columns.

We modify W such that the activations of A; are redirected to reproduce the output of the empty
token (). Let z; € R™? and zy € R™? denote the latent activations for the target concept and the
empty token, respectively. Because the TopK operator produces exactly k active latents per token,
each Ay; and Ap have the same cardinality. We therefore define a pairing
7w Ay — Ag
as a bijection between these sets. Any bijection leads to the same result. In our implementation, we
adopt the simplest strategy: latents are paired in order, so the first latent of Ay, is matched to the first
of Ap, the second to the second, and so on. The decoder is then modified as
" )
(% g .
. ) — W, ifi € Ay,
Vi e {l,...,md}, Wd(;c = Ziz)-+€ dec
W otherwise,

dec

&)
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with € > 0 a small constant for numerical stability. Under this substitution, the decoder contribution
for z; becomes

(m(2))

g (% i 2 (% i
Waeezs = Z Wd(eczt dec( ))Zt( )= Z (Qi)) Wd(ec( ))ng )
i¢ Ay icA; © i€ A “t +e (6)
~ Z Wd(; i)) (7T i) _ = Waee2y,
€A

showing that the contribution of z; is redirected to reproduce the output of the empty token, thereby
removing the target concept while preserving a coherent representation.

5 EMPIRICAL EVALUATION

5.1 EXPERIMENTAL SETUP

Models. We mainly evaluate our method on SOTA text-to-image generative models from two
major architectures, namely DMs and IARs. For DMs, we consider SD3.5 (Esser et al., [2024al),
Flux (Labs| 2024). For IARs, we analyze Infinity-2B and Infinity-8B (Han et al., [2025). This
selection ensures coverage of both architectures and multiple model scales to highlight our method’s
generality. To compare further with prior work that was tailored to and evaluated on older models,
we also experiment with SD1.5.

Concept Removal Tasks and Benchmarks. We evaluate our method on style removal and object
removal from UnlearnCanvas (Zhang et al., |2024b). UnlearnCanvas provides a benchmark for
object and style unlearning. Yet, the benchmark’s style classifier is trained on SD1.5 generations and
generalizes poorly to modern architectures such as SD3.5, Flux, and Infinity (below 6% accuracy,
see Table . Therefore, we replace it with a LLaVA-1.6-Vicuna-7B (Liu et al., 2023) as a unified
zero-shot classifier (see Appendix for details). With this external classifier, we focus on ten
visually distinct styles (Cartoon, Cubism, Winter, Pop Art, Ukiyoe, Impressionism, Byzantine, Van
Gogh, Bricks, Watercolor), while retaining the object categories defined in the original benchmark.

Metrics. We assess concept removal using classification-based metrics together with distributional
quality measures. For a target concept ¢, we report Unlearning Accuracy (UA) as the fraction of
images generated with prompts containing c that are not classified as c. To measure preservation
of unrelated content, we report two retention metrics: In-domain Retain Accuracy (IRA), the
classification accuracy on non-target concepts from the same domain (e.g., other objects when
unlearning one object), and Cross-domain Retain Accuracy (CRA), the accuracy on concepts
from a different domain (e.g., style accuracy when unlearning an object). Image quality is evaluated
with the Fréchet Inception Distance (FID) (Heusel et al.l 2017), HPSv3 (Ma et al., [2025b), and
Aesthetics v2. SF_-]computed between intervened and orlgmal generations after excluding samples of
the removed concept, and CLIPScore (Hessel et al., | 2021)) under the same exclusion, as concept
removal is supposed to break the alignment between prompts containing the target concept and their
generated image.

Transcoder. We initialize the transcoder with an expansion factor of 16 and a TopK budget of
k = 32. We train it for 100 epochs on the curated dataset introduced by |(Cywinski & Dejal (2025). A
complete description of hyperparameters and training settings is provided in Appendix

Baselines. Overall, we compare our approach against 12 state-of-the-art baselines. For the state-
of-the-art models, namely SD3.5, Flux, Infinity-2B, and Infinity-8B, we compare TRACE against
UCE (Gandikota et al., [2024) and LOCOEDIT (Basu et al., 2024b), the most relevant white-box
editing methods that are directly applicable to both DMs and IARs. UCE has demonstrated SOTA
unlearning accuracy (UA) in|Zhang et al.|(2024b)), while LOCOEDIT is designed to perform localized
interventions that aim to preserve model utility by restricting edits to concept-relevant layers. For
SD3.5 and Flux, which use dynamic text representations that are incompatible with LOCOEDIT’s
original localization step, we adapt the method using zero-ablation as described in Appendix [B.2]
For SD1.5, we extend the comparison by adding MACE (Lu et al.} |2024), SPM (Lyu et al., [2024),

"https://github.com/discus0434/aesthetic-predictor-v2-5
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Table 1: Style and object removal performance of the proposed method and SOTA baselines.
FID, CLIP, HPSv3, and Aesthetic v2.5 scores are reported on non-target data.

Style Removal Object Removal FID (|) CLIP(t) HPSv3(T) Aesthetic v2.5(1)
Model Method UA(1) IRA(1) CRA(1) UA() IRA(D) CRA(%)
LOCOEDIT | 41.49 59.23 84.57 37.87 85.78 58.89 54.66 0.3246 7.46 6.02
SD3.5 UCE 61.78 61.89 83.47 84.45 82.23 60.93 62.34 0.3205 6.19 6.11
Ours 69.60 67.30 92.60 68.00 93.00 67.50 51.89 0.3376 8.31 6.15
LOCOEDIT 66.45 33.23 83.44 35.75 91.23 35.76 55.56 0.2911 8.13 6.13
Flux UCE 67.43 34.78 76.56 87.45 82.34 36.43 58.90 0.2996 7.54 6.34
Ours 88.60 36.10 96.40 93.20 96.61 38.20 51.67 0.3059 8.49 6.49
LOCOEDIT | 81.27 37.65 62.45 85.72 68.09 3452 91.55 0.3007 6.57 5.27
Infinity-2B  UCE 68.59 35.09 74.29 72.48 69.34 3143 77.56 0.3078 6.38 5.54
Ours 86.80 39.60 90.30 91.20 84.50 38.30 90.92 0.3093 6.98 5.61
LOCOEDIT | 80.07 59.61 63.47 88.67 70.54 57.44 56.21 0.3225 7.87 6.47
Infinity-8B  UCE 76.75 58.76 68.67 75.35 69.41 56.56 62.34 0.3289 7.96 6.44
Ours 85.40 63.70 95.50 90.20 95.70 61.40 53.93 0.3338 8.54 6.51

and ANT (Li et al| 2025) for sequential unlearning (Section[5.3). We also extend the comparison
for SD1.5 on UnlearnCanvas benchmark to ESD (Gandikota et al., [2023)), FMN (Zhang et al.|
2024a)), UCE (Gandikota et al.,[2024), CA (Kumari et al.l|2023)), SalUn (Fan et al.,|2024), SEOT (L1
et al., [2024), SPM (Lyu et al., [2024), EDiff (Wu et al. 2025), SHS (Wu & Harandi, 2024) and
SAeUron (Cywinski & Deja, [2025).

5.2 OUR METHOD YIELDS EFFECTIVE CONCEPT REMOVAL

State-of-the-Art IARs and DMs. We first compare our method to the baselines on state-of-the-art
models in Table[T] The results highlight that our method outperforms the baselines over all models.
The results in Table [T show that our method delivers consistent improvements in concept removal
across both style and object domains. On SD3.5, our approach achieves 69.6% UA, 67.3% IRA, and
92.6% CRA for style removal, outperforming LOCOEDIT and UCE by margins of 8-28%. For object
removal on SD3.5, UCE attains a strong 84.5% UA, but our method achieves higher in-domain and
cross-domain retention (93.0% IRA and 67.5% CRA), demonstrating that it more reliably removes
the target concept while preserving fidelity to the original domain and maintaining transferability
across domains.

On Flux, our method’s improvements are even more pronounced. It reaches 88.6% UA and 96.4%
CRA for style removal, with over 93% UA and 96.6% IRA for object removal, surpassing LOCOEDIT
and UCE by wide margins. These results indicate that our approach is particularly effective at
disentangling style attributes, which are often more diffuse and challenging to isolate, while still
retaining high accuracy within and across domains.

For Infinity-2B, LOCOEDIT performs reasonably well on object removal, yet our method still
achieves the highest overall results, with 90.3% CRA for style removal and 91.2% UA for object
removal. Compared to UCE, which struggles on this model, our method provides clear advantages
across all three metrics. On the larger Infinity-8B model, our method again delivers the best
performance, reaching 95.5% CRA for style removal and 95.7% IRA for object removal, confirming
that our approach scales effectively with model size while ensuring both in-domain and cross-domain
consistency across novel SOTA models and training paradigms.

In addition to removal accuracy, our approach preserves generative quality, as reflected by lower
FID and higher CLIP scores across most settings. This balance between strong concept suppression
and high-fidelity image synthesis highlights the effectiveness of our method compared to existing
baselines, which often face trade-offs between removal strength and image quality. We complement
these quantitative results with qualitative examples in Appendix [C] Furthermore, the comparison of
training time, storage, and memory requirements in Appendix [F.6|demonstrates a clear advantage of
our method over training-based approaches.

Full Baseline Comparison against SD1.5. We further compare our method against additional
baselines Section[5.2]on the UnlearnCanvas benchmark (Zhang et all 2024b)) using the less capable
SD1.5 model. Since this model lacks an explicit bottleneck between the text and image streams, we
introduce a virtual identity layer between the CLIP text encoder and the cross-attention text input,
which we then replace with our transcoder. We use an expansion factor of 32 and k = 32.
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Table 2: Evaluation of style and object removal against state-of-the-art methods on style and
object unlearning. We evaluate on SD 1.5 finetune model of unlearn canvas. The best result for each
metric is highlighted in bold, and the second-best is underlined.

Style Removal Object Removal
Method | 5 (1) "IRA (1) CRA(H) | UA(H) IRA(D) CRA(p) | Mean (D
ESD 98.58% 80.97% 9396% | 92.15% 55.78% 44.23% 77.28%
FMN 88.48%  56.77% 46.60% 45.64%  90.63% 73.46% 66.60%
UCE 98.40%  60.22% 47.71% 94.31% 39.35% 34.67% 62.78%
CA 60.82% 96.01% 92.70% 46.67% 90.11% 81.97% 77.38%

SalUn 86.26% 90.39%  95.08% | 86.91% 96.35% 99.59% | 92.43%
SEOT 56.90% 94.68% 84.31% | 23.25% 95.57% 82.71% | 72.23%

SPM 60.94% 92.39% 84.33% | 71.25% 90.79%  81.65% | 80.56%
EDiff 92.42%  7391% 98.93% | 86.67% 94.03%  48.48% | 82.07%
SHS 95.84% 80.42%  43.27% | 80.73% 81.15%  67.99% | 74.24%
SAeUron | 95.80% 99.10% 99.40% | 78.82% 9547%  95.58% | 94.03%
Ours 95.02% 93.84%  86.22% | 83.88% 91.82% 97.87% | 91.11%

Note that not all these baselines operate in the same setup and threat space as our TRACE. Therefore,
the results only provide a context for TRACE’s performance in the overall landscape of concept
removal methods. Our results in Table[2]highlight that also on SD1.5, our TRACE remains competitive
to the baselines. While ESD outperforms TRACE in terms of UA, this comes at the cost of strong
reductions in IRA, which is undesirable. In contrast, TRACE maintains a more careful balance
between UA and IRA. SAeUron overall achieves slightly better trade-offs than ours. Note, however,
as discussed in Section [2] that this method is an external editing method which can be removed
without affecting the model’s generation performance while ours, at least on the state-of-the art
models evaluated above, is integrated internally to the model, making it a part that cannot be removed
without harming model performance. This makes TRACE applicable in white-box model access
setups where SAeUron fails.

5.3 MULTI-CONCEPT REMOVAL

We assess our method’s ability to remove multiple concepts in comparison to the baselines. Con-
cretely, we distinguish between two setups. 1) Simultaneous Removal removes N concepts by
identifiying the corresponding latent subsets in the transcoder and jointly redirecting their decoder
contributions to the empty token, ensuring that none of the N concepts are expressed during the
generation. 2) Sequential Removal removes one concept at the time until reaching N. For our
method, both setups are functionally identical since after N sequential steps the same set of latents
has been redirected as in the simultaneous case. In contrast, for baselines LOCOEDIT and UCE,
sequential removal requires iterative weight edits, which accumulate across steps and lead to de-
graded performance compared to the simultaneous setting. For simultaneous removal, we re-run the
experiment with different N € {1,..., 10}, for sequential removal, we continue the experiment from
the removal of N = 1, and then add another one at the time, until we also reach N = 10.

We present the results in Figure[3] where the y-axis reports the average score defined as (UA + (IRA +
CRA)/2)/2, following [Cywinski & Deja (2025). This score combines the unlearning and retain
capabilities into a single metric for simpler comparison. We report the mean computed 5 random
seeds. Across all models and both setups, our method consistently achieves higher average scores
than LOCOEDIT and UCE. In the sequential setting, the performance of the baselines drops sharply
as more concepts are removed, reflecting the accumulation of errors from repeated weight edits. In
contrast, our method remains stable, showing only a gradual decline even when ten concepts are
removed. In the simultaneous setting, all methods perform better at small IV, but the gap between our
method and the baselines widens as IV increases, with our approach maintaining substantially higher
scores. The advantage is especially pronounced for larger models such as SD3.5 and Infinity-8B,
where the baselines degrade most quickly. These results demonstrate that our TRACE provide robust
multi-concept removal that scales reliably with N, avoiding the compounding errors of sequential
editing while maintaining strong retention across both setups. While the results in Figure |3|are for
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Figure 3: Multi-Concept Style Removal of Our Method and SOTA Baselines.

style removal, the same trends can be observed for object removal as we show in Appendix To
broaden the evaluation for style removal, we also include results for SD1.5 in Appendix [F2]

5.4 ROBUSTNESS EVALUATION

To evaluate robustness of our method under Table 3: Attack Success Rates.
attacks, we test the effectiveness of Ring-A-
Bell (Tsai et al., 2024), an adversarial prompt-

. — . Method SD3.5 Flux Inf-2B Inf-8B
ing framework originally proposed against

DMs where it was designed to bypass con- Original 58.08 2843 3646  56.34
cept removal methods by leveraging adversar- LOCOEDIT 5736 2632 24.67 2261
ially optimized input prompts. It constructs UCE 4344 2445 2531 24.43
adversarial queries by extracting semantic rep-  ~ Qurs 2521 15.62 2123 1978

resentations of sensitive concepts (e.g., nudity,
violence, or artistic styles) from text encoders (CLIP), and then applies discrete optimization to
generate prompts that reintroduce these concepts even when models have been explicitly trained to
suppress them. Importantly, the attack operates without requiring access to model internals. Table
[3]shows Ring-A-Bell attack success rates (%) across models, with lower values indicating greater
robustness. The original models are the most vulnerable, reaching 58.08% on SD3.5 and 56.34%
on Infinity-8B. Both LOCOEDIT and UCE reduce these rates, but their protection remains partial,
especially on stronger models like SD3.5. Our approach achieves the lowest success rates across all
four models, cutting attack success by 33 percentage points on SD3.5 (from 58.08% to 25.21%) and
by over 36 points on Infinity-8B (from 56.34% to 19.78%). Even on Flux and Infinity-2B, where
baseline vulnerabilities are lower, our method still outperforms by clear margins. These results
demonstrate that our TRACE provides reliable concept removal even under attacks. Additional
diverse adversarial attack benchmarks are presented in Appendix [F:3]

6 CONCLUSION

We introduced TRAnscoder-based Concept Editing (TRACE), a practical and scalable framework
for robust concept removal in SOTA text-to-image generative models. By integrating concept
removal directly into the model backbone via transcoders, TRACE achieves permanent and efficient
interventions. Our approach yields strong performance in removing unwanted concepts while
preserving image fidelity and robustness to adversarial attacks, and it generalizes across training
paradigms and multi-concept settings. These advances position TRACE as a foundation for more
controllable, safe, and responsible deployment of generative models.

10
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A EXTENDED BACKGROUND

A.1 DIFFUSION AND IMAGE AUTOREGRESSIVE MODELS

DMs. DMs generate images by learning to invert a forward noising process. In the forward process,
an image xg is gradually perturbed into Gaussian noise x7 ~ A(0, I) using a variance schedule
{B:}L_,. A neural network is trained to approximate the reverse conditionals pg(x;_1 | X;), typically
parameterized as noise predlctlon At inference, generation begins from random noise and applies
the learned reverse steps until an image is reconstructed. Large-scale text-to-image systems such as
Stable Diffusion (Rombach et al.l 2022)) adopted U-Net backbones as the denoising network. These
models operate in a latent space obtained from an autoencoder and rely on cross-attention to inject
conditioning. A separate text encoder produces embeddings once at the start of sampling. These
text embeddings remain fixed for the entire denoising trajectory, and the U-Net attends to them as
static keys and values at multiple layers. This design achieves a good performance but restricts
text conditioning to a fixed representation. Recent models replace U-Nets with transformer-based
denoisers. Diffusion Transformers (DiTs) (Peebles & Xie, [2022) represent images as sequences of
latent patches and model dependencies with standard transformer blocks. The Multi-Modal DiT
(MMDiT) (Esser et al., 2024a) extends this formulation to text-to-image generation by processing
image and text tokens jointly in the same transformer stack. In architectures such as SD3.5, and
Flux, text embeddings are updated dynamically at every layer through multimodal attention, rather
than being fixed once at the beginning. This design integrates conditioning more deeply and scales
effectively with model size. Modern DMs therefore fall into two main categories: U-Net-based
systems with static text embeddings, and DiT-based systems with dynamic multimodal conditioning.
Our method is compatible with both families, independent of their choice of backbone or conditioning
strategy.

Image AutoRegressive Models IARs model the joint distribution of an image by decomposing
it autoregressively into a product of conditional probabilities over discrete tokens. An image x is
first quantized into a sequence z = (21, . .., zx') using a tokenzier, and the conditional distribution is
expressed as

(z]y) Hpa zi | 2<iy);

where y denotes a text prompt. During training, the model observes the ground-truth tokens {z; } Y
from the tokenizer and learns to maximize their likelihood under the predicted conditional distribu-
tions. The training objective is therefore the negative log-likelihood

N
Liar = — Y _logpg(zi | 2<i,y)-

i=1

Infinity (Han et al., [2025)) extends autoregressive image generation by replacing fixed-size token vo-
cabularies with a bitwise multi-scale residual quantizer (Zhao et al.l[2024). An image is hierarchically
decomposed into binary variables across scales, and the model predicts each bit autoregressively
given the previously generated bits and the text prompt. The training loss is

S B

»Clnﬁnity = - Z Z Inge(Zs,b ‘ Z<s,<bs y)v

s=1 b=1

where s indexes scales and b indexes bits within each scale. Text conditioning is provided by
embeddings from a Flan-T5 encoder. These embeddings are computed once and remain fixed
throughout generation, and are injected into the transformer backbone via cross-attention at every
layer so that image tokens repeatedly attend to the same text features. Infinity therefore trains under a
maximum likelihood objective while scaling autoregressive modeling efficiently to high-resolution
text-to-image generation.

A.2 CONCEPT EDITING/REMOVAL

We present a taxonomy on concept removal approaches in Table
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Table 4: Taxonomy of concept removal methods. Properties are marked with v (yes) or X (no).

Method Permanent Paradigm-Agnostic Fine-Tuning Free
FMN (Zhang et al.|2024a) X X X
MACE (Lu et al.[[2024) v X X
MCE (Zhang et al.|[2025) v X X
ESD (Gandikota et al.||[2023) v X X
EA (Gao et al.|[2025) v X X
CA (Kumari et al.|[2023) v X X
EDiff (Wu et al.|[2025) v X X
RECELER (Huang et al.|[2023) v X X
SalUn (Fan et al.||2024) v v X
SHS (Wu & Harandi! [2024) v v X
SLD (Schramowski et al.}[2023) X v v
SAFREE (Yoon et al.[[2025) X v v
SEOT (Li et al.[[2024) X v X
SAeUron (Cywinski & Dejal2025) X v v
SPM (Lyu et al.|[2024) v X X
TIME (Orgad et al.|[2023) v ve v
RECE (Gong et al.||[2024) ve v v
LOCO EDIT (Basu et al.|2024a) v v v
UCE (Gandikota et al.|[2024) v v v
" TRACE (Ours) - o v

A.2.1 EXTERNAL METHODS

Several methods suppress target concepts without modifying model weights, intervening only exter-
nally at inference time.

SLD (Schramowski et al.| 2023) (Safe Latent Diffusion) modifies the classifier-free guidance (CFG)
formulation applied during denoising. In the standard setup, CFG interpolates between unconditional
and conditional predictions. SLD augments this process with additional “safe” and “unsafe” guidance
terms and a custom dynamic. This approach is appealing because it requires no retraining, but it
incurs computational overhead due to the extra predictions. Moreover, constraining the CFG direction
often reduces fidelity and prompt adherence. As an inference-time intervention, it can also be trivially
disabled in local deployments.

SAeUron (Cywinski & Deja, [2025) introduces sparse autoencoders (SAEs) trained to disentangle
semantic features in the residual stream of frozen DMs. The SAEs identify features corresponding to
unwanted concepts, which can then be suppressed by blocking their activations before they re-enter
the model. This approach provides finer control than global steering, but it relies on auxiliary modules
trained outside the model. Because the underlying weights remain unchanged, the suppression can be
undone simply by removing the SAE modules, making the intervention non-persistent.

SEOT (Li et al., 2024) suppresses unwanted content by directly optimizing text embeddings at
inference. It first applies soft-weighted regularization to reduce redundant encodings of the negative
concept in the embedding space. Then, during generation, it performs embedding optimization
with two explicit losses: a suppression loss that discourages attention to the target concept and
a preservation loss that encourages fidelity to the original prompt. This optimization is repeated
for every input, which increases latency, and because it operates entirely in embedding space, the
generative model itself remains unmodified.

SAFREE (Yoon et al., 2025) introduces a black-box filtering pipeline for unsafe content. It first
identifies a toxic subspace in the text embedding representation, then projects prompt tokens orthogo-
nally to that subspace, suppressing unsafe semantics before they reach the model. To maintain image
quality, SAFREE further applies self-validating filtering and latent re-attention during denoising.
While effective at filtering NSFW content, the method is entirely training-free and external to the
model, which again makes it easy to bypass in local deployments.
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Receler (Huang et al., 2023) introduces lightweight eraser modules that are attached to the cross-
attention layers of frozen DMs. Instead of updating the model weights, Receler trains these add-on
erasers with two objectives: a locality regularization that restricts modifications to features aligned
with the target concept, and an adversarial prompt loss that improves robustness to paraphrased or
adversarially crafted prompts. This design enables concept suppression while preserving unrelated
content more effectively than global steering methods. However, because the erasers are external
components and the base model remains unchanged, the intervention is not persistent: users can
simply remove the eraser modules to restore the original generation behavior. Furthermore, training
erasers for each new concept still requires additional fine-tuning overhead, making the method less
practical for multi-concept or sequential removal scenarios.

Overall, external methods avoid changing model weights, which makes them attractive when persis-
tence is not required or when direct editing is impractical. However, because the base models remain
unchanged, these interventions can be trivially removed, offering no lasting guarantee of concept
removal. Some approaches operate purely at inference and add latency (SLD, SEOT, SAFREE),
while others attach auxiliary modules that require additional training (SAeUron, Receler). In both
cases, scalability to multi-concept or sequential removal is limited. By contrast, our method directly
edits the model at the level of semantic features, providing persistent, interpretable, and generalizable
concept removal across architectures.

A.2.2 INTERNAL METHODS

A variety of model-editing methods have been proposed for concept removal. These approaches
fall into two categories. Training-based methods adapt model parameters through fine-tuning or re-
optimization. Closed-form methods instead modify attention weights through constrained projections.
While many of these methods achieve strong results in specific settings, we do not include them as
baselines. They rely on costly retraining, assume diffusion-specific architectures, or fail to generalize
to autoregressive models. We now describe the most prominent approaches in detail.

Forget-Me-Not (Zhang et al.| |2024a) proposes attention re-steering to suppress target concepts. It
modifies cross-attention maps in U-Net-based DMs by fine-tuning them such that attention weights
corresponding to a concept of interest are minimized, while unrelated tokens are preserved. Although
Forget-Me-Not is relatively lightweight compared to full retraining, it still requires model fine-tuning
for every new concept, which limits scalability to multi-concept and sequential removal scenarios.
More critically, the method is inherently tied to the cross-attention mechanisms of U-Net denoisers
and cannot transfer to architectures without these components, such as Transformer-based DMs (e.g.,
SD3.5 (Esser et al.,|2024b))) or image autoregressive models such as Infinity (Han et al., [2025).

Erased Stable Diffusion (ESD) (Gandikota et al.,|2023) erases concepts by leveraging classifier-free
guidance. The method retrains the diffusion backbone so that generations conditioned on a target
concept are pushed toward the generations of an “empty” prompt, thereby erasing the target concept
during denoising. While effective for certain DMs, ESD is tightly coupled to the classifier-free
guidance mechanism and the iterative denoising schedule of U-Net-based pipelines. ESD requires
retraining for each concept, which is computationally expensive and unsuitable for large-scale or
sequential removal tasks.

EDiff (Wu et al., [2025) formulates concept erasure as a bi-level optimization problem. At the inner
level, it perturbs latent features associated with the target concept, while at the outer level it minimizes
reconstruction losses to preserve unrelated content. This process requires gradient-based fine-tuning
of the diffusion backbone, with optimization closely tied to the denoising schedules of U-Net-based
DMs. Although effective within this scope, the reliance on iterative denoising and the computational
demands of bi-level optimization make EDiff impractical for broader deployment. It cannot be
applied to autoregressive models, and its high per-concept training cost prevents scalable or sequential
removal.

Safe-CLIP (Poppi et al.| [2024)) fine-tunes CLIP encoders to reduce sensitivity to unsafe or undesired
concepts. It trains on synthetic quadruplet datasets, which pair safe and unsafe samples along with
positive and negative augmentations, in order to redirect unsafe embeddings into safer regions of
the representation space while preserving semantic structure. This approach, however, requires
large-scale curated training data and costly retraining for every new concept. More importantly, it is
only applicable to models that rely on CLIP as their text encoder, such as early versions of Stable
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Diffusion. Modern SOTA DMs (e.g., SD3.5) and autoregressive models (e.g., Infinity) instead rely
on encoders such as TS5 in addition to CLIP, rendering Safe-CLIP incompatible with our setting.

EraseAnything (Gao et al.| [2025) extends training-based erasure to rectified flow and Flux-style
models by formulating the task as a bi-level optimization problem. At the inner level, LoRA adapters
are optimized to suppress the target concept using erasure losses similar to those of ESD along
with attention suppression. At the outer level, a reverse self-contrastive loss enforces preservation
of unrelated concepts, yielding a min—max formulation that balances removal and fidelity. While
effective, EraseAnything requires gradient-based fine-tuning with LoRA modules for every new
concept and is tied to the specific dynamics of rectified flow architectures, making it computationally
expensive and unsuitable for autoregressive models.

Minimalist Concept Erasure (Zhang et al.l 2025) formulates concept erasure as a direct optimiza-
tion over generated outputs. The method minimizes the distributional distance between samples
conditioned on a target concept and those from a neutral prompt, while simultaneously preserving
unrelated content. Unlike prior approaches that intervene only at specific layers, Minimalist Concept
Erasure backpropagates through the entire generation process. It further introduces learnable neuron
masks that are optimized jointly with the model to suppress target concepts more robustly. Although
effective, this approach requires end-to-end fine-tuning for each concept and is tied to diffusion-style
generative dynamics, making it computationally costly and inapplicable to autoregressive models.

In summary, the above methods illustrate diverse strategies for training-based erasure but share
key limitations that make them unsuitable as baselines for our study. Training-based approaches
such as Forget-Me-Not, ESD, Safe-CLIP, EraseAnything, and Minimalist Concept Erasure require
costly fine-tuning or retraining for each concept, which prevents scalable evaluation across multiple
or sequentially added concepts. Some are further restricted to diffusion-specific architectures or
text encoders, rendering them incompatible with modern DMs and autoregressive models such as
Infinity. For these reasons, we do not include them as baselines in our evaluation. Instead, we focus
on closed-form approaches, which directly edit cross-attention weights and are applicable across
architectures without retraining.

A.2.3 CLOSED-FORM EDITING METHODS

Closed-form editing methods modify the linear projections inside cross-attention without any gradient-
based retraining of the base model. They specify constraints for a set of edited concepts and a set of
preserved concepts, then solve for new projection weights in closed form.

UCE (Gandikota et al., [2023) edits the key and value projection matrices W}, and W,, in cross-
attention by enforcing linear constraints on specific text embeddings. Let E = {¢;} be text embed-
dings of concepts to edit and let P = {c;} be embeddings of concepts to preserve. For each ¢; € E,
a destination embedding c; is chosen and the desired target output is v; = W4 c; for the projection
under edit. UCE solves

min 3 [Wei — o[} + 3 1We; — Woues 3,
c.€E CJEP

with closed-form solution

-1
W = (Zv;‘cj + ZWoldcjc;—><Zcic;r + ch?) .

c;,eFR C]’GP c,€FE CjEP

This update is applied to W), and W,, in the chosen cross-attention layers. The method supports
simultaneous multi-concept edits by stacking constraints for many c;, and it ensures invertibility by
augmenting the preservation set with canonical basis directions when needed. Erasure is implemented
by choosing c; that maps to a neutral destination such as a generic token. The same formulation
also covers debiasing and moderation by suitable choices of ¢]. UCE generalizes TIME, and it is
applicable to any architecture that uses linear cross-attention projections.

LOCOEDIT (Basu et al., [2024a) performs localized cross-attention edits by restricting updates
to the layers and heads most responsible for representing a target concept. These are identified by
contrasting activations from concept prompts against neutral prompts, which highlights the parameters
most sensitive to the concept. For the selected W, and W,, matrices, LOCOEDIT solves a regularized
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least-squares problem
min 3 [Wei — of |3 + AW - Woal,
c,€EFE
with closed-form solution

-1
W = ( > el + )\W01d> ( > el + AI) .

c,€EE c,€EE

Here, E is the set of embeddings for concepts to edit, v are their desired target projections, and
A controls the strength of the update relative to the original weights Wgy. By confining edits to
concept-relevant regions, LOCOEDIT reduces interference with unrelated concepts while preserving
training-free efficiency. Like UCE, it applies to any architecture with linear cross-attention projections
and requires no retraining.

TIME (Orgad et al.,[2023)) and RECE (Gong et al., [2024)) are variants of this formulation. TIME
applies a global Frobenius-norm regularization to constrain the edits, while RECE combines the
constraints of TIME and UCE with additional embedding refinements. Both are less localized than
LOCOEDIT and do not introduce fundamentally new mechanisms.

MACE (Lu et al., 2024) extends UCE to large-scale concept removal by training LoRA adapters
for individual concepts and fusing them through a closed-form integration step. This hybrid de-
sign enables simultaneous erasure of up to 100 concepts but requires diffusion-specific denoising
schedules and per-concept LoRA training, making it computationally expensive and inapplicable to
autoregressive models.

In summary, closed-form editing methods offer efficient, retraining-free updates but vary in their
ability to isolate target concepts without harming unrelated features. We include UCE and LOCOEDIT
as baselines, since they are closed-form, architecture-agnostic, and applicable without retraining.
Other methods, such as TIME, RECE, and MACE, are not included as baselines due to either
redundancy, diffusion-specific assumptions, or reliance on additional training.

B BASELINE SETUP

B.1 UCE

We implement UCE (Gandikota et al., [ 2023)) following its original closed-form formulation. For each
target concept, we construct the edit set I/ from text embeddings of the corresponding concept tokens.
The preservation set P is sampled from unrelated tokens in the same vocabulary, ensuring that both
object and style categories are represented. As in our method, the destination embedding ¢ is set to
the embedding of the empty token, such that edited projections for target concepts map to a neutral
representation.

The update is applied to the key and value projection matrices W}, and W, in all cross-attention
layers. Multi-concept removal is handled in two ways. For simultaneous removal, constraints for
multiple concepts are stacked to compute a single joint update. For sequential removal, UCE is
re-applied iteratively: after editing one concept, the updated weights are used as W4 for the next
edit, accumulating changes across concepts.

This setup is consistent across all models, including SD3.5, Flux, and Infinity, since the UCE
formulation does not require architecture-specific retraining or model internals beyond cross-attention
projections.

B.2 LOCOEDIT

LOCOEDIT (Basu et al.,20244a) localizes concept-relevant layers by contrasting concept and neutral
prompts. This procedure is well-suited to U-Net-based DMs, where the text embeddings remain fixed
across all cross attention layers during denoising. In more recent architectures such as SD3.5 (Esser
et al.,[2024a) and FLUX (Labs| 2024) however, text and image features are updated jointly inside the
multimodal transformer blocks, so the assumption of static text embeddings no longer holds. As a
result, LOCOEDIT’s original localization step is not directly applicable.
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To adapt the method, we replaced LOCOEDIT’s contrastive localization step with a zero-ablation
procedure. We sampled 100 random prompts from the MS-COCO training set (Lin et al.| 2014). For
each prompt, we performed zero-ablation of the key and value projections across a sliding window
of three consecutive cross-attention layers and measured the resulting CLIP score. The influence of
each layer was quantified as the mean score drop over all prompts. We then selected the three layers
with the largest drop as the localized set used for editing. For SD3.5, this setup identified attention
layers 18, 19, and 20 as the most influential, while for Flux the most influential attention layers were
1, 2, and 3. These sets were then used in place of the original localization step for LOCOEDIT.

C QUALITATIVE RESULTS

We provide qualitative examples illustrating the effect of concept removal across models and baselines.
For each category, we report the prompts and seed used to generate the images.

Representative generations are shown in Figures 4] and [5] demonstrating the suppression of target
styles and objects while retaining unrelated content.

D EXTENDED INSIGHTS INTO OUR TRACE METHOD

D.1 MODEL-ARCHITECTURE-DEPENDENT SUBTLETIES

Across the considered architectures, text representations enter the generative backbone through two
possible network gates.

The first, present in all models, is a linear projection layer that maps the text encoder outputs to the
model dimension.

In SD3.5 and Flux, there is an additional gate given by an MLP applied to a pooled text representation.
Its output is combined with that of another MLP processing the noise schedule, and the sum is used
for modulation throughout the network. Despite operating on a pooled representation, we found it
necessary to intervene at this layer as well to ensure effective suppression of targeted concepts.

In Infinity models, a special first token is constructed from a pooled embedding of the text representa-
tion. This token is only used at the very beginning of the model and is not essential for downstream
generation. We therefore omit it from our intervention, as experiments confirmed that transcoder
substitution at the standard projection layer is sufficient.

D.2 TRANSCODER TRAINING DATA

We use the curated dataset from |Cywinski & Dejal (2025)). It contains 80 prompts describing each
of 20 objects. To these, we append the 10 selected styles (chosen based on LLaVA performance),
and additionally include a variant without style, yielding a total of 17,600 prompts. Each prompt is
tokenized, with padded and special tokens (EOS/BOS) removed since they do not convey semantic
meaning and would otherwise be overrepresented. The resulting token sequences are processed by
the projection layer, producing input—output pairs that form the training dataset. The exact number of
pairs varies depending on the tokenizer used by each model.

For the modulation MLP, pooling collapses each prompt into a single representation. Using the
17,600 curated prompts would therefore yield only 17,600 data points, which we found insufficient
to capture the behavior of the MLP in SD3.5 and Flux. To address this, we instead sample 30,000
prompts from the MS-COCO 2014 training set (Lin et al.;|2014)). As above, we append style variants
and a no-style variant to each prompt, yielding a total of 330,000 prompts. Each pooled embedding is
processed to form one input—output pair, resulting in 330,000 training examples for the transcoder.

E EXTENDED EXPERIMENTAL SETUP

We present further details of the experimental setup.
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E.1 TRANSCODER TRAINING DETAILS

Hyperparameters. We set the sparsity level to & = 32 and the expansion factor to 16. Training
uses the fused Adam optimizer with learning rate n = 10~%, parameters (31, 2) = (0.9,0.999), and
stability constant € = 6.25 x 10710, We apply an exponential moving average (EMA) of parameters
with decay 0.999. Gradients are clipped to an ¢2-norm of 1. We train each transcoder for 100 epochs,
using a batch size of 16384 for projection-layer surrogates and 1024 for MLP-layer surrogates.

Initialization. When the input and output dimensions are equal, the decoder matrix is initialized as
the transpose of the encoder. If they differ, we perform a QR decomposition of the encoder weights
to obtain an orthogonal basis. If the resulting basis is smaller than the output dimension, we augment
it with gaussian random vectors, apply QR again, and then truncate or pad to initialize the decoder.
This procedure ensures orthogonality and prevents degenerate initialization.

Efficiency. We implement sparse—dense multiplication using the Triton kernel of (Gao et al.|(2024)),
reducing the forward-pass cost by approximately a factor of two. Each forward pass therefore requires
only one large dense matrix multiplication, making training tractable even with an expansion factor
of 16.

All training runs were conducted on NVIDIA A100 GPUs with 40GB of memory.

E.2 TRANSCODER L0OSS DETAILS

Let (x,y) denote an input—output pair of the original transformation. The encoder-decoder mapping
is defined as
z = TOpK(WencX + benc) ,

S’ = Wecz + bgec.

The composite training loss consists of three components:

Fidelity loss. This term enforces alignment between the transcoder output and the target activations
of the original transformation:

o oll2
Leigelity = W~ @)

Multi-TopK loss. To promote a smoother and more progressive allocation of importance across
latent units, the fidelity objective is recomputed with an expanded TopK budget, typically 4k. Let
z(*¥) denote the latent vector obtained under this setting:

||Wdecz(4k) + baec — Y||§

Var(y) ®)

Emulti—lopK =

Auxiliary loss. To mitigate the problem of dead latents—units that fail to activate—we keep track
of activations using the multi-TopK setting. A latent is declared dead if it has not fired in the last 107
forward passes. If at least one dead latent exists, an auxiliary loss is applied. Specifically, the fidelity
objective is recomputed with a restricted TopK operator that is allowed to select only from the set of
dead latents. The budget k,,y is set to the minimum between the number of dead latents and half of
the input dimension. Let z(®%) denote the resulting latent vector. The auxiliary loss is then

_ ||Wdecz(aux) + bdec - y”%
Var(y) '

Laux ©

In summary, the composite loss in Eq. Equation (@) balances fidelity to the original transformation,
progressive code utilization, and prevention of dead latents, with a; = é and ay = 3% in all our
experiments.

E.3 TRANSCODER LOSS ABLATION

We conduct an ablation study on the loss components of our transcoder training. Specifically, we
evaluate style unlearning performance on Infinity-2B under three configurations: (i) fidelity loss only,
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Table 5: Ablation of loss components on Infinity-2B for class unlearning. We report UA, IRA,
and CRA on the I2P benchmark, comparing different training configurations of our transcoder.

. Style Removal
Setting UA(1) IRA (1) CRA (D) Mean (1)
Infinity-2B (Fidelity only) 88.60 25.40 59.87 57.96

Infinity-2B (Fidelity + Top-k) | 86.80 26.57 74.72 62.69
Infinity-2B (Fidelity + Aux) 85.00 25.10 67.88 59.33
Infinity-2B (Full) 86.80 39.60 90.30 72.23

(ii) fidelity + multi—-Top-k loss, and (iii) fidelity + auxiliary loss. We do not evaluate the combination
of multi-Top-k and auxiliary loss, as it is effectively equivalent to the fidelity + auxiliary formulation
with a larger effective k. The results are reported in Table

E.4 LLAVA CLASSIFIER

To evaluate concept removal performance, we require classifiers that can detect whether a generated
image still exhibits the target concept. Following prior work, we adopt LLaVA-1.6-Vicuna-7B (Liu
et al.| 2023) as a zero-shot classifier, but adapt its usage to our benchmark settings.

Style Classification. For the style removal experiments, we prompt LLaVA with a fixed instruction
asking it to assign an image to exactly one artistic style from a predefined list. UnlearnCanvas
constructed a custom dataset by combining real images with stylization techniques and trained both
Stable Diffusion 1.5 and a dedicated style classifier on it. However, this setup is tailored to SD 1.5
and its classifier, making it unsuitable for evaluating other architectures such as SD 3.5, Flux, and
Infinity (Table [6). To ensure consistency across models, we instead employ LLaVA as a unified
zero-shot classifier. We reduce the style set from 50 (as in UnlearnCanvas) to 10 categories to balance
evaluation cost while maintaining coverage of diverse artistic modes. The exact LLaVA prompt used
for style classification is shown in Figure[6]

Object Classification. For object removal experiments, we follow a similar procedure. LLaVA is
instructed to classify each generated image into exactly one of 20 object categories, corresponding to
the object set from UnlearnCanvas. This ensures a fair evaluation of whether removed objects still
appear in generated samples, while also verifying that unrelated objects are retained. The full prompt
for object classification is shown in Figure Figure

Evaluation. For both style and object removal, LLaVA returns an integer corresponding to the
predicted class. Given a target concept ¢, we report:

* Unlearning Accuracy (UA): Fraction of images generated with prompts containing c that are not
classified as c.

* In-domain Retain Accuracy (IRA): Accuracy on non-target concepts from the same domain (e.g.,
other objects when unlearning one object).

* Cross-domain Retain Accuracy (CRA): Accuracy on concepts from a different domain (e.g.,
style accuracy when unlearning an object).

This setup ensures that classification is consistent across all generative models considered, without
requiring domain-specific classifiers or retraining. Table[7reports the classification accuracy of the
unmodified baseline models. Consistent with the findings of |[Zhang et al.|(2025), we observe that
Flux struggles to render artistic styles accurately.

Model Style Acc. Object Acc.
Infinity 2B 38.8% 95.6%
Infinity 8B 63.2% 96.4%
SD 3.5 62.1% 94.3%
Flux 31.8% 95.3%

Table 7: Style and object classification accuracies across models.
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Table 6: Baseline performance of style and object classifiers across different models.

Model Style Accuracy (%) Class Accuracy (%)
SD 1.5 Finetuned 99.76 98.42
Flux 2.12 90.64
SD 3.5 Large 3.96 93.58
Infinity 2B 5.32 95.32
Infinity 8B 6.06 95.04

Table 8: Sequential concept removal for SD1.5(%).

ANT SPM MACE TRACE

88.22 61.32 84.21 91.43
88.10 63.68  83.62 90.09
87.56 5779  83.45 89.23
86.78 58.27  83.77 87.24
86.34 56.80  82.54 86.43
8573 54.67  82.68 86.28
84.55 51.60  81.89 85.90
82.49 50.89  81.15 85.48
82.08 43.54  80.30 85.13
81.24 3924  81.42 84.89

SOOI A WN =2

F ADDITIONAL EMPIRICAL RESULTS

F.1 MULTI-CONCEPT REMOVAL: OBJECTS

Across both sequential and simultaneous setups, our method consistently outperforms LOCOEDIT
and UCE. In the sequential case, baselines degrade rapidly as more objects are removed. On SD3.5
and Infinity-8B, LOCOEDIT falls by more than 30 points as /V increases, and UCE shows a steady
decline as well. Flux exhibits a similar trend, with both baselines losing around 15-20 points by the
tenth removal. In contrast, our method shows only a gradual decrease across all models and sustains
average scores above 70% even at N = 10, demonstrating robustness to accumulated interventions.

In the simultaneous case, where all concepts are removed in one step, performance for all methods
is initially higher, but the gap widens with increasing N. On Flux and Infinity-2B, our approach
maintains almost flat performance curves, while LOCOEDIT and UCE steadily lose accuracy. On
the larger models, SD3.5 and Infinity-8B, the baselines degrade most quickly, whereas our method
remains stable above 75%.

These findings confirm that transcoders provide reliable multi-concept removal across both diffusion
and autoregressive models, scaling to larger N without the sharp performance drops observed in prior
methods.

F.2 MULTI-CONCEPT REMOVAL: SD1.5

The results in Table|§| show that ANT (L1 et al.} 2025} and MACE (Lu et al., [2024) remain strong
across the sequence of removals on SD1.5. Both methods keep stable values for small and medium
values of N and decline gradually as more styles are removed. SPM drops more quickly, which
suggests that its updates accumulate across steps. TRACE achieves the highest values for all ten
removals and shows only a mild reduction as N increases. The experiment removes the ten styles
presented in Figure 6 in a fixed order: Van Gogh, Picasso, Cartoon, Cubism, Winter, Pop Art,
Ukiyoe, Impressionism, Byzantine, and Bricks. Each step is evaluated using the average score
(UA+ (IRA+CRA)/2)/2, following Cywinski & Dejal (2025). These results confirm that TRACE
maintains stable behavior even when several styles are removed in sequence, while ANT and MACE
provide strong baselines with slightly lower values.
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Table 9: MMA Diffusion and UnlearnDiff Attack Success Rates ((%)).

Method SD1.4 SD1.5 SD3.5 Flux

MMA UnlearnDiff MMA UnlearnDiff MMA UnlearnDiff MMA UnlearnDiff

LOCOEDIT 81.44 84.56 79.21 87.67 60.03 61.22 28.63 23.32
UCE 49.67 59.28 53.32 63.21 55.44 52.76 29.91 26.11
Ours 36.21 27.77 41.76 37.81 37.21 34.69 18.89 12.32

Method Armpits Belly Buttocks Feet Breasts (F) Genitalia (F) Breasts (M) Genitalia (M) Total FID (])

FMN 43 117 12 59 155 17 19 2 424 13.52
CA 153 180 45 66 298 22 67 7 838 16.25
AdvUn 8 0 0 13 1 1 0 0 28 17.18
Receler 48 32 3 35 20 0 17 5 160 15.32
MACE 17 19 2 39 16 0 9 7 111 13.42
UCE 29 62 7 29 35 5 11 4 182 14.07
SLD-M 47 72 3 21 39 1 26 3212 16.34
ESD-x 59 73 12 39 100 6 18 8 315 14.41
ESD-u 32 30 2 19 27 3 8 2 123 15.10
SAeUron 7 1 3 2 4 0 0 1 18 14.37
Ours 52 80 6 10 132 3 17 4 304 16.04
SDvl1.4 148 170 29 63 266 18 42 7 743 14.04

Table 10: Nudity unlearning evaluation on the I2P benchmark. The best result for each metric is
highlighted in bold.

F.3 ROBUSTNESS

To evaluate TRACE under a broader range of conditions, we include additional adversarial attack
benchmarks based on MMA Diffusion (Yang et al}[2024a)) and UnlearnDiff (Zhang et al, 2024c)
The adversarial attack results in Table [9] show clear differences across methods and models. Our
approach consistently reaches the lowest values for both MMA Diffusion and UnlearnDiff, which
indicates stronger resistance to targeted attacks. LOCOEDIT produces higher scores across all
models, and UCE shows a similar pattern, suggesting that both are more vulnerable when exposed
to these attacks. The trend holds across SD1.4, SD1.5, SD3.5, and Flux, with the strongest gains
appearing on Flux where the gap between our method and the baselines is the largest. These results
show that our approach provides improved robustness under adversarial prompts across model sizes
and architectures.

F.4 NSFW REMOVAL

To evaluate in a more practical scenario, we use the I2P benchmark (Schramowski et al. [2023)
to assess nudity removal, employing NudeNet with a filtering factor of 0.6, consistent with prior
work Appendix [FI] We additionally report the FID on 30k COCO 2014 validation images. For this
experiment, we use SD-1.4 with an expansion factor of 32 and a TopK hyperparameter of 128.

F.5 ADDITIONAL QUALITY METRICS

To further assess the perceptual quality of edited images, we compute HPSv3 2025a) and
Aesthetic VZ.ﬂ scores for all editing methods across the five model families evaluated in the main
paper. For each model, we generate edited outputs using LOCOEDIT, UCE, and TRACE under the
same prompts used in our core experiments. We also include a No Edit reference, representing the
original model output with no concept removal applied.

HPSv3 is used to measure prompt conditioned human preference quality, capturing realism, semantic
alignment, and overall perceptual fidelity. Aesthetic v2.5 evaluates only visual appeal and stylistic
quality, independent of prompt correctness. Each metric is computed directly on the generated images
without additional filtering or post processing. All models are run with their recommended inference
settings to ensure consistency and fairness in comparison.

Zhttps://github.com/discus0434/aesthetic-predictor-v2-5
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Table[ITfeports the full set of scores. TRACE consistently remains closest to the No Edit reference
across both metrics and all architectures, indicating that it achieves concept removal while retaining
perceptual quality more effectively than LOCOEDIT and UCE. This behavior is also reflected in the
qualitative examples shown in Figure 4 of the appendix.

Table 11: HPSv3 and Aesthetic v2.5 scores for all editing methods across the five model families.
TRACE remains closest to the No Edit reference on both metrics, indicating stronger preservation of
perceptual and aesthetic quality.

HPSv3 Aesthetic v2.5
Method SD1.5 SD3.5 FLUX Infinity-8B Infinity-2B | SD1.5 SD3.5 FLUX Infinity-8B Infinity-2B
LOCOEDIT | 3.81 7.46 8.13 7.87 6.57 2.58 6.02 6.13 6.47 5.27
UCE 354 6.19 7.54 7.96 6.38 243 6.11 6.34 6.44 5.54
TRACE 4.32 8.31 8.49 8.54 6.98 3.07 6.15 6.49 6.51 5.61
No Edit 4.59 8.63 8.87 8.61 7.13 3.54 6.23 6.77 6.58 5.88

F.6 EFFICIENCY

We evaluate the efficiency of our method in Table[I2] Memory denotes the peak increase over the
baseline model during execution. Baseline peak inference memory (batch size 1 with classifier-free
guidance) is 34.51 GB for Infinity-2B, 58.94 GB for Infinity-8B, 76.52 GB for Flux, and 64.54 GB
for SD3.5. Storage refers to the additional disk space introduced by our method. The base model
weights occupy 20.6 GB for Infinity-2B, 44 GB for Infinity-8B, 54 GB for Flux, and 67 GB for SD3.5.
The upfront cost corresponds to the one-time expense of activation collection and transcoder training.
The per-target unlearning time captures the additional cost of suppressing a new concept once the
transcoder is trained. Finally, the per-image overhead reflects the extra inference time incurred when
the intervention is active. All measurements were obtained on a single NVIDIA A100-SXM4-80GB
GPU (CUDA 12.4, driver 550.90.07).

As shown in Table T2} our method incurs only a low computational cost across all models. The
higher upfront cost for diffusion models compared to Infinity stems from activation collection at the
MLP layer. Since this layer operates on pooled prompt representations, it requires substantially more
training data and therefore many more prompt encodings. For reference, 16,800 prompts are used
for the projection layer, whereas 330,000 prompts are required for the MLP layer, as described in

Appendix D2}
G LIMITATIONS

Our approach inherits several intrinsic limitations rooted in the capabilities of the underlying gen-
erative model. First, the method is constrained by the model’s internal representation of the target
concept. If a concept is rare or not sufficiently represented in the activations used during transcoder
training, the model may not have learned a disentangled or identifiable representation of it. In such
cases, the transcoder cannot reliably suppress the concept, leading to partial or ineffective removal.
This represents a fundamental failure mode: a concept cannot be unlearned if it was never meaning-
fully learned in the first place. We highlight these limitations to clarify the scope of applicability of
our method and to motivate future work on broader concept generalization and disentanglement.

H THE USE OF LARGE LANGUAGE MODELS (LLMS)

Large language models (LLMs) were used in the preparation of this paper exclusively as a writing
assistant. Specifically, they supported the reformulation of sentences, correction of grammar, and
improvements in clarity and style. All technical contributions, research design, implementation,
experiments, and analysis were conceived and carried out by the authors. The LLMs did not contribute
to the generation of novel research ideas, experiments, or results.
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Upfront Per-target Per-image
Model Memory (GB)  Storage (GB) Cost (s) Unlearning (s) Overhead (s)
SD3.5 2.4 2.15 6060 0.661 0.60
Flux 1.9 1.93 5428 1.02 0.43
Infinity-2B 0.67 0.512 648 0.323 0.17
Infinity-8B 0.75 0.704 753 0.317 0.20

Table 12: Efficiency comparison. Memory and storage requirements, and time costs (in seconds)

split into upfront cost, per-target unlearning, and per-image overhead.
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Figure 4: Qualitative results for style removal across models and baselines. Prompts and seeds are
listed below each image.
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Figure 5: Qualitative results for object removal across models and baselines. Prompts and seeds are
listed below each image.

28



Under review as a conference paper at ICLR 2026

You are an image classifier. Classity the artistic style of the given image.

Instruction: Choose exactly one option from the numbered list below. Respond with only
the number.

Options:

1. Van Gogh 6. Pop Art

2. Picasso 7. Ukiyoe

3. Cartoon 8. Impressionism

4. Cubism 9. Byzantine

5. Winter 10. Bricks

Figure 6: Prompt used for LLaVA-based style classification in our evaluation. The model must select
exactly one label, ensuring consistent evaluation across generated samples.

Classify the object depicted in this image.
Choose exactly one option from the numbered list.
Respond with only the number.

Object categories:

1. Architecture 8. Flame 15. Sandwich
2. Bear 9. Flowers 16. Sea

3. Bird 10. Frog 17. Statue

4. Butterfly 11. Horse

5. Cat 12. Human 18. Tower

6. Dog 13. Jellyfish 19. Tree

7. Fish 14. Rabbits 20. Waterfalls

Figure 7: Prompt used for object classification in our LLaVA-based evaluation.
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Figure 8: Multi-Concept Removal of Our Method and SOTA Baselines for Objects..
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