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Abstract

We study the problem of dynamic regret minimization in online convex opti-
mization, in which the objective is to minimize the difference between the cu-
mulative loss of an algorithm and that of an arbitrary sequence of compara-
tors. While the literature on this topic is very rich, a unifying framework for
the analysis and design of these algorithms is still missing. In this paper we
show that for linear losses, dynamic regret minimization is equivalent to static
regret minimization in an extended decision space. Using this simple observa-
tion, we show that there is a frontier of lower bounds trading off penalties due
to the variance of the losses and penalties due to variability of the comparator
sequence, and provide a framework for achieving any of the guarantees along
this frontier. As a result, we also prove for the first time that adapting to the
squared path-length of an arbitrary sequence of comparators to achieve regret

Rr(uy,...,ur) <O(/TY, lur — wi41]]?) is impossible. However, using our
framework we introduce an alternative notion of variability based on a locally-
smoothed comparator sequence uq, . .., ur, and provide an algorithm guarantee-

ing dynamic regret of the form Ry (uy,...,ur) < (5(\/T ol —aiga|?),
while still matching in the worst case the usual path-length dependencies up to
polylogarithmic terms.

1 Introduction

This paper introduces new techniques for Online Convex Optimization (OCO), a framework for
designing and analyzing algorithms which learn on-the-fly from a stream of data [14, 51, 5, 31, 6].
Formally, consider 7' rounds of interaction between the learner and their environment. In each
round, the learner chooses w; € W from a convex feasible set W C R¢, the environment reveals a
G-Lipschitz convex loss function ¢; : VW — R, and the learner incurs a loss of £;(w;). The classic
objective in this setting is to minimize the learner’s regret relative to any fixed benchmark u € W:

T

Rr(u) =Y (fi(wy) — (u)) .

t=1

In this paper, we study the more general problem of minimizing the learner’s regret relative to any
sequence of benchmarks wq,...,ur € W[17, 18]:

T
Re(uy, ... up) =Y (L(wy) — (uy)) -

t=1

*Work done while visiting Optimal Lab at KAUST.

38th Conference on Neural Information Processing Systems (NeurIPS 2024).



This objective is typically referred to as dynamic regret, to distinguish it from the special case where
the comparator sequence is fixed u; = - - - = up (referred to as static regret). We focus in particular
on the special case of Online Linear Optimization (OLO), in which ¢;(w) = (g,,w) for some
g, € R, Note that OCO problems can always be reduced to OLO via the well-known inequality
l(wy) — l(u) < (g, w; — u) for g, € 04 (w;), where 0¢;(w;) is the subdifferential set of ¢; at
wy [see, e.g., 36], so throughout this paper we will focus on the OLO setting.

Intuitively, if the sequence of comparators w1, . . ., ur varies too much, it should be impossible to
achieve low dynamic regret. On the other hand, we know it is possible to achieve sublinear regret
if the sequence of comparators is constant, i.e., u; = --- = ur, because this is simply the static
case. Hence, we need a way to quantify the complexity, or variability, of the comparator sequence.
The most commonly used notion of complexity in this regard is the path-length of the comparator
sequence [17, 18], defined as

T
PI =3 (g — we| -
t=2

It is possible to show that Online Gradient Descent has a dynamic regret of O((D + P#H )GVT)
in bounded domains, where D is an upper bound on the diameter of the feasible set and G is the

Lipschitz constant of the losses [51]. This bound was improved to O( DP'T"H GV/T) and shown to
be minimax optimal by Zhang et al. [46].

Notice that the path-length bounds scale with a rather pessimistic constant of D =
SUP,, e ||[w — w'||. A better bound would instead scale with the squared path-length:

R T-1
Ppl = 3 e — e
t=1

2
which can be significantly smaller” than the penalty in the bound above: Pﬁ” < DP%“. How-
2
ever, guarantees scaling with Pﬁ'” are not well understood in general compared with the more

common PIHJH bounds, and have only been obtained by restricting the comparator sequence to
u; = argmin,, )y ¢:(w) or under additional assumptions such as strong-convexity [44, 45, 7].

In this paper, we focus on the challenging case that the domain is unbounded, where recent works

have achieved the dynamic regret 6(\/ maxy y ||w, — wy|| PCMT) in the worst case [20, 25, 21, 47].
Of particular interest, Jacobsen and Cutkosky [20], Zhang et al. [47] achieve bounds of the form

Rr(ui,...,ur) < O <\/PT|'|ZtT_1 g 1* [l - ﬂ\l) ; M

which avoids the pessimistic multiplicative penalty of max; ; ||u; — u ||, but results in a coupling
between the gradient and variability penalties. It is unclear if it is possible to obtain a guarantee
which cleanly separates the variability and variance penalties, to achieve dynamic regret scaling as

. 2 . . .
Rr(uy,...,ur) <O (\/P# I Zle ||gt||2). In fact, it is not clear in general how to reason about
potential trade-offs that may result from adapting to different measures of variability.
Contributions. In this paper, we show how to reformulate the dynamic regret miniminization

problem as an equivalent static regret problem (Section 2). This equivalence allows us to use results
for the static regret setting to prove both upper and lower bounds for dynamic regret.

In our first application of this equivalence, we show that the ideal guarantee scaling the with squared

path-length O(\/ Pﬁ”Q Zthl llg: ||2) is not possible in general (Section 3). We do this by proving

Note that the bound of Zhang et al. [46] trivially implies a squared path-length dependence since Pg' I <

\/TP%”z, o one can obtain a bound of (’)(\/DP%‘HG\/T) < (’)(Dl/Q(P¥H2)1/4GT3/4). However, this

bound is not interesting because it does not remove the dependence on D and it is never better than the existing

\/ DP#“G\/T bound.



a novel lower bound showing that there is a fundamental trade-off between the penalties incurred
due to comparator variability and penalties incurred due to loss variance, leading to a new frontier of
dynamic regret lower bounds.

Our second application is to provide a framework for achieving any of the variance/variability trade-
offs along the lower bound frontier, up to polylogarithmic terms (Section 4). Our framework allows
us to develop dynamic regret algorithms by simply choosing suitable dual-norm pairs (||| , ||-]|,) in
the static regret problem. Along with our matching lower bound, this framework provides a concrete
way to reason about different measures of comparator variability and the trade-offs they entail, and to
design algorithms achieving those trade-offs.

While our lower bound demonstrates that the ideal squared path-length guarantee cannot be achieved,
using our framework we show that it is possible to achieve an alternative guarantee that scales with

> T @12
P”'Hz(’u,l, . ,’LLT) ~ Z H’ELE ) _ ’U,E_‘_)lH

)
2

()

where u,; ’ is a local average of the comparator sequence at a timescale of 7 (see Section 4.1). Similar

. 2 . . g . . .
to P¥ I , this variability measure maintains the property that it matches the worst-case guarantees

— 2 ~
based on path-length up to polylogarithmic terms, i.e., Pﬁ'“ < O(maxy p ||ug — uy || P#“I). These
are the first guarantees for general OCO that fully decouple the variance and variability penalties for
dynamic regret without explicitly incurring pessimistic max; ; ||u; — uy || penalties.

Related Work. Our approach is inspired by the Haar OLR algorithm of Zhang et al. [47]. In that
work, dynamic regret is approached by interpreting the comparator sequence as a high-dimensional
“signal” which is decomposed into a frequency domain representation using a dictionary of features.
Then, for each feature vector in the dictionary, a 1-dimensional parameter-free [32, 28] algorithm is
used to learn how well that feature correlates with the losses. This allows one to compete with an
arbitrary comparator sequence, so long as it can be represented in terms of the chosen dictionary
of features. We take a similar but slightly more general approach. Our framework also represents
the comparator sequence as a high-dimensional signal, but we instead use this signal to define an
equivalent static regret problem, a perspective that allows us design algorithms for dynamic regret by
simply choosing suitable dual-norm pairs.

Other prior works in the general OCO setting have also studied various alternative forms of variability
such as the temporal variability ZtT;ll SUPwew [l (w) — Lipa (w)] [3, 22, 4] or deviation of the
comparator from a given dynamical model ZtT:_ll |lws — @y(wi—q)| [16]. Alternative variance
penalties have also been studied in the dynamic setting, such as the small-loss penalties Zle £ (uy)

or gradient variation penalties Zthl SUPyew VL (w) — Vi1 (w)| [15, 49, 21, 50]. It is also
possible to achieve a smaller regret with stronger assumptions on the losses [2]. It is important to
note however that almost all prior works, with the exception of Jacobsen and Cutkosky [20], Luo
et al. [25] and Zhang et al. [47], study dynamic regret only in the easier bounded domain setting.

There is also an often ignored connection between measures of comparator variability and the function
classes studied in non-parametric regression. In particular, considering the case that the losses are
¢y(x) = (x — uy)?, then the sequence of comparators 1, . . . , ur with bounded path length C7 and
bounded squared path length (C.)? corresponds to the sequence with discrete total variation bounded
by C7 and the discrete Sobolev class with bound C7., respectively. In this setting, the minimax rates
are known [24, 35] and Koolen et al. [24] obtain the minimax regret for the Sobolev classes, while
Baby and Wang [1] for both classes with slightly stronger assumptions. However, these results are
not directly related to this paper because we consider linear losses.

Notations. We will use the following definitions and notations. The elements of a matrix A €

R™*™ are denoted by A;; fori =1,...,nand j = 1,...,m. Similarly, the elements of a vector
u € R? are u; fori = 1,...,d. The Kronecker product of matrices A € R™*" and B € RP*? is

the block matrix defined by
A11B ... A1 ,.B
A®B = ( o ) .
Am-’lB Am;nB



Algorithm 1: Dynamic-to-Static Reduction

Input Domain W C R?, Online Learning Algorithm A with domain W™
fort =1:Tdo
Getw; = (w', ..., w!™) e WT from A
Play w; = wgt) € W and observe g, € 94 (w)
Passg, =e; ®g, = (0],...,0], g/ ,07,...)T e Wl'to A
~~

indices i€[d(t—1)+1,dt]

end

We let e; denote the ¢ standard basis vector of R and I4 is the d x d identity matrix. For a square
matrix A, Diag (A) is the diagonal matrix that contains the elements of the diagonal of A. For

a positive definite matrix M, we define the weighted norm ||x|| 5, := \/(z, Mx). For a matrix
A € R™*™, we denote its Frobenius norm by [|Al|lr := /37", >°7_| A7 ;. The vec operator is

the mapping defined by stacking the columns of a matrix A in a vector. We will denote by || A||,
the entry-wise p-norm of A, i.e., || Al , = ||vec(A)||,.

2 A dynamic-to-static reduction

In this section, we present a general reduction from dynamic regret to static regret. The key idea is to
embed the comparator sequence in a high dimensional space YW, where T is the number of rounds,
so that competing with a fixed comparator @ € W7 in this high-dimensional space is equivalent to
competing with a sequence of comparators in the original space W. In this way, we can reduce the
problem of minimizing the dynamic regret to the one of minimizing the static regret.

Our reduction is shown in Algorithm 1. We simply embed the linear losses g, in a high-dimensional
space by setting

g =e®g,=(0g,...,00, g/ ,07,...,00)", 2)
N~~~
Indices €[d(t—1)+1,dt]

where e; € R” is the t™ standard basis vector of R” and 0, € R? denotes the vector of zeros. We
pass these losses to the online learning algorithm A, which predicts with a vector w; € W7 Finally,
we set w; € R? equal to the t® “component” of w;,, and play w;.

We show that the dynamic regret of the resulting algorithm will be equal to the static regret of

the algorithm A. In particular, for any sequence @ = (u1,...,ur) in W we will denote the
concatenation of @ into a single vector in W7 as

~ T T T\T

u=>, & @u = (uy,...,up) . 3)
Then, the following proposition shows that the dynamic regret of Algorithm 1 w.r.t any sequence
4 = (uq,...,ur) is equal to the static regret of A w.r.t u.

Proposition 1. Let W C R and let A be an online learning algorithm with domain W™ Then, for
any sequence i = (uy,...,ur) € WY, Algorithm 1 guarantees

T
:Z<gtawt_ut Z g, Wy — w) :R?eq(ﬂ).
t=1 t=1

Proof. The proof is immediate from Equations (2) and (3). In fact, observe that the cumulative loss
of the comparator sequence is precisely

(YO {Evono) ().

We get a similar relationship for the algorithm’s cumulative loss. Hence, we have Rp(ud) =
T T ~ -~ ~ Seq /~
D1 (G we —w) =30 (g, we —w) = Ry (@) O



Remark 1. It is important to note that the regret equivalence holds in the context of linear losses.
However, our reduction can still be leveraged for arbitrary convex losses by first applying the standard

reduction to OLO: Zthl Li(wy) — Ce(uy) < Zle (gsywi —ug) = R;eq(ﬁ) Jor g, € 04 (wy).

While our reduction is exceptionally simple, its utility should not be understated. Proposition 1 is a
regret equivalence — we lose nothing by taking this perspective, yet it allows us to immediately apply
all the usual techniques and approaches from the static regret setting. For instance, given any dual
norm pair (||-||, ||-]|,.), it is well-understood how to develop algorithms which adapt simultaneously

to the comparator norm |||| and to the gradient variance Zthl 19,]1? to guarantee

Re(un, .., ur) = R ><0(||a|| zf_uatni).

Such algorithms are commonly referred to as “parameter-free”, or “comparator adaptive”, because
they achieve this adaptation by completely removing the parameter that depends on the unknown
comparator u [e.g., 26, 27, 32, 9, 12, 20, 8, 21, 48]. In this way, we have effectively reduced the

problem of minimizing dynamic regret to the problem of selecting a dual-norm pair AFNS 1)
that meaningfully measures the “difficulty” of the sequence in u and the losses g,. In particular,
(Il s 1I1l,.) should be chosen with the following considerations in mind:

1. ||u|| should produce a meaningful measure of variability of the comparator sequence
uy,...,ur. For instance, we will show in Proposition 2 that the squared path-length
arises from a particular weighted norm applied to .

2. ||9;||, should not “blow up”. Ideally ||g,||, should match the magnitude of the true losses
g, up to polylog factors.

3. (Il II-ll,) should be chosen with computational considerations in mind. For instance,
to apply an FTRL-based algorithm to the losses g, € R?T, efficient implementation will
typically require ||-||, to have sparse subgradients. In general, an ideal dual-norm pair should
facilitate updating only O(log T') variables at a time, so as to match the O(d log T') per-step
computation enjoyed by existing dynamic regret algorithms. We will see one such example
in Section 4.1.

In the next section, we show that there is in fact a fundamental trade-off between the penalties induced
by the dual-norm pair (||-||, ||-||,.), creating a tension between the first two considerations.

3 Lower bounds for unconstrained dynamic regret

In the static regret setting, there is a well-known trade-off between the way in which we measure the
complexity of the comparator « and the way in which we measure the complexity of the linear losses
g;. For example, in Online Mirror Descent [29, 42] one can get a regret guarantee that depends on
the maximum diameter of the feasible set with respect to a norm || -
measured using the dual norm || - ||... The equivalence in Proposition 1 suggests that a similar tension
exists for the dynamic regret.

Given the structure of our reduction, it makes sense to focus on the weighted norms ||-||,, and
|-l pg—1, where M is a symmetric positive definite matrix. In particular, the next theorem shows
that there is a fundamental trade-off between a variability penalty ||u|| ,, and a variance penalty
G? Tr(M _1) related to the losses. The proof is provided in Appendix A.1 and it is based on a lower
bound to the tail of Rademacher chaos of order 2.



Theorem 1. Let the number of rounds T > Ty, where Ty is a universal constant. Let A be an
online learning algorithm, and suppose A guarantees Rp(0) < Ger for any sequence of linear
losses g1, ...,97 € R satisfying |g:| < G. Let M~ € RT*T be any symmetric positive definite

—~—1 —~—1
matrix, denote M~ := M~" — Diag (M~") and V := Tr(M ") + |M " ||p. Suppose that

— 1 —
M ||% > £ max; Zj(Migl)Q. Then, for any P satisfying Ty < log, V;:;/T < T, there is a
sequence of losses g1, ...,gr € R, and u = (uy,...,ur)’ € RY satisfying |||, = VP such
that we have

Rr(ui, ... ur) > Q GeT+G\/P [T‘r(M_l)+"J\7_l“Floggé PVT}

26T

Let us first briefly discuss the conditions on M. First, note that the restriction that M be pos-
itive definite and symmetric simply specifies that ||-|| ., defines a valid norm. The condition on

—~ 1
|M ||p=|M""—Diag (M") || is less straight forward to interpret, but it essentially states

~—1
that the total “variance” of M is at least as much as that of any of its columns. on a technical level
this assumption leads to the restriction that P satisfies log, (\/PVT / QeT) < T'. This is a natural re-

striction which encodes the fact that if P is too large relative to T" (i.e., when log, (v PV /2er) > T),
one can ensure “low” regret by simply playing w; = 0 on every round:

Ra() = =S g ue) < max | GT < G e g log, (V/PVr/2¢)

and hence the only lower bounds in such settings are trivial ones and it suffices to consider only
P satisfying log (\/ PVr/ 26) < T. We will see in Proposition 2 that the matrix that produces the
squared path-length satisfies this condition, and it can be seen that symmetric matrices with equal
column sums (as is the case in Proposition 3) satisfy this condition as well.

The result of Theorem 1 shows that there is a frontier of lower bounds which trade off penalties related
to variability of the comparator sequence and penalties related to the variance of the subgradients.
That is, one can not guarantee a small variability penalty in all situations without also accepting
a large subgradient variance penalty. The next proposition shows that i) the squared path-length
can be represented by a particular choice of the weighted norm |||| ,, and ii) the fundamental

tension between ||u| ,, and its corresponding variance penalty Tr(M ~') prevents any algorithm

from attaining the ideal variability dependence of ||| ,, = (\/ZtT;11 lus — wptr ||2) In fact,

the corresponding variance penalty is G? Tr(M _1) = O(G?T?), resulting in a vacuous guarantee.
Proof of the proposition can be found in Appendix A.2.

Proposition 2. (Adapting to Squared Path-length Requires Superlinear Regret) Define the finite-
difference operator 3 € R” as the matrix with entries

1 ifi =7
Yiy=4q-1 ifi=j—-1.
0 otherwise

LetS=X"S and M =S ® I,;. Then, M satisfies the assumptions of Theorem I and

= T(T +1)

~2 2 2 _
@l = ||uT||2+;||utfut+1||2 and  Tr(M7) = ———.

Proposition 2 shows that adapting to the squared path-length of an arbitrary comparator sequence
necessarily requires incurring a linear penalty, so adapting to the squared path-length is impossible
without facing a vacuous guarantee. However, we will show in Section 4.1 that it is possible to adapt
to a measure of variability which is similar in spirit to the squared path-length, yet only incurs a
Tr(M ') = O(log T') variance penalty.

Remark 2. The matrix M in Proposition 2 uniquely exposes the the squared path-length up to the

bias term ||up |2. Such a bias term must appear because in the static regret setting, wherein u, =
... = wr = u, the variability measure ||-||,, must still reduce to a dependence on |u||, otherwise




Algorithm 2: Dynamic regret OLO through 1-dimensional reduction [9]

Input /-d Parameter-free OLO algorithm A, positive definite symmetric matrix M € RATxdT
Initialize 9, = v; =0 € R, V; =0

fort=1:Tdo

Get 3; € R from A

Play w; = v, and observe g,

Send (v, g,) to A as the ™ loss

Set 5t+1 - ét - MﬁlAgit
Set Vigr = Vi + g%,

~ 0 VA% .
Setv;1 = \/% 1A |§t+1|t|;1} // (Projected) Scale-free FTRL update

end

the guarantee would violate existing Q(||w|| v/T') lower bounds for static regret. More generally, we
show in Appendix A.3 that any other choice of bias would similarly lead to Tr (M _1) > Q(T?),
so Proposition 2 along with our lower bound in Theorem 1 are sufficient to show that adapting to
squared path-length requires accepting a vacuous guarantee.

4 Dynamic regret for unconstrained OLO via weighted norms

So far, we’ve seen that there exists a frontier of lower bounds trading off a variability penalty, measured
by ||| z» and a loss variance penalty, measured by Tr(M '), and that the tension between these
two quantities makes it impossible to adapt to the squared path-length of the comparator sequence
without accepting a vacuous regret guarantee. A natural next question is whether there are choices
of M which lead to a more favorable trade-off of these two quantities. In this section, we provide
a simple framework for achieving lower bounds along the frontier described by Theorem 1, and
an instance which successfully achieves an improved variance/variability trade-off. The guarantees
on the lower bound frontier can be achieved using any parameter-free algorithm along with the
1-dimensional reduction of Cutkosky and Orabona [9] to extend the algorithm to dual-norm pair
(Il ag s -l pg=1)- The generic procedure is summarized in Algorithm 2 for convenience.

Theorem 2. Let S € RT*T be a symmetric positive definite matrix, M = S ® I4, and € > 0.
There is an algorithm A such that for any g, ..., g € R% satisfying ||g,||l, < G for all t and any
sequence i = (uy,...,ur) € R, the dynamic regret is bounded as

~ ullpr VV- A PVPRVAY
Ry(u) < O | e+ |lull,, \/VT log (uJ\éT + 1) V & log (”uHMQ5T> ,
€ €

where Vip = Zg;l ||§t||?\/1—1 and & = G ||S_1Hoo,oo'

For the proof, we will need the following technical lemma.

Lemma 1. Let S € RT*T be a symmetric positive definite matrix and let M = S ® I4. For
t=1,...,T, letg, € R and let g, = e; ® g,. Then, we have H§t||?w = ||gf||§ St

Proof. Using the mixed-product property (A ® B)(C ® D) = AC ® BD and the transpose property
(A@ B)T = AT @ BT of the Kronecker product, we have that

(@1, Mg,) = (e;©g,,[S®Iie; ®g;) = (e, @ g,,Se,® g,) = (¢] ®g/)(Se;®g,)
:etTSet®gtTgt=Stt ||gtH2 . =

Proof of Theorem 2. Applying Proposition 1, we have Ry (@) = 3.1, (g, W; — @) = R ().
Since M is symmetric and positive definite, (||-|| 5, , ||/ pz—1) is @ valid dual-norm pair. By Lemma 1,



we have ||g,[|3,-1 = llg:]12 St < G2 ||S*1Hoo,oo := ®2. Hence, let A be any algorithm which

guarantees a parameter-free regret w.r.t. (||-||,||-||,) on losses satisfying ||g,||,,-1 < &. Note that
any parameter-free algorithm can be extended to handle arbitrary dual-norm pairs by leveraging the
one-dimensional reduction of Cutkosky and Orabona [9, Section 3], that reduces the OLO problem to
a unconstrained 1d problem plus an OLO problem in the unitary ball defined by the primal norm. For
instance, applying Jacobsen and Cutkosky [20, Algorithm 1] with the one-dimensional reduction one
can easily show (see details in Appendix B.1)

~ u VrA ” VA
Ry(@) < O | Sc -+ [l oy \/leog(“%fTTH)vmog(W> |

where Vo = Y0, [Gl13,— and Az = log? (51, 13-+ /62) < O(log? 7). O

Note in particular that by Lemma 1, we have Zle A 23:1 Sitel’ <@ 23:1 St =
G Tr(S™1), so this bound matches the lower bound from Section 3, up to polylogarithmic terms.?
Thus, any valid choice of M will be on the lower bound frontier of Section 3.

4.1 Trading-off Variance and Variability

Leveraging the algorithm characterized by Theorem 2, we now show that it is indeed possible to
choose M such that Zthl ||Ag't||§vf,1 is only O(log (T') 23:1 llg,lI?). in exchange for a variability
penalty which is still similar in spirit to the squared path-length.

Inspired by the Haar OLR algorithm of [47], we apply Theorem 2 using S = H,,H,, where H,, is
the unnormalized Haar basis matrix of order n = [log, T']. The Haar wavelet transform and its basis
matrix are common tools in the signal processing literature; we recall the basic definitions and facts
for convenience in Appendix B.2. With this choice, we have the following bounds on ||| 5, and
llg: ||?VI_1. The proof can be found in Appendix B.3.

Proposition 3. Let n = log, T' and H,, be the unnormalized Haar basis matrix of order n. For
anyT € {20:i=0,...,log, T}, let N. = T/7 and let Il(T), e ’II(\;,) be a partition of [T] into
intervals of length 1. Define the average comparator in interval IZ-(T) to be 7157) = % Ztez?” Uy,
and define the squared path-length at time-scale 7 < T to be '

2

)

N./2
Pla,r) =Y [l - af)
=1

_ 2
and P(4,T) = H'&gT) H2 = ||ﬁ||§ Then, setting S = [H,H |~ and M = S ® 14, we have

log, (T')
~12 — 112 57— o _ 2 1 (-
1llar < llallz + 3 > Pa,2) < |lul; + 7 log (T') max P(d, ),
=0

191271 = llgll5 (1 + log T) .

Summarizing, by applying Algorithm 1 with S = [H,,H,’ | ! we ensure regret

N./2

JEN A~ — 112 _ (T _ (T

Re(@) <O | || lall} +max Y [l - aff
i=1

2\ L )
) Z gl
t=1

This is the first fully decoupled guarantee for general dynamic regret which incurs no pessimistic
multiplicative penalties of the form max; 4 ||u; — uy ||. That is, the terms depending on the com-
parators and the terms depending on the gradients appear in separate sums. Moreover, observe that

*Note that the lower bound is stated for d = 1, in which case Tr(S™1) = Tr(M ~%).



this measure of variability can immediately be related to the more standard (first-order/non-squared)
path-length using the local averaging lemma of Zhang et al. [47] (Lemma D.7). We have

2 o logp T N () O~ 5[ A S (r)
lalh < all} + 22— max 3 ||ai), —af?| <O | D +maxD Y- [af), —a?|,
i=1 =1

T-1
S @) <D2+DZ Hut —ut+1|2> S O(D2+DPT>,

t=1

)

where D = max, Hﬁf ™)

— U H < max; ; ||u; — u;||. Thus, applying Algorithm 1 with dual-

norm pair (|[+[|g- g7 » [|'llgg, g7 ) still guarantees worst-case regret

Re(@) < O (naannnl o atniI,LH;) <0 <\/ (Iall3 + DPr) S, ||gt|§> :

which matches the guarantees of prior works, up to polylogarithmic terms.

Importantly, with M = H, "H,' ® I, the dual-norm pair (||-||5;,||-|lp;—:) leads to updates
that can be implemented efficiently, in requiring only O(logT') variables to be updated on each
round. This is because the Haar basis matrices are locally supported — the columns of H,, =

(h(l) e h(T)) € RT*T form an orthogonal basis with the property that for any ¢, [h(i)]t #£0
for only 1 + log, T indices i (see Proposition 5). Hence, (H' @ I;)g, = (H' @ I;)(e; ® g,) =
(H Tef,) ® g,, is a block vector with only 1 + log, T active blocks, requiring that we update only
O(dlog T') indices to maintain each of the variables needed to implement Algorithm 2. We provide
the full details of this computation in Appendix B.4, which we summarize below in Proposition 4.

Proposition 4. The algorithm characterized by applying Theorem 2 with S = [H ,, H I]’l can be
implemented with O (dlog T') per-round computation.

5 Recovering Variance-Variability Coupling Guarantees

Our main focus throughout the paper has been on designing algorithms that achieve a regret bounds
of the form Rr(4d) < O (\/f(ul, coour)Vigy,. .. ,gT)) for some functions f and V', which

cleanly separates the penalties associated with difficult loss sequences from the penalties associated
with difficult comparator sequences. However, the first works to achieve unconstrained dynamic
regret guarantees uncovered guarantees of a slightly different form, containing a gradient-comparator
correlation penalty:

T-1 T
Rr(@) < O [ | D lue —werall Y llgill” ue —al |, ©)
t=1 t=1

Variance/Variability coupling

for some reference point u [20, 47]. Guarantees of this form allow some degree of coupling between
the variability and variance penalties. This can be appealing in certain situations. For instance,
guarantees of the form above have the appealing property that the variance penalty completely
disappears on any rounds where the comparator u,; matches the reference point w. This can be a very
powerful property when one has a priori access to a benchmark model (represented by u) which
can be expected to predict well on average, so that we accumulate the variance penalties only when
facing atypical/unexpected conditions.

The prior works achieving a coupling guarantee do so using rather mysterious means. For instance,
the guarantee of Jacobsen and Cutkosky [20] achieves the coupling guarantee almost by coincidence,
as it appears in response to a composite regularizer they add to the update to cancel out certain
unstable terms in the analysis, and the analysis of Zhang et al. [47] recovers a guarantee of a similar
form using a rather difficult analysis of the frequency-domain representation of u after projecting
onto the Haar basis vectors. So far there is no unifying explanation of the principles leading to these
sorts of guarantees.



Our equivalence in Proposition 1 instead shows that guarantees of the form Equation (4) can in-
stead be understood through the lens of reward-regret duality, a standard tool used to design al-
gorithms in the static regret setting. The reward-regret duality states that in order to guarantee
regret of the form Rr(u) < f(u) for all w € W, it suffices to design an algorithm that guarantees
— ZtT:l (gsrwi)y > f*(— Zthl g,) forany g, ..., gp. Using Proposition 1, we immediately have
the following analogous design principle for dynamic regret. Proof is deferred to Appendix C.1.

Theorem 3. Let Wealthy := — Zthl (g, wy) denote the “wealth” of an algorithm A and let
(f, [*) be a Fenchel conjugate pair. Then A guarantees Wealthp > f}( — Zthl §t) for any
sequence g, ...,gr if and only if Rr(d) < fr(u) for any sequence 4 = (uy,...,ur) in W,
where & = (u{ ,...,up)" is the concatenation of the sequence G into a vector.

So, suppose we would like to design an algorithm that guarantees for any sequence @ = (w1, ..., ur)
and any § = (g4, - . ., gy ) regret of the form

Ry (d) < v/ fr(w)Vr(u),

for some fr(w) and Vr(u) = Vr(w; g). Then, since vab = miny>o 5 + 2b, any such algorithm

must have Ry (4d) < fTT(na) + 2 Vr(u) forevery 7 > 0. So, via Proposition 1 and the the reward-regret
duality of Theorem 3, we have that the desired guarantee is equivalent to guaranteeing for alln > 0 a
wealth lower bound of

Wealth :—XT:@ wy) > {fT(')_FnV ()r(_g )ZMD%]V* <§1T>
t vt ty W) — 277 2 T 1:T 277 T 277 B

where f7. and V' are the Fenchel conjugates of fr and Vi respectively, and (f; O f2) denotes the
infimal convolution [34, 19] of f; and fs:

(1O fo)(2) =inf {fi(y) + fo(z —¥)}.

Thus, the variance/variability coupling guarantees observed in Equation (4) can be interpreted as
achieving wealth lower-bounds for potential functions involving infimal convolution.

The above discussion provides a general characterization of variance/variability coupling guarantees,
though it is admittedly less clear how difficult it is to design algorithms from this perspective due to
the rather complicated potential function that appears. Nonetheless, we believe that this provides a
valuable perspective and insight that could be of general interest. An important direction for future
work is to develop useful tools for working with potential functions of this form.

6 Conclusion

In this paper, we have shown a way to reduce the problem of dynamic regret minimization to the
static one. We proved a novel frontier of lower bounds showing a fundamental trade-off between
penalties on the comparators and penalties on the variance of the gradients. In particular, we have

shown that it is not possible to achieve a guarantee that scales with \/ ZtT;ll l|ws — weqq || without

incurring a variance penalty of O(GT'). We developed a simple framework for achieving guarantees
along the lower bound frontier, and used it to develop the first algorithm making a non-trivial
variance/variability decoupling guarantee against arbitrary comparator sequences. Our framework is
simple but powerful, allowing one to fully utilize the rich literature of static regret algorithms for
online learning.

We conclude by noting some directions for future work. There is a lot of exciting potential to explore
different measures of variability induced by different choices of the matrix M, as well as going
beyond weighted norms. As mentioned in Section 5, developing a useful toolset for potential functions
involving infimal convolution is an important next-step for developing and understanding guarantees
with a coupled variance/variability penalty, such as Equation (4). Also, our lower bound in Section 3
illustrates the variance-variability trade-off, but achieving the correct logarithmic dependencies proved
to be very challenging — many of the standard tools for proving lower bounds in unconstrained
settings revolve around anti-concentration results that do not readily extend to arbitrary weighted
norms and higher-dimensions. We look forward to exciting development in these future directions.
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A Proofs for Section 3 (Lower bounds for unconstrained dynamic regret)

In this section, we provide proof of our main lower bound result from Section 3. We first introduce a
technical tool from the literature on decoupling theory and a key lemma (Lemma 2). Proof of our
main result is in Appendix A.1.

Consider a function f : [~1,1]? — R, defined as
fl@) =" A jmia;
2%}

Define A the matrix with elements A; ;. In this section we will use the following notations for
quantities related to a polynomial induced by the quadratic form @ — (x, Ax) (see page 6 of
O’Donnell and Zhao [30])

Var[f] = A% = || Al
¥

d
Inf;[f] = Z(A’sz + A?z) .
j=1
One of the key difficulties in deriving the lower bound is that squared weighted norms = — (x, Ax)
introduce dependencies between the coordinates of &, which breaks the usual lower bound arguments
which rely on anti-concentration of independent Rademacher random variables. Instead, we must
leverage an anti-concentration result that holds for polynomials of random variables.
Theorem 4 (Theorem 3 of Dinur et al. [10]). There is a universal constant C' such that the following

holds. Suppose G : {:I:l}d — R is a polynomial of degree at most 2 and assume Var[g] = 1. Let
t > 1 and suppose that Inf;[g] < C~2t~2 for all i € [d). Then

P{lg(z)| >t} > exp (—C*t*41og?2) .

Using this anti-concentration result, the following key lemma provides a general lower bound on the
wealth obtainable by any algorithm, subject to the weighting imposed by a matrix A.

Lemma 2. Let A be an online learning algorithm, and suppose A guarantees RT(0) < Ger for
any sequence of linear losses g1, . . ., gr € R satisfying |g:| < G. Let A € RT*T be any symmetric
positive definite matrix, and let B = A — Diag (A). Then, there is a universal constant C' > 0 such

that for any 1 < q < -7 ”BHXF:T —, there is a sequence of losses g1, . .., gr € R such that
max; ;1 Bj;
2
g1
: > G?[Tr(A) + q || A — Diag (A)| 7]
9t/ || 4
and
Rr(0) > Ger [1 - 24024"} .
Proof. Let Y1,..., Yy be independent Rademacher random variables and set g = G Y%, so that

E[Rr(0)] =E [Zthl gtwt} = 0. Then, using the regret equivalence of Proposition 1 and condi-
tioning on any event £ with P {£} > 0, we have
0 =E[Rr(0)]
—E [RT(O)‘e] P{}+E [Rr(0)|€°] P{e°)
<E[Rr(0)[E]P{E} + Ger (1 -P{E}),

where the last line uses the fact that A guarantees Rr(0) < Gerp for any ¢1,. .., gr satisfying
lg:| < G for all t. Re-arranging, we have
1
E[Rr(0)|¢] 2 Ger (1- o) - 5
7(0)|€] = Ger P&} )
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Next, let g, = e; ® g; for all ¢ and consider the event

= (g1, 90) ||’y > Tr(A) + ¢ || A — Diag (A)]]

for some ¢ > 0. We proceed by lower bounding the probability of this event.

Observe that

T 2

> g

t=1

=G VYA = G? [ Te(A) + > VYA,
A i i g
Denote B = A — Diag (A) and note that f(Y1,...,Yr) =3, ; Y;Y;B;; is a polynomial of degree
at most 2 and variance Var[f] = 3, ; B}; = |A — Diag (A)||; = ||BH2F Moreover, since A is
symmetric we have Inf;[f] = Z]-Tzl B} + B3, =2 ZJ'T:1 B}, for any 4. It follows that if we let

- _ ) ; ; —
g(Y) = BRI th:n g:s a polynomial of degree at most 2, Var[g] = 1, and for any
i € [T] we have Inf;[g] = 22‘:57”1237 Hence by Theorem 4, there is a universal constant C' such that
F
forany 1 < g < HB”FT it holds that
C4/2max; 23:1 L2J

PAAY) > Bllp} = PAa(¥) > g} > exp (A0 og2) = 247"
Now observe that P {€} = P {f(Y) > q | B||z} by construction, so Equation (5) can be bound as

E [RT(O)‘e] > Ger <1 - P{lg}) = Ger (127,

which implies the existence of a sequence g1, . . ., gr € R such that R7(0) > Ger [1 — 2402‘12] and
2
> G?[Tr(A) +q||Bl|p] = G* [Tr(A) + ¢||A — Diag (A)| ] ,

f 1<q< “B”F . O
orany I < g = C\/Qmaxi Z}“:1 B2

A.1 Proof of Theorem 1

In this section we prove our main lower bound.

Theorem 1. Let the number of rounds T > Ty, where Ty is a universal constant. Let A be an
online learning algorithm, and suppose A guamntees Rr(0) < Ger for any sequence of linear
losses g1, ..., g7 € R satisfying |g:| < G. Let M~ b e RT*T be any symmetric positive definite

—1 —~—1
matrlx denote M := M~ — Diag (Mf ) and Vi := Te(M ') + |M ||r. Suppose that

HM ||F > T max; Zj(Mzgl)Z. Then, for any P satisfying Ty < log, V;ZT < T, there is a

sequence of losses gy,...,gr € R, andu = (uy,...,ur)’ € RY satisfying |||, = VP such
that we have

-1 1 4/PV,
Ry (ui,...,ur) > Q GET+G\/P [TY(M_1)+HM HFlogé“ \/267}

Proof. Denote A= M ' and B = A — Diag (A). By Lemma 2, there is a universal constant C

and a sequence g1, ...,gr € Rsuch that forany 1 < ¢ < , it holds that

ij

> G?[Tr(A) + ¢||A — Diag (A)| z]
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and

Rr(0) > Ger [1 - 2402‘12} .

Hence, choosing comparator sequence uy,...,ur € R to satisfy and & = (uy,...,ur)’ =
T~
—VPAZ=9 ¢ RT wehave |G , 1 = |[@l,, = VP and
Hztzl gt”A

T

Rr(uy,...,ur) = Rr(0) — <Z§t’a>
. t=1

> g

t=1

= GVP + Rr(0)

A
> G\/P[Tr(A) + q||A - Diag (A)]| ] + Rr(0)

> Ger + G\/P [Tr(A) + ¢ ||A — Diag (A)| 5] — Ger2'C°7

P[Tr(A)+| B ]
2€T

Now, for P satisfying T := 4C% < log, ( ) < T we may choose

Y —
log, ( P[Tr(A) 1Bl ]

26T

1= 402

1Bl g

C\/2 max; Zle B?j

Indeed, observe that this choice satisfies 1 < g < as required:

P[Tr(A)+|| Bl ¢]
tog ( o > T 13|
l<q= < < F

- 402 - @ - T 2 ’
Cy/2max; };_, B,

where the final inequality uses the assumption || B H% /2max; ), B > L. Hence, we have that

2 2 G G
Ger2' " < 2\ [P[Tr(4) + | BIl,] < 5/ P[Te(A) +¢|B] ),

so that the overall the regret can be lower-bounded as

1
Rp(us,... ur) = Ger + 5Gy/P[Tr(A) + ¢ | B 1]

~Ger+ 9\ P 1)+ B, P LG [BI,]/2er)

A.2  Proof of Proposition 2

Proposition 2. (Adapting to Squared Path-length Requires Superlinear Regret) Define the finite-
difference operator ¥ € R” as the matrix with entries

1 ifi=j
S =S —1 ifi=j—1.

0 otherwise

Let S = X" and M = S ® I ;. Then, M satisfies the assumptions of Theorem I and

T-1
~ _ T(T+1
[l = el 3 e} and e (aa) = TEED
t=1
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Proof. We first show the properties that ||1~L||§; = ||uT||§ + ZtT;ll lw: — UtHHg and
(') = 23:1 [271271 L ZZ;I T—t+1= %, and show that M satisfies the
conditions of Theorem 1 at the end.

Observe that

Id 7.[,1 0 0 U — U2
0 Id —Id 0 u1 U2 — U3

Eelya=|0 0 To Lo - ff | :
: ur ur—1 —ur
o o o0 - I ur
and since (X' ®@ I)(Z® I4) = (") ® I; = M, we have

lallhs = (@ (57 @ L)(T @ L)) = (T L), (B @ L)i)
T-1

2 2
= |Jurllz + Z we — wepa |5 -
t=1

Using the inverse property of the Kronecker product, we also have
-1 -1
M= [ETE ® Id} - [ETZ} @I, =2 ' T oI,

and by Lemma 8 we have that X~ is the upper-triangular matrix of all 1’s, that is, the matrix with

entries
g1 1 i<
W 7 |10 otherwise’

and likewise, > Tisa lower-triangular matrix of 1’s. In other words, for any ¢ we have

T
—1ls—T _ —1y—T __ -1 __
[2 > Lt_E} 12“ =Y s =Tt 1

i<t

So, summing over ¢t we have

T
mETET) =) [2ETT] =Y r-t+1= LT; D
t=1 t=1

Now we show that M satisfies the conditions of Theorem 1. M =S ® I; = [ETE] ® I 1is
clearly symmetric since it is the Kronecker product of two symmetric matrices. Observe that for
any  # 0 € RT we have Xx # 0 by positive definiteness of ¥ (Lemma 8) and thus (x, Sx) =
(3, Xx) > 0. Thus, M = S® I is the Kronecker product of symmetric positive definite matrices,
so M is symmetric positive definite [see, e.g., 38, Chapter 2].

Lastly, let B = X~'X~ T — Diag (57X~ "). We are to show that | B||, > £ > ij for any 1.
First observe that calculation of [E_lﬁ_T]tt is generalized to

GG

T T
1T 1T CTw-T .
== Lj=§ S =Y s =S = T max i) + 1,
k=1 k=1 k=1

for any 4, j, and likewise B;; = T'—max {j, i} + 1 for i # j and 0 otherwise, from which it is easily

seen that max; ), B; = >, Bi;, so for any i we have

T
. 1
> B SZ:ijZz:(T—JJrl)QZBT(2T2—3T+ 1).
i i

=2
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On the other hand,

IIBH%:ZZB **TQ -1

T T TT TT
== —(2T°-2)=-—(21* -3T+37T—-2) > - —(21* - 3T +1
2 6 ( ) 2 6( $T+3 )2 26 ( 3T+1)
Z 5 Z B} ij>
for any ¢, where the last line applies the inequality in the previous display. O

A.3 Sufficiency of Proposition 2

The choice of M in Proposition 2 uniquely exposes the squared path-length up to the constant offset
term ||z . In this section we demonstrate that the choice of offset term in Proposition 2 does
not make any significant difference for the claim that adapting to the squared path-length requires
incurring a Tr(M ') > Q(T?) penalty, and hence that Proposition 2 is sufficient to demonstrate
that adapting to the squared path-length is not possible without incurring vacuous regret.

To expedite the discussion, we first introduce two technical lemmas, proven in Appendices A.3.1
and A.3.2 respectively.

Lemma 3. Let v € R” be an arbitrary non-zero vector and let B € RT*T be a symmetric matrix
with eigenvalues 0 = A\ (B) < X\2(B) < ... < Ap(B). Then

Tr(B+vo") ") > o Z

=2

Lemma 4. Let X € RT*T denote the finite-difference matrix defined in Proposition 2 and let
M=x"3 Then, for any T' > 1, we have

Amax (M < — Tr(M™1),

where Apax (M _1) is the maximal eigenvalue of M ~".

Now, Consider the 1-dimensional setting and note that for any positive definite M we can find a
unique X such that M = X" 3. Hence,

lalla, = (@ Ma) = (S, ),

so without loss of generality we can focus on 3 for which
T
(2w, 2u) = (v,a)° + > [luy — w1 %,

where v # 0 € R”. # Note such a constant offset term is unavoidable: it is what captures the static
regret guarantee in the case where u; = ... = up = u. Proposition 2 considers v = (0,...,0,1)

to get [|a|2, = |lur||® + 37—, [[ur — us—1|?, though below we will show that any vector v would
still lead to Tr(M ') = Q(T?).
It is clear that the only way to construct expressions of the form above is via matrices X satisfying

Uy — Uz

Uz — U3

Yu=c ,
Ur—1 —ur
(v, u)

RT*T and

*Note that any such M is unique. Indeed, if there are positive definite matrices M; €
2
M € RT*7 such that ||@]|2,, = (v,@)* + P2 = |a||3,, forall @ € RT, then (@, (M1 — M2)a) =0

and hence M ; = M, since M ; and M are positive definite.
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where ¢ € {—1, 1} and the order of the rows indices of the vector can be permuted without loss of
generality. In particular, the only matrices that can produce these expressions (again noting that the
rows can be permuted without loss of generality) are of the form

1 -1 0 0o ... 0 0
0 1 -1 0 ... 0 0
o 0 1 -1 ... 0 0 A
=c =:c ,
,vT
0 0 0 0 1 -1
\1}1 Vo (R} V4 N Vs A | ’UT/

soM=3%"2 = ATA + vv'. Moreover, A’ A is a symmetric matrix with a unique zero
eigenvalue (corresponding to vectors in the span of 1 = (1,...,1) € RT), so applying Lemma 3,

Tr(M™ Y =Tr((ATA +vo ! ) > jv]|” +
(M) = Te(( T ZMAT

Now, define vg = (0,...,0,1) € R and observe that M := A A + vyv] is precisely the
matrix studied in Proposition 2. We have via the interlacing property of rank-1 updates to symmetric
matrices that )\t(ATA) < A\(My) [13, Theorem 8.1.8], so overall we have

t=2 t=2
= Te(My ") = Amax (Mg )
> TR (M) - 1 TH (M)
1 1 T(T+1
= Mg = o D
10 10 2

where the last inequality applies Lemma 4 to bound A\pax (M o 1) and recalls Tr(M 0 b= @

from Proposition 2.

Hence, the variance penalty will still be (72) regardless of the choice of bias (v, %) in the
variability measure. Combined with our lower bound in Theorem 1, it follows that adapting to the
squared path-length necessarily implies a variance penalty of Tr(M ') > Q(T?), leading to a
vacuous regret upper bound.

A.3.1 Proof of Lemma 3

Lemma 3. Let v € R be an arbitrary non-zero vector and let B € RT*T be a symmetric matrix
with eigenvalues 0 = A1 (B) < X\2(B) < ... < Ap(B). Then

Tr(B+vo) ) > of* + §j

2

Proof. Let A := B +vv'. Since B is symmetric, we have via the interlacing property that there is

anai,...,ar > 0 such that Zthl a; = ||v]|* and A (A) = \¢(B) + a; [see, e.g., Theorem 8.1.8 in
13]. Hence,

T T
Tr(B+ovv") ™) =Tr(A™) => MA ) =)

t=1 t=1 Ai(A)

a 1
- Z A(B) + ai a m11;>0 Z Ae(B)+a;

.....

t=1
Ty a=v]?



To analyze the constrained optimization in the last line, let oy, ..., a7 > 0, € R, and define the
Lagrangian

T
o) =3 s =S (S o).
=1 =1

For any ¢, we have
oL -1

— =~y + =0 = —M(B).
dar ~ n(B) +a? M TH “= \/;— 5, B)
Plugging this into the dual D(ov, ..., ar, 8) = min,, . 4, L(a1,...,ar,01,...,ar, ) we have

D(ay,...,ar,B) Z\/ — oy — Zat (_ ) +ﬂ< 1—Oét _)‘t(B)_”'U”2>
= B—ar+ ) (B—ai)—=——+ ) (a;—B)\(B 5”"’”2
= QZ VB =+ Z(Oét — B)\(B) = Blv]*
t=1 t=1

The derivatives of the dual w.x.t o, are
oD -1

—=——+ \(B).

8at \/ﬁ — Ot t( )
Observe that for A;(B) = 0, we have g—(ﬁ = *\/5177% < 0, so D is decreasing in oy, so the
dual is maximized when a; = 0. Using the relation a; = ﬁ — A1 (B) above we have
a; = ﬁ —M\(B) = ﬁ Equating the other derivatives for ¢ > 1 to zero we have

1
VB —ay

= ;=0 Vi>1

= M(B) = M(B)+a; = M(B)

where we used the relationship a; = ﬁ — A\¢(B) from above. Finally, the optimal 5 is such that

Zt L0y = \/E = ||v||, so overall we have

T 1 a 1 1 & 1
..... >0 2 +ai:«/76—a1+;)\t(B)+ai:ﬁ+;)\t(B)
ST amoll? o
= ||v|| +; Wik O

A.3.2 Proof of Lemma 4

Lemma 4. Let ¥ € RT*T denote the finite-difference matrix defined in Proposition 2 and let
M=3"3 Then, for any T' > 1, we have

9
Amax(M 1) < 0 Tr(M™),

where Apax (M _1) is the maximal eigenvalue of M -1

Proof. The matrix M loxlyTs symmetric and positive definite, hence has real eigenvalues.
The eigenvalues of M ' can be bound in terms of its trace as follows (see, e.g., Theorem 2.1
Wolkowicz and Styan [43], provided for convenience in Theorem 5):

(MM (w(zvrl))“"

-1
Ao (Mfl) < M

< —7—+ -1

T T
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Next, observe that by Lemma 8, matrix X! is an upper-triangular matrix of all 1’s, so that

[M_l]ij = |: } Z Elklzij Z Zlk E]kl

ke(t] ke(T)

> 1{k>i}1{k>j} =T —max{ij}+1,

ke[T]
Hence,
T T T
B _ T(T+1)
1\ _ 1. _ _ — =
Tr(M ) => M=) (T—t+1)=> t 5
t=1 t=1 t=1
Moreover,
T T t
Tr (MfTM*l) = Z[MﬁTM?l]tt = Z ZMt;TMk_tl
t=1 t=1 k=1
T t T t
= S M = 3T - max {, k) 4 1)
t=1 k=1 t=1 k=1
B (T 1)2(T +2)
B 12
Thus,

TY(M_TM_l) (M )\ | (T 12T+ (T 1)
B T - 12 4

4 3

(T+1)2T-1

TR e
4 3

Overall, \pax (M 71) is bounded by

A (M) < ) \/(T _q I - Pr-t

- T 3
T4+l (T+1)(T-1)
) 23
_T(T+1)+T+1{ ]
O 2V3 2
T(T+1 (T 1 1 T 1
< ( +>_|_ (T + ,<27+) gTr(M )7
2V/3 2  4-10 2 10
where the last line observes that 1 — % <1< % r T > 2 and the fact that % + 1 ~0.83

I IA

9
10°

B Proofs for Section 4 (Dynamic regret for unconstrained OLO via weighted
norms)

B.1 Details on the 1-Dimensional Reduction
In this section, for completeness we provide the details of the 1-dimensional reduction of Cutkosky

and Orabona [9], specialized to dual weighted-norm pairs (||| s, |- pz-1) as well as its regret
guarantee.
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For concreteness, we choose adaptive FTRL with AdaGrad-norm stepsizes [40] as the direction
learner. For simplicity we use the scale-free version of [33], so that the direction learner’s update is
slightly simpler, not requiring prior knowledge of the Lipschitz constant & > ||g, || ;1.

Using Cutkosky and Orabona [9, Theorem 2], we have that the regret of Algorithm 2 is equal to

27 ~ irection Tl’ ~
Re(@) = RA(@l ar) + ] g R (ﬁ|M> Vi e R,

where R#! is the regret of A over a sequence of G-Lipschitz linear losses and Rirection g the regret of
(scale-free) adaptive FTRL with a feasible set equal to the unitary ball defined by || - || ps-

Choosing the algorithm A to be [20, Algorithm 1], we have

@ & ullpg vVVrA Uy VYA
RA(|aar) < O | Se+ [ o \/VT log (MM(};?T + 1) V & log (W)

where Vi = 37, [l 341 and A = log” (3, G434+ /82) < O(log® T).

Focusing now on the regret of the direction learner, define the distance generating function ¢ () =
%HEZHM Using [31, Theorem 4.3], we have that v is 1-strongly convex w.r.t || - || as. Hence, using

the regret guarantee of Scale-free FTRL, i.e., Theorem 1 of Orabona and Pél [33], for any v € R4T
such that ||9||,, < 1 the regret of the direction learner is

T
~ 2
> 1glar

t=1

Applying this with v = ﬁ and combining with the previous two displays leads to the bound
M

T
> s + 351385 g < ©

S 1., -
B < (3 515, +275)

stated in the proof of Theorem 2.

B.2 The Haar Matrices and their Properties

In this section we provide some useful supporting lemmas related to the Haar matrices H,,. We first
introduce the Haar basis vectors, which make up the columns of the matrix H ,,. Throughout this
section we assume for simplicity that 7" is a power of 2.

Definition 1. Forany 7 € {2 :i =1:1og,(T)} and i € [T/7], the Haar basis vector at timescale
7 and location i is the vector in RT with entries
1 ifte3r(i—1)+1, 171
R = =1 ift e [Lri+ 1,7 (6)
0  otherwise

The Haar basis vectors are often arranged into the columns of a matrix as follows:

T T/2 T/2 T/4 T/4 T/4 T/4 2
Hn:<h0 h(l) hg/) hé/) hg/) hé/) hg/) hi/) h(T/)2)7
where hg = (1,1,..., 1)T € RT. This matrix is referred to as the (unnormalized) Haar basis

matrix of order n = log, (7). It is well-known that H,, has the following equivalent recursive form
[38, 11, 37]:

HO = (1)5

H, — (Hn_1 ® G) Ty ® (_11>> . )
So, for instance, we have

= (oo i) e (4))=(00 () oo (h))=0 4)

1 1 1 0
11 1N /1 0 1 1 1 -1 0

H2:<(1 1)®(1> (o 1)®<1)>: 1 -1 0 1|
1 -1 0 -1
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and so on. For our purposes, we will primaly work in terms of the matrices H,, rather than the basis

vectors hl(»T). The main utility of defining the basis vectors hl(.T) is that their definition easily implies
the following useful result, which states that the Haar basis vectors are sparsely supported w.r.t time.

Proposition 5. Letn = log, T and let H,, € RT*T be the unnormalized Haar basis matrix of order
n. Then for any t € [T, there at most 1 + log T indices i for which [H ) ; # 0.

The proof follows immediately from Definition 1 (i.e., any ¢ can fall into only one of the intervals
covered at each of the log, (T") time-scales) and accounting for the additional column h of all 1’s.

In what follows, we will also use the following well-known relationship between the vec operator
and the Kronecker product (see, e.g., Steeb and Shi [38, Chapter 2.11]).

Proposition 6. Let A, B, and C be matrices of appropriate dimensions such that the product ABC
exists. Then, vec(ABC) = (C'T ® A)vec(B).

The following three lemmas will be used to prove the guarantees of the algorithm characterized in
Section 4.1 (Propositions 3 and 4).

Lemma 5. Letn = logy(T), v = (v1,...,vr)" € RT, and let H,, be the unnormalized Haar basis

matrix of order n. Then
H, v
Hg v = < n-l > )

IQn—l’U_
where
v1 + U2 V1 — U2
U3 + V4 U3 — U4
'U+ = . s v_ =
vr—1 +Ur vr—1 — VT

Proof. From Equation (7), we have that

T
T 1 1 _(H]_ el 1)
H,v= (Hn—l ® <1> Iyn—1 ® (_1)> v = <I2n1 ©(1 1) v
(B e v
[Ion-1 @ (1 =1)jv )~
Moreover, leveraging Proposition 6 we have

vec ((1 1) (21 53 U5_1> Hn_1>
H;Lrv _ ,2 4 T
vec ((1 -1) <U1 U3 vT_l) Hn_1>
Vo V4 e vr
*'UT
=vq
vec (U1 +vy wvs+vg - vp_1+ UT) H,_:
vece (Ul — V2 Vs — V4 --- vr—1 — UT) IQn—l
—oT
_ (Ha_ v
- (Ignl’v_ : D
Lemma 6. Let H,, be the unnormalized Haar basis matrix of order n. Then, H,LHZ satisfies
1 1 1 -1
H,H =H, H | ® + Il @ | 8)
1 1 1 1
HTL—IHI—] + 12n—1 Ozn—l
= T ) (9)
02n—1 Hn—lHn—l + 12n—1,

where 19n—1 and Ogn—1 are 2"~ x 2"~! matrices of 1’s and 0’s respectively.
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Proof. For brevity, let us denote B,, = H,,H,| . The first equality follows from elementary properties
of block matrices and the Kronecker product: using the recursive form of H,,, we have

B, =H,H'

(o () e () (B8 )
=H, ® G) H o1 +In1® <11 I...®( -1)

=H, H ,© G> (1 )+Ipna® <_11> (1 —1)
B - 11 1 -1
— Hn—lHn_l & (1 1) +12n71 (24 <_1 1 )
1 1 1 -1
= Bn—l ® (1 1) + I2n—1 ® (_1 1 ) .

To get the second expression, let us proceed by induction. We have By = (1) and

-
. T (1 1 1 1Y\ (2 0\ _ (Bo+1 0
BlH1H1<1 —1>(1 —1) (0 2>< 0, By+1,)
Next, let us assume that B,, satisfies

B — B, 1+ 131 Ogn—1
no 02n—1 Bn—l + 12n—1 ’

Then, applying the recursive form Equation (8) for B,,;1, we have

1 1 1 -1
Bn+1=Bn®<1 1>+12n®<_1 1)

 [Booi 4 1o Oy 11 1 -1
—( Ogns Byoitlypms) @\t 1) 2@

11 1 1
- anl ® (1 1) + 1211,—1 ® (1 1) 0271
o 1 1 1 1
Oon B, 1® (1 1) + 151 ® (1 1)
I ® (11 —11) 05
_|_
1 -1
02" I2" & <_1 1 )

(B, +1an Oon
- 027L Bn + ]_Qn, ’

where the last line observes that 15n—1 ® G 1 = 15~ and that after adding the two block matrices,

the top left and bottom right blocks are both

11 1 -1
Bn,1® <1 1) +I2n—l® (1 1 ) +12n :Bn—f—lzn,
via Equation (8). Hence, the stated result follows by induction. O

Now using this, we have the following bound on the norm of the high-dimensional surrogate losses.

Lemma 7. Let n = logy(T), e; be the t" standard basis vector of R, and for g, € RY let

g, =€ ®g, € RYT. Let H,, be a Haar matrix of order n and let B = H,, ® 14 be it’s block
extension to sequence in R, Then, we have

~ 12 2
I9:llppT = (ogT + 1) llg:ll; -
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Proof. Using Lemma 1, we have that
~ 12 T 2
gl 55 = [HH| o

Moreover, using Equation (9) it can easily be seen that the diagonal entries of H,, H I are log, T'+ 1,
so we have

2 2
lg:lBem < (1+1logy T) llg,ll5 - 0

B.3 Proof of Proposition 3

Proposition 3. Let n = log, T' and H,, be the unnormalized Haar basis matrix of order n. For
anyT € {20:i=0,...,log, T}, let N. = T/7 and let I(T) I(T) be a partition of [T into

intervals of length T. Deﬁne the average comparator in interval I(T) to be u(T) 1 Zteﬂ ) Ut,

and define the squared path-length at time-scale 7 < T to be
N, /2
ir) o= 3 [Jalil, - af?,
i=1

_ 2
and P(u,T) = H’l_th) H2 — ||@||3. Then, setting S = [H,H]~' and M = S © 14, we have

)

2

logQ(T)
IIUI|M<||‘||2+* Z P(a,2') < |la; + 10g(T)m3><P(ﬁ,T),

1911271 = llg.ll5 (1 + logT) :

Proof. The proof of the claim [|g,|[3;—1 = |G lsmr = 1g:l5 [logs(T) 4 1] is provided in
Lemma 7.

To see the form of ||1~L||?VI, let us first write
|a))?, = <a, [HHTrla> — (H 'u, H 'a) = ||[H a2 .

The result then follows by showing that

2u
ﬂgTﬂ) _ ﬁéT/2)
ﬂgT/ﬁl) _ ﬁéT/él)
X ﬂ:(,,TM) _ ﬁiT/4)
H 'u= 3 : , (10)
Uy — U2
us — Uy
ur—1 —ur
so that
2 1 2
H 'a H (T/2) —(T/2 H H (T/4) _ —(T/4)H - H—(T/4) _ —(T/4)H
H Hz a 4 +4 Uy Uy 2"‘ 1 Ug Uy )
PT) P(T/2) P(T/4)

1 2 1 2 1 2
Hot gl =y + 7 llus —wally 4 lur—n —urlly,

=P(1)

where for brevity we have dropped the argument 4 on P (i, ).

25



Equation (10) is best shown via example; the general case is mostly a tedius exercise which we
provide at the end. Assume 7' = 4, then the Haar matrix of order n = log,(T') = 2 is

L1 L
1 1 1 0 2 2 2 0 0 0
Mmool 1 -t o) _fz z #H Of[02 0 0
Tl -1 0 17y -3 0 H]loo V2o
1 -1 0 -1 Y
%_%07%000\5
g =:Dy
::H2

It is well-known that for any 7" the columns of Hj, () form an orthogonal basis of RT [41, Chapter
6.1.1], which implies that H5 is orthonormal. So, H;l = H; and

H,' = (H,D,)"' = D;'H;' = D;'H]

1 1 1 1 1
Lo 0o o 1 1 i1 11 11
0L 0 o0 A S O S S B
=10 (2) 1 i _i 02 02 =11 4 . Sk
Vi vi v D : 2 00
00 0 J/\0 0 25 = L
which leads to Equation (10) after applying the Kronecker product:
Iq I Iq Iq w u1+u21ru;;+u4 20
u = = d = —
LU T " 2w
o o L =Lj\ur Haste u3 — Uy

More generally, start with d = 1 begin again by factoring
H,!=D,'H,} = D;°H]

n?

where now H,, is the normalized Haar basis matrix of order n = log,(T) and

D,, = Diag \/:F@ VT/2,\T/2,\/T/4,....\JT/4,...,N2,...,\/2
20 21 1

22 on—

The result is then attained by unrolling the recursion for H,!  given by Lemma 5 and factoring in
the normalization factors D 2 The result for d > 1 is then immediately implied by observing that
the block matrix H,,* ® I; will act upon the vector components of & € R4 in an identical way to
how H; ! acts upon a vector of scalars. O

B.4 Proof of Proposition 4

Proposition 4. The algorithm characterized by applying Theorem 2 with S = [H,, H I]_l can be
implemented with O (dlog T') per-round computation.

Proof. Note that the losses passed to the 1-dimensional parameter-free algorithm are (v, g,) =
(v, € ® g,), and since e; ® g, has only d active indices we can compute the 1-dimensional learner’s
losses in O(d). As such, the 1-dimensional learner can be implemented in O(d) per-round computa-
tion.

For the direction learner, we are to show that each of the relevant variables can be maintained using
only O(dlog T) per-round computation.

Using Proposition 3, we immediately have Vi1, = V; + [|g,//3,-1 = Vi + (log T + 1) ||g, ||, so
V11 can be maintained using only O(d) per-round computation (i.e., to compute ||g,||?).

For the scaling factor ‘

5t+1 H , observe that
M*l

0, 1 +2<5t,M*1§t>.

2
M-

~ 2 o
Bova| =18l +|
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Hence, we again have O(d) per-round computation to compute ||g, ”?\/1*1 ,and letting h, = H e,
we can decompose the last term as

(0, (HH] @ 1,) (e, 29,)) = (61, (H H e 9 g,) )

t—1
= <Z e; ¥g;, H,h,; ®gt>

i=1
t—1
= Z(e: ® g;r) (Hph: ® g,)
i=1
t—1
= Ze;anht ® (9> 91)
i=1
t—1
= Z (hi,ht) (95 94)

i=1

t—1
= <Zhl <giagt> ’ht>
=1
t—1
= <Z higigt,ht>
=1
t—1
> g:h) ht>.
=1

= <gta
=:A

From Proposition 5, for any ¢ the vector hy = H I e; has only log T" + 1 active non-zero elements
by construction of the Haar basis, so given A;, the product A;h; takes a linear combination of
log T+ 1 vectors in R, for O(dlog T') operations. Note that the variable A; can also be maintained

with O(d log T') operations since each term is g, h, , which involves updating O (log T') columns of

A;_1 € R¥¥T Hence overall we can maintain H@H H | using O(dlogT) per-round computation.
M-

Lastly, consider the variable 5t+1. Observe that we can maintain a variable EM =
- (HI ® Id) S, g, using O(dlog T') computation:

t
b= (HI91) 35,0~ (Hlei0g,) =0~ (o g,
s=1

since h; ® g, is a block vector containing log (T") + 1 non-zeros blocks of length d. Hence,

t t
O = (HH) ®1,)) g, =(H,®L,)(H} ©1,)) g,
s=1 s=1

= (Hn & In)§t+1a

and again via the construction of the Haar basis, each row of H,, (i.e., each column of H Z ) has only
log T' 4 1 non-zero entries, we can compute each d x 1 block of 5t+1 using O(dlog T') computation.
Finally, observe that in order to implement the direction learner, we need only compute the t" d x 1
block of 5,5. Indeed, since for each ¢, the vector g, = e; ® g, has only d non-zero indices, it suffices
to retrieve the corresponding indices of v; to implement direction learner. O

We note that the memory overhead of maintaining each of these variables can also likely be reduced
by more careful bookkeeping, and acknowledging the fact that the algorithm only really needs to
retrieve the ¢ block of @y, since the losses are g, = e; ® g,. We omit these considerations here for
brevity.
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C Proofs for Section 5 (Recovering Variance-Variability Coupling
Guarantees)

C.1 Proof of Theorem 3

Theorem 3. Ler Wealthy := — Zthl (g, wy) denote the “wealth” of an algorithm A and let
(f, [*) be a Fenchel conjugate pair. Then A guarantees Wealthp > f}( — ZZ;I §t) for any
sequence g, ...,gr if and only if Rr(d) < fr(u) for any sequence 4 = (uy,...,ur) in W,
where u = (u] ,...,uz)" is the concatenation of the sequence G into a vector.

Proof. Thanks to Proposition 1, the proof is essentially the same as the usual one. We provide the
argument here for completeness.

From Proposition 1, Ry (@) = Ry () = Zthl (g, w: —u)forg, = e, ®g, andu = Zthl e®
u;. Hence, recalling the definition of the Fenchel conjugate, we have

T T
S (g w) = Y G — ) = — Wealthy ~ 3 G,
t=1 t=1 . t=1
< <—Z§t,a> (= 208:) <sup(0.@) — £7(0) = fr(@).
t=1 t=1

Similarly, for the other direction, suppose we have Rr(4d) = Rseq( ) < fr(u) for any w. Then
re-arranging, we have Wealthy > <— Zthl d; 17> — fr(a), and since this holds for any u, we

can choose the one that tightens the bound to get Wealthr > supg <— ZL [/ 17> — fr(u) =

(=201 G0)- O
D Supporting Lemmas

Lemma 8. Let X € RT*T be the finite-difference operator, having entries

1 ifi=j
Yiy=<-1 ifj=i+1.
0 otherwise

Then,

1. The inverse of 3 the upper-triangular matrix of 1’s:
oo f1 iz
£ 0 otherwise’
2. The eigenvalues of ¥ and X" are \; = 1 for all i € [T].
3. x> x Xz is positive definite.

Moreover; the analogous properties hold for the block matrix £ @ I, € R4T*4T,

Proof. The inverse of 3 is the upper-triangular matrix A characterized by entries

1 ifj>i
JAVIIES L.
/ {0 otherwise

To see why, observe that we have X7 7 Ar 1 = 1 and for ¢ < T we have

1 ifi=j
= Ez A = Ai' — Az ;= . s
Z R ! M { 0 otherwise
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and likewise for [AX];;. Hence XA = AX = Tand M~ ' = A.

Next, since X and X ™! are upper-triangular, their eigenvalues are equal to their diagonal entries, and
hence both have eigenvalues \; = 1 for all :.

To see that the asymmetric matrix X is positive definite, it suffices to show that the symmetric part of
3, i.e., the matrix 3g = (X + ET) /2, is positive definite [23]. Luckily, X is also a well-known
variation of the discrete difference operator and is known to be positive definite [see, e.g., Theorem
7.4.7 in 39].

For the block matrix B = ¥ ® 14, the inverse is given immediately by the inverse property of the
Kronecker product: B !'= E® Id)f1 ="' ® I, Wealsohavethat B=X ® I;and B~!
have eigenvalues \; = 1 for all ¢ € [dT], since both are again upper-triangular with 1’s on their
main diagonal. Finally, we have positive definiteness of B using the fact that the symmetric part
of B=X®I,isi(B+B')=3(Zel;+3 ©I,;)=i(E+X")® I, by the distributive
property, hence B is the Kronecker product of two symmetric positive definite matrices, so B is
positive definite [38, Chapter 2]. O

‘We borrow the following eigenvalue bound from [43].

Theorem 5. (Wolkowicz and Styan [43, Theorem 2.1]) Let A be a symmetric n X n matrix with
eigenvalues \1(A) < ... < A\, (A). Then

)\max(A) < + (Tl - 1)

n

Tr(ATA) (Tr A)ﬂ |

29



NeurlIPS Paper Checklist

1. Claims

Question: Do the main claims made in the abstract and introduction accurately reflect the
paper’s contributions and scope?

Answer: [Yes]
Justification: Our abstract and introduction clear state the main claims of our paper.
Guidelines:

* The answer NA means that the abstract and introduction do not include the claims
made in the paper.

e The abstract and/or introduction should clearly state the claims made, including the
contributions made in the paper and important assumptions and limitations. A No or
NA answer to this question will not be perceived well by the reviewers.

* The claims made should match theoretical and experimental results, and reflect how
much the results can be expected to generalize to other settings.

* It is fine to include aspirational goals as motivation as long as it is clear that these goals
are not attained by the paper.

2. Limitations
Question: Does the paper discuss the limitations of the work performed by the authors?
Answer: [Yes]

Justification: We clearly state the problem setting and the assumptions therein. We clearly
state which results are optimal up to logarithmic factors. We discuss the computational
complexity of our newly proposed algorithm at the end of Section 4.1. Attaining the
tightest matching logarithmic dependencies in our lower bound is still an open problem, as
mentioned in the conclusion.

Guidelines:

* The answer NA means that the paper has no limitation while the answer No means that
the paper has limitations, but those are not discussed in the paper.

* The authors are encouraged to create a separate "Limitations" section in their paper.

* The paper should point out any strong assumptions and how robust the results are to
violations of these assumptions (e.g., independence assumptions, noiseless settings,
model well-specification, asymptotic approximations only holding locally). The authors
should reflect on how these assumptions might be violated in practice and what the
implications would be.

* The authors should reflect on the scope of the claims made, e.g., if the approach was
only tested on a few datasets or with a few runs. In general, empirical results often
depend on implicit assumptions, which should be articulated.

* The authors should reflect on the factors that influence the performance of the approach.
For example, a facial recognition algorithm may perform poorly when image resolution
is low or images are taken in low lighting. Or a speech-to-text system might not be
used reliably to provide closed captions for online lectures because it fails to handle
technical jargon.

* The authors should discuss the computational efficiency of the proposed algorithms
and how they scale with dataset size.

 If applicable, the authors should discuss possible limitations of their approach to
address problems of privacy and fairness.

* While the authors might fear that complete honesty about limitations might be used by
reviewers as grounds for rejection, a worse outcome might be that reviewers discover
limitations that aren’t acknowledged in the paper. The authors should use their best
judgment and recognize that individual actions in favor of transparency play an impor-
tant role in developing norms that preserve the integrity of the community. Reviewers
will be specifically instructed to not penalize honesty concerning limitations.

3. Theory Assumptions and Proofs
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Question: For each theoretical result, does the paper provide the full set of assumptions and
a complete (and correct) proof?

Answer: [Yes]

Justification: All the theorems provide the full set of assumptions. All of our main results
are proven explicitly either in the main text or in the appendix.

Guidelines:

* The answer NA means that the paper does not include theoretical results.

* All the theorems, formulas, and proofs in the paper should be numbered and cross-
referenced.

 All assumptions should be clearly stated or referenced in the statement of any theorems.

* The proofs can either appear in the main paper or the supplemental material, but if
they appear in the supplemental material, the authors are encouraged to provide a short
proof sketch to provide intuition.

¢ Inversely, any informal proof provided in the core of the paper should be complemented
by formal proofs provided in appendix or supplemental material.

* Theorems and Lemmas that the proof relies upon should be properly referenced.

. Experimental Result Reproducibility

Question: Does the paper fully disclose all the information needed to reproduce the main ex-
perimental results of the paper to the extent that it affects the main claims and/or conclusions
of the paper (regardless of whether the code and data are provided or not)?

Answer: [NA]

Justification: This is a theoretical paper that studies theoretical guarantees for online learning
algorithms.

Guidelines:

* The answer NA means that the paper does not include experiments.

* If the paper includes experiments, a No answer to this question will not be perceived

well by the reviewers: Making the paper reproducible is important, regardless of

whether the code and data are provided or not.

If the contribution is a dataset and/or model, the authors should describe the steps taken

to make their results reproducible or verifiable.

* Depending on the contribution, reproducibility can be accomplished in various ways.
For example, if the contribution is a novel architecture, describing the architecture fully
might suffice, or if the contribution is a specific model and empirical evaluation, it may
be necessary to either make it possible for others to replicate the model with the same
dataset, or provide access to the model. In general. releasing code and data is often
one good way to accomplish this, but reproducibility can also be provided via detailed
instructions for how to replicate the results, access to a hosted model (e.g., in the case
of a large language model), releasing of a model checkpoint, or other means that are
appropriate to the research performed.

* While NeurIPS does not require releasing code, the conference does require all submis-
sions to provide some reasonable avenue for reproducibility, which may depend on the
nature of the contribution. For example
(a) If the contribution is primarily a new algorithm, the paper should make it clear how

to reproduce that algorithm.

(b) If the contribution is primarily a new model architecture, the paper should describe
the architecture clearly and fully.

(c) If the contribution is a new model (e.g., a large language model), then there should
either be a way to access this model for reproducing the results or a way to reproduce
the model (e.g., with an open-source dataset or instructions for how to construct
the dataset).

(d) We recognize that reproducibility may be tricky in some cases, in which case
authors are welcome to describe the particular way they provide for reproducibility.
In the case of closed-source models, it may be that access to the model is limited in
some way (e.g., to registered users), but it should be possible for other researchers
to have some path to reproducing or verifying the results.
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5. Open access to data and code

Question: Does the paper provide open access to the data and code, with sufficient instruc-
tions to faithfully reproduce the main experimental results, as described in supplemental
material?

Answer: [NA]

Justification: This is a theoretical paper that studies theoretical guarantees for online learning
algorithms.

Guidelines:

* The answer NA means that paper does not include experiments requiring code.

* Please see the NeurIPS code and data submission guidelines (https://nips.cc/
public/guides/CodeSubmissionPolicy) for more details.

* While we encourage the release of code and data, we understand that this might not be
possible, so “No” is an acceptable answer. Papers cannot be rejected simply for not
including code, unless this is central to the contribution (e.g., for a new open-source
benchmark).

* The instructions should contain the exact command and environment needed to run to
reproduce the results. See the NeurIPS code and data submission guidelines (https:
//nips.cc/public/guides/CodeSubmissionPolicy) for more details.

* The authors should provide instructions on data access and preparation, including how
to access the raw data, preprocessed data, intermediate data, and generated data, etc.

¢ The authors should provide scripts to reproduce all experimental results for the new
proposed method and baselines. If only a subset of experiments are reproducible, they
should state which ones are omitted from the script and why.

* At submission time, to preserve anonymity, the authors should release anonymized
versions (if applicable).

* Providing as much information as possible in supplemental material (appended to the
paper) is recommended, but including URLSs to data and code is permitted.
6. Experimental Setting/Details

Question: Does the paper specify all the training and test details (e.g., data splits, hyper-
parameters, how they were chosen, type of optimizer, etc.) necessary to understand the
results?

Answer: [NA]

Justification: This is a theoretical paper that studies theoretical guarantees for online learning
algorithms.

Guidelines:

* The answer NA means that the paper does not include experiments.

* The experimental setting should be presented in the core of the paper to a level of detail
that is necessary to appreciate the results and make sense of them.

 The full details can be provided either with the code, in appendix, or as supplemental
material.

7. Experiment Statistical Significance

Question: Does the paper report error bars suitably and correctly defined or other appropriate
information about the statistical significance of the experiments?

Answer: [NA]

Justification: This is a theoretical paper that studies theoretical guarantees for online learning
algorithms.

Guidelines:

* The answer NA means that the paper does not include experiments.

* The authors should answer "Yes" if the results are accompanied by error bars, confi-
dence intervals, or statistical significance tests, at least for the experiments that support
the main claims of the paper.
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* The factors of variability that the error bars are capturing should be clearly stated (for
example, train/test split, initialization, random drawing of some parameter, or overall
run with given experimental conditions).

* The method for calculating the error bars should be explained (closed form formula,
call to a library function, bootstrap, etc.)

* The assumptions made should be given (e.g., Normally distributed errors).

¢ ]t should be clear whether the error bar is the standard deviation or the standard error
of the mean.

e It is OK to report 1-sigma error bars, but one should state it. The authors should
preferably report a 2-sigma error bar than state that they have a 96% CI, if the hypothesis
of Normality of errors is not verified.

* For asymmetric distributions, the authors should be careful not to show in tables or
figures symmetric error bars that would yield results that are out of range (e.g. negative
error rates).

e If error bars are reported in tables or plots, The authors should explain in the text how
they were calculated and reference the corresponding figures or tables in the text.
Experiments Compute Resources

Question: For each experiment, does the paper provide sufficient information on the com-
puter resources (type of compute workers, memory, time of execution) needed to reproduce
the experiments?

Answer: [NA]

Justification: This is a theoretical paper that studies theoretical guarantees for online learning
algorithms.

Guidelines:

* The answer NA means that the paper does not include experiments.

* The paper should indicate the type of compute workers CPU or GPU, internal cluster,
or cloud provider, including relevant memory and storage.

* The paper should provide the amount of compute required for each of the individual
experimental runs as well as estimate the total compute.

* The paper should disclose whether the full research project required more compute
than the experiments reported in the paper (e.g., preliminary or failed experiments that
didn’t make it into the paper).

Code Of Ethics

Question: Does the research conducted in the paper conform, in every respect, with the
NeurIPS Code of Ethics https://neurips.cc/public/EthicsGuidelines?

Answer: [Yes]

Justification: Given the theoretical nature of this work, there are no ethical concerns to be
addressed.

Guidelines:

¢ The answer NA means that the authors have not reviewed the NeurIPS Code of Ethics.

o If the authors answer No, they should explain the special circumstances that require a
deviation from the Code of Ethics.

¢ The authors should make sure to preserve anonymity (e.g., if there is a special consid-
eration due to laws or regulations in their jurisdiction).

Broader Impacts

Question: Does the paper discuss both potential positive societal impacts and negative
societal impacts of the work performed?

Answer: [NA]

Justification: This is a theoretical paper that studies theoretical guarantees for online learning
algorithms. As stated in the guidelines, this is foundational research and it is not tied to
particular applications, let alone deployments.
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Guidelines:

* The answer NA means that there is no societal impact of the work performed.

* If the authors answer NA or No, they should explain why their work has no societal
impact or why the paper does not address societal impact.

» Examples of negative societal impacts include potential malicious or unintended uses
(e.g., disinformation, generating fake profiles, surveillance), fairness considerations
(e.g., deployment of technologies that could make decisions that unfairly impact specific
groups), privacy considerations, and security considerations.

* The conference expects that many papers will be foundational research and not tied
to particular applications, let alone deployments. However, if there is a direct path to
any negative applications, the authors should point it out. For example, it is legitimate
to point out that an improvement in the quality of generative models could be used to
generate deepfakes for disinformation. On the other hand, it is not needed to point out
that a generic algorithm for optimizing neural networks could enable people to train
models that generate Deepfakes faster.

* The authors should consider possible harms that could arise when the technology is
being used as intended and functioning correctly, harms that could arise when the
technology is being used as intended but gives incorrect results, and harms following
from (intentional or unintentional) misuse of the technology.

« If there are negative societal impacts, the authors could also discuss possible mitigation
strategies (e.g., gated release of models, providing defenses in addition to attacks,
mechanisms for monitoring misuse, mechanisms to monitor how a system learns from
feedback over time, improving the efficiency and accessibility of ML).

Safeguards

Question: Does the paper describe safeguards that have been put in place for responsible
release of data or models that have a high risk for misuse (e.g., pretrained language models,
image generators, or scraped datasets)?

Answer: [NA]
Justification: No models nor data is associated to this paper.
Guidelines:

* The answer NA means that the paper poses no such risks.

* Released models that have a high risk for misuse or dual-use should be released with
necessary safeguards to allow for controlled use of the model, for example by requiring
that users adhere to usage guidelines or restrictions to access the model or implementing
safety filters.

* Datasets that have been scraped from the Internet could pose safety risks. The authors
should describe how they avoided releasing unsafe images.

* We recognize that providing effective safeguards is challenging, and many papers do
not require this, but we encourage authors to take this into account and make a best
faith effort.

Licenses for existing assets

Question: Are the creators or original owners of assets (e.g., code, data, models), used in
the paper, properly credited and are the license and terms of use explicitly mentioned and
properly respected?

Answer: [NA]
Justification: No assets were used in this paper.
Guidelines:

* The answer NA means that the paper does not use existing assets.
* The authors should cite the original paper that produced the code package or dataset.

* The authors should state which version of the asset is used and, if possible, include a
URL.

* The name of the license (e.g., CC-BY 4.0) should be included for each asset.

34



13.

14.

* For scraped data from a particular source (e.g., website), the copyright and terms of
service of that source should be provided.

 If assets are released, the license, copyright information, and terms of use in the
package should be provided. For popular datasets, paperswithcode.com/datasets
has curated licenses for some datasets. Their licensing guide can help determine the
license of a dataset.

* For existing datasets that are re-packaged, both the original license and the license of
the derived asset (if it has changed) should be provided.

* If this information is not available online, the authors are encouraged to reach out to
the asset’s creators.
New Assets

Question: Are new assets introduced in the paper well documented and is the documentation
provided alongside the assets?

Answer: [NA]
Justification: This paper does not release new assets.
Guidelines:

* The answer NA means that the paper does not release new assets.

* Researchers should communicate the details of the dataset/code/model as part of their
submissions via structured templates. This includes details about training, license,
limitations, etc.

* The paper should discuss whether and how consent was obtained from people whose
asset is used.

* At submission time, remember to anonymize your assets (if applicable). You can either
create an anonymized URL or include an anonymized zip file.

Crowdsourcing and Research with Human Subjects

Question: For crowdsourcing experiments and research with human subjects, does the paper
include the full text of instructions given to participants and screenshots, if applicable, as
well as details about compensation (if any)?

Answer: [NA]
Justification: This paper does not involve crowdsourcing nor research with human subjects.
Guidelines:

* The answer NA means that the paper does not involve crowdsourcing nor research with

human subjects.

* Including this information in the supplemental material is fine, but if the main contribu-
tion of the paper involves human subjects, then as much detail as possible should be
included in the main paper.

* According to the NeurIPS Code of Ethics, workers involved in data collection, curation,
or other labor should be paid at least the minimum wage in the country of the data
collector.

. Institutional Review Board (IRB) Approvals or Equivalent for Research with Human

Subjects

Question: Does the paper describe potential risks incurred by study participants, whether
such risks were disclosed to the subjects, and whether Institutional Review Board (IRB)
approvals (or an equivalent approval/review based on the requirements of your country or
institution) were obtained?

Answer: [NA]
Justification: This paper does not involve crowdsourcing nor research with human subjects.
Guidelines:

* The answer NA means that the paper does not involve crowdsourcing nor research with
human subjects.
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* Depending on the country in which research is conducted, IRB approval (or equivalent)
may be required for any human subjects research. If you obtained IRB approval, you
should clearly state this in the paper.

* We recognize that the procedures for this may vary significantly between institutions
and locations, and we expect authors to adhere to the NeurIPS Code of Ethics and the
guidelines for their institution.

* For initial submissions, do not include any information that would break anonymity (if
applicable), such as the institution conducting the review.
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